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ABSTRACT
It is estimated that 20% of medical diagnoses is incor-
rect [7, 9]. This is caused by limited human cognitive
abilities. We are unable to know everything about ev-
ery human on earth, and therefore cannot reason over
this data. Cognitive systems such as IBM Watson can
expand these cognitive abilities. These systems are able
to reason over data, and interpret more effective than
humans can. They are able to process and answer ques-
tions in natural language by finding evidence for the cor-
rect answer. However, it is difficult for these systems
to interpret natural language because they need to be
told what is right and what is wrong. Current methods
for automating the extraction of this data have shown
to be incomplete [14]. Crowdsourcing can solve this
by gathering a complete ground truth [12]. In order
to capture positive and negative synonym relations in
medical texts, we propose a crowdsourcing experiment
using the Crowd-Watson framework in order to create
efficient templates for these annotation tasks.
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1. INTRODUCTION
Humans make choices based upon previous experiences
and knowledge. In computer science, this cognitive abil-
ity can be translated into a cognitive system. The ad-
vantage of such systems is that they do not lack the
limitations of the human cognitive abilities. Cognitive
systems can theoretically hold all medical data from all
human beings, but a human being would never be able
to capture this [6]. Like this, many human behaviors
such as speech and thoughts can already be imitated,

and researchers are currently developing these intelli-
gent systems all over the world [2].

IBM Research is an example of this, and has created a
cognitive system named Watson. Watson is distinguish-
able by its three core abilities. First, Watson is a com-
puting system that can process unstructured natural
language (NLP). Second, Watson will apply advanced
analytics to generate and evaluate hypothesis in order
to find the right answer to a question. Third, Watson
learns from the evidence it creates and will get smarter
at every iteration [10]. This combination gives Wat-
son cognitive abilities that are impossible for humans
to achieve. One of the areas Watson is currently being
developed in is the medical domain.

1.1 Cognitive Systems in the Medical Domain
In the medical domain, the need for cognitive systems
such as Watson is inevitable. The amount of medical
records and medical information is growing extensively,
and it is becoming increasingly difficult for doctors to
keep up with this vast amount of unstructured data.
As a result of this, it is reported that an estimated
20% of medical diagnoses by doctors is incorrect [7, 9].
While humans are not able to process all available data,
cognitive systems such as Watson can. In the form of a
decision support system, cognitive systems can expand
the human cognitive abilities in the future. Medical
data then feeds the abilities of the cognitive system.

Medical data mainly consists of unstructured natural
language. The interpretation of this is difficult, because
natural language without any contextual information
such as speech is ambiguous [15]. Terms can have mul-
tiple meanings, and without a context they can be in-
terpreted completely wrong. This is especially difficult
for event phrases, such as medical data. For instance,
experts have little to disagree on if grass is green. On
the other hand, this is more difficult for diagnoses of pa-
tients. Having a high blood pressure can be good and
bad at the same time, it just depends on the context.
This poses challenges for interpreting medical text by
cognitive systems such as Watson.



In order to get to an answer, Watson interprets evidence
in text for its hypothesis [11]. This data is required in
the form of a ground truth, and allows Watson to be
trained and evaluated [5]. Without such a ground truth,
Watson would have trouble interpreting what the mean-
ing of a certain phrase is, and now know what is right
and what is wrong. Therefore, these sentences need to
be annotated up front in order to be interpreted. As
medical phrases are event based, current distant super-
vision methods for relation extraction have shown to
be incomplete [14]. Because of this, crowdsourcing for
annotating medical texts is the correct way for solving
ambiguity in medical data [12].

Crowdsourcing disagreement on these annotations can
give valuable information. However, when annotated
by experts, the annotations will be less perfect. This is
caused by over-generalization [1], because experts have
a biased view on the medical data. Their knowledge of
medical terms is high, but they cannot annotate medical
texts perfectly from all perspectives. In order to gather
expert and non-expert annotations, the Crowd-Watson
project was established.

1.2 Crowd-Watson for gathering annotations
Crowdsourcing is the concept of splitting work into so
called human intelligence tasks (HITs). These small
tasks can be done by people from all around the world,
possibly for a small payment. Because the pool of avail-
able people in the crowd is large, annotation can be
performed more quickly and cheaper through crowd-
sourcing the tasks [17]. In the medical domain, this
can also help solving the limited availability of medical
professionals.

Popular crowdsourcing platforms are Wikipedia, Ya-
hoo!Answers and Kickstarter [4]. These platforms all
have their own purpose, but have in common that a
large amount of people contribute to small tasks in or-
der to achieve something big. There are also crowd-
sourcing platforms where a user can choose from many
different kind of tasks for a small payment, such as
Amazon Mechanical Turk (AMT) and CrowdFlower (CF).
Through these crowd-sourcing platforms, where users
are called crowd workers, the Crowd-Watson project
lets the workers annotate medical phrases. The AMT
platform has a worker population of 500 thousand indi-
viduals [18], while the CF platform has a worker popula-
tion of 5 million individuals [3]. This amount of workers
makes it possible to generate a crowd-sourced ground
truth, or ‘crowd truth’, so that Watson can be trained
and evaluated in the medical domain [17]. Creating
these tasks has proven to be a critical part for the suc-
cess of gathering crowd data [13].

In order to manage these crowdsourcing tasks and form
a ground truth of data, the Crowd-Watson team has de-
veloped a platform. The AMT and CF crowdsourcing

platforms are used to distribute small HITs through the
platform. These HITs are distributed to workers that
do not require any medical knowledge. These tasks re-
quire the worker to annotate a passage of a medical di-
agnosis, where the workers are paid a small fee for their
work, around a few dollar cents per task. For anno-
tations where medical knowledge is required, the team
has developed their own Dr. Detective serious game
on the Crowd-Watson platform. The HITs can be dis-
tributed to either workers via crowdsourcing platforms,
or to experts through the Dr. Detective game.

The Crowd-Watson framework is a work-flow that con-
sists of pre-processing of the input, data collection, dis-
agreement analytics and post-processing [5]. This is for
the most part an automated process that takes unstruc-
tured medical texts as input, and results in a ground
truth in the form of concepts and their relations. In
the pre-processing, additional metadata is automati-
cally added such as the diagnosis of the patient. For
adding annotations on forehand, the framework uses
the UMLS1 vocabulary [5]. This vocabulary contains
biomedical terminology and classifications. Pre-identifying
annotations in the medical texts allows concepts and re-
lations to be discovered automatically. However, due to
the lack of contextual awareness, the UMLS parser has
trouble with processing ambiguity in text. Nevertheless,
the UMLS parser can be used as a method for measur-
ing the performance of the crowd-sourced annotations
to the UMLS annotations.

2. PROBLEM STATEMENT
The problem with unstructured medical text is the am-
biguity. Without context, terms can be interpreted
completely wrong by cognitive systems such as Watson.
This can have consequences, especially with positive
and negative synonym phrases. For instance if we want
to know what neurological condition contraindicates the
use of bupropoin, a cognitive system will try to find evi-
dence that a seizure disorder is the correct answer as can
be seen in Figure 1. If there is evidence indicating pa-
tients with a preexisting seizure disorder should not use
bupropoin, then ‘should not use bupropoin’ is a posi-
tive synonym for ‘contraindicates the use of bupropoin’.
This relation is evidence for the seizure disorder to be
the appropriate answer. However, this does not always
mean that ‘contraindicates the use of’ is a synonym to
‘should not use’. Depending on the true meaning, the
correct interpretation by cognitive systems influences
their abilities. Negative synonym phrases are therefore
as important. If the evidence is contradicting, the hy-
pothesis is less likely to be correct.

Previous research on negations has shown that auto-
mated contradiction detection systems can classifies up
to 99% of their disagreements as false [16]. Additionally,

1http://www.nlm.nih.gov/research/umls/

http://www.nlm.nih.gov/research/umls/


Figure 1: Finding evidence

it is even estimated that web data consists of approx-
imately only 1.2% genuine contradictions. Detecting
synonyms can be achieved by aligning ontologies us-
ing distant supervision. This has however proven to
only capture a fraction of the possible matches due to
the limited knowledgebase [19]. Methods exist to im-
prove the use of distant supervision in order to limit the
number of false negative matches [14]. Also, the expan-
sion of knowledge bases such as UMLS can improve the
number of matches by 34% [8]. However, none of these
methods completely annotate positive and negative syn-
onym relations perfectly. The use of crowdsourcing can
be a solution to solve the ambiguity in medical texts
and detect the positive and negative synonym relations
efficiently.

3. RESEARCH QUESTION
Crowdsourcing annotated medical phrases is an efficient
and effective method. With the use of the Crowd-
Watson platform, we can apply this method for the
retrieval of positive and negative synonym relations in
medical phrases. This leads to the research question:

Can we define an efficient crowdsourcing scenario for
identifying positive and negative synonym phrases in
medical texts?

Consequently, the following sub-questions need to be
researched in order to answer the research question:

1. What gaming elements can help users perform more
effectively?

2. What disagreement metrics are necessary to mea-
sure the quality of the crowdsourcing results?

4. METHODS
The proposed research questions require several research
methods in order to come to a conclusion. First needs
to be researched how both positive and negative syn-
onym relations can be retrieved at the same time. Next,

a scenario is required for capturing these relations via
crowdsourcing, based on how to capture the relation-
ships efficiently. After that, different gaming elements
are required that are appropriate for the scenario. Next,
the gaming elements can be translated into templates
for the Crowd-Watson platform, where the efficiency
is the amount of money and time required and effec-
tiveness is the amount of annotators and the quality
of data. In order to compare these templates, metrics
need to be defined for measuring the performance. The
templates can then be compared with an experiment,
followed by an evaluation of the results. This approach
will be further explained in the following paragraphs.

4.1 Relation Analysis
In order to annotate synonyms and negations efficiently,
the possibilities for extracting these relations must be
researched. It is likely that by capturing synonym rela-
tions, we can also use this information to capture nega-
tions at the same time. A possibility for this is that
workers can choose whether the synonym relation is
positive or negating. By capturing the combination of
these relations simultaneously, the cost can be reduced
due to the less tasks needed. This setup requires an ap-
propriate scenario, which will be discussed in the next
paragraph.

4.2 Crowdsourcing Templates
Based on the knowledge of how to capture synonym and
negation relations efficiently, we can design a scenario
for annotating the relation. This scenario can allow the
annotation of both synonym and negation relation at
once. In order to make this scenario efficient, appropri-
ate gaming elements are required. These elements can
act as incentives for the workers to repeat the game.
In return, this improves the focus and quality of the
annotations. These gaming elements depend on the in-
put and whether the expected relation is a synonym or
negation. By applying the gaming elements to different
templates, we can measure with metrics which template
has the best performance.

Because of the different gaming elements and crowd-
sourcing platforms, we need to create different micro-
task templates. In these templates, the worker for in-
stance has to choose the relation between two high-
lighted terms. Depending on the template design, the
quality of the annotation by the worker, and the time
and cost spend might be different. The templates need
to be designed for use in the Crowd-Watson platform, in
order to be distributed to the appropriate crowdsourc-
ing platforms. Different templates might be more ap-
propriate for certain crowdsourcing platforms and may
require medical expertise. In a pre-pilot experiment,
these templates can be evaluated and optimized in order
to improve their efficiency and effectiveness. From these
results, we can derive the important metrics. These fac-
tors can be the cost of obtaining an annotation or the



time it takes, and may be different from the default me-
ters used in the Crowd-Watson platform. In the next
paragraph the approach for the experiment is described.

4.3 Game Experiment
Based on the pre-pilot, metrics need to be set for the
use in the actual experiment. The different tasks can
then be sent to the AMT or CF crowdsourcing plat-
forms, or to the Dr. Detective Crowd-Watson game. As
HITs, these microtasks can be annotated by a different
amount of workers. Also, the number of sentences per
set of HITs can influence the efficiency and effectiveness
of the templates. The payment for each platform and
template can also influence the performance. Because of
this, the templates have to be tuned with an experiment
in order optimize the settings for each template, and the
template performance. After optimizing the templates
they can be evaluated for efficiency and effectiveness.
The set metrics must be used for evaluating the tem-
plates. With this data, we can draw conclusions on the
optimal templates for gathering positive and negative
synonym relations in medical texts.

5. PLANNING
The approach that is needed to answer the research
question requires a planning, as can be seen in Figure
2. The research on the overlapping of synonyms and
negations takes two weeks. Next, the scenario modeling
will take one week. After this, the gaming elements for
the scenario will be researched in two weeks, of which
the second week will overlap with the creation of the
templates which will also take two weeks. This overlap
is due to the likelihood that new gaming elements might
be found during the initial construction of the crowd-
sourcing templates. Following this is the pre-pilot and
data collection which both take one week.

With the templates and metrics finished, the actual ex-
periment can start. There is a two week time window
for the experiment itself. This is needed, because on
some crowdsourcing platforms tasks can take a week
to complete. After the experiment, the results can be
evaluated. This should take no more than two weeks.

Somewhere during the final experiment around the end
of May, a midterm presentation has to be held. This
presentation will contain at least the scenario, gaming
elements and templates. If possible, the status or results
of the experiment can be presented here as well.

After the experiment is complete, there is a two week
time window for finishing the research paper. This is
followed by the final presentation, which is reserved for
the final week.

5.1 Contingency plan
It is yet uncertain if synonym and negating phrases
overlap enough to annotate simultaneously. In the event

of this posing a problem for the progression of this
study, the decision can be made to focus on either syn-
onym or negating relations in medical texts. Although
this is undesirable, it will reduce the complexity of the
study without changing the planning.

The Crowd-Watson platform is still under development
and it is expected that a new version of the platform will
be released during this study. Because the templates
run on this platform, major changes or unavailability of
the platform can have unforeseen consequences. The
AMT and CF platforms can be used manually, but
might require format changes to the templates.

Previous experimentation with Amazon Mechanical Turk
has shown that annotation tasks take significantly more
time than on the CrowdFlower platform. Initial results
of the experiment will show if the tasks has returned
fast enough and if the data is valid. Significant cost or
time dependency may lead to avoiding that platform.

6. CONCLUSION
With the use of crowdsourcing templates for captur-
ing positive and negative synonym phrases in medical
texts, we hope to increase the effectiveness of cognitive
systems such as Watson. These cognitive systems can
support doctors as a medical decision support system
in order to make more informed an accurate diagnoses.
The amount of medical data and medical knowledge will
only increase in the future, creating a more and more
complex environment for doctors. With this study we
hope to aid doctors in that development through cog-
nitive systems and decrease the frequency of incorrect
diagnoses.
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