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ABSTRACT
This study investigates whether the insertion of interest based
content recommendation into a social feed containing con-
tent based on the accounts that are being followed, such as
the user home timeline on the social networking site Twit-
ter, leads to an increase in its level of interestingness. For
interest based content recommendation, a social data mining
and ranking algorithm has been devised, which in theory can
be employed for any topic of interest. For the experiment,
participants rated (i.e. interesting or not interesting) the 10
latest updates on their social feed. After that, they rated
three pages containing the same tweets yet with a certain
percentage of them replaced (10%, 30%, and 50% in ran-
dom order) by the algorithm’s recommendations for their
chosen topics of interest. Finally, the participants gave an
overall page score (1-5) for each of the four pages of tweets
and responded to an open ended question on the desirabil-
ity of non follow based content on a social feed. With a
one-tailed paired samples t-test the mean number of tweets
found interesting on and the mean overall page score of the
page containing the participants’ 10 original home timeline
tweets was compared with the three pages containing a cer-
tain percentage of recommendations. The test revealed sta-
tistically significant results for the pages with 30% and 50%
interest based content recommendations. Furthermore, the
majority of the qualitative data supported these quantita-
tive data results. The level of interestingness of the social
feed was significantly increased using interest based content
recommendations generated by the social data mining and
ranking algorithm.

1. INTRODUCTION
Social feeds display content from within the social graph

(i.e. from users connected by means of a follow relation). For
instance, social networking site Twitter1 chronologically (i.e.
by publishing date and time) displays tweets (i.e. Twitter
messages) from followed accounts (i.e. accounts of which the
follow button have been pushed, leading to a subscription
on their updates), be it run by people or institutions, on a
user’s so called home timeline (See Figure 1). Not necessar-
ily all the content shared by these persons and institutions
is considered of interest by the users following them. What
if social media users, Twitter users in this study, would also
receive updates (i.e. tweets posted by other users) on their
social feed purely based on their interests? Thus adding rec-

1http://twitter.com

ommendations not based on the content provider (i.e. online
publishers represented on Twitter) but on the relevance of
the actual content to a users’ topics of interest. Would this
broader (beyond the social graph) way of receiving updates
increase the social feed’s level of interestingness? Given this
broad question, the following specific research questions are
posed:

• R1: Does the level of interestingness of Twitter’s so-
cial feed increase by means of adding a percentage of
interest based content recommendations (i.e. tweets
recommended based on the interests of a user) to the
already present follow based content (i.e. tweets from
within the social graph)?

• R2: Do Twitter users actually desire non follow based
content (i.e. tweets from accounts that are not being
followed such as the interest based content recommen-
dations) to appear on their social feed?

The hypothesis is that Twitter users do prefer receiving
interest based content recommendation on their social feed
between the already present follow based content. Further-
more, it is expected that the addition of 30% of interest
based content recommendations (10%, 30% and 50% are
tested) leads to the highest gain of interestingness for the
social feed.

By means of an experiment quantitative data is gathered
to answer R1 and qualitative data to answer R2. For the
quantitative data, participants are asked to rate the 10 lat-
est updates on their social feed. After that, they are asked
to rate three pages containing the same tweets, yet with a
certain percentage replaced by tweets recommended by a for
this study devised social data mining and ranking algorithm,
which uses a participant’s topics of interest. The mean in-
terestingness of the 10 latest updates is compared with the
mean interestingness of each of the three pages of 10 tweets
among which a percentage is recommended by the algorithm
and not follow based. For the qualitative data, open-ended
questions on the desirability of non follow based content on
the social feed are posed to participants.

A one-tailed paired samples t-test on the experiment’s
quantitative results shows that - in case of tweet-for-tweet
ratings by participants - the level of interestingness has sig-
nificantly increased when 30% of the updates are interest
based content recommendations. Both in case of tweet-for-
tweet ratings and overall page scores (of all 10 tweets on a
page) by participants - the level of interestingness has sig-
nificantly increased when 50% of the updates are interest



based content recommendations. A majority of the answers
to the open-ended questions supported the outcome of and
analysis on the quantitative results.

In this paper, a literature study is done to position this
study with respect to earlier research on recommender sys-
tems in general and recommender systems within the space
of social media and content recommendation. After that,
the research design is presented: the social data mining and
ranking algorithm, the experiment’s web application, the
background and recruitment of the participants, and the ex-
periment’s step-by-step procedure. After that, a chapter
is dedicated to describing both the way quantitative and
qualitative data are gathered and analysed, and presenting
the actual results. Finally, the complete study will be criti-
cally discussed and wrapped up with a conclusion that sums
up the work and highlights directions for future related re-
search.

Figure 1: A logged in Twitter user’s homepage with in the
middle the home timeline (Twitter’s version of a social feed)
chronologically showing tweets posted by the user itself and
other users followed by this particular user.

2. LITERATURE REVIEW
For this study a social feed, containing follow based con-

tent, is injected with interest based content by means of a
social data mining and ranking algorithm. The goal: to in-
vestigate whether it increases the level of interestingness of
such a social feed and whether users of a social networking
site such as Twitter consider this adjusted approach desir-
able. A literature study on recommender systems in general
and recommender systems within the space of social media
and content recommendation in particular has been con-
ducted in order to position this study with respect to earlier
research, and to indicate how research within this field can
be extended.

2.1 Recommender systems
Computational or automated recommender systems are

a kind of data filtering system that tries to suggest a set of
data items to one or more users that ideally is preferred [5, p.
1343]. These recommendations are usually generated based
on users’ preferences and the preferences of other, generally
like-minded or connected, users.

How these preferences are obtained depends on the ap-
proach of the recommender system. The main approaches
concern content-based systems, recommendation support sys-
tems, social data mining systems, and collaborative filtering

systems [13, p. 6]. Recommender systems are applied for
a wide variety of objects such as movies (e.g. by Netflix),
music (e.g. by Spotify), articles (e.g. by Google News),
books (e.g. by Goodreads), social tags (e.g. by Tumblr),
product catalogs (e.g. by Amazon), restaurants (e.g. by
Yelp), and social networking users (e.g. by Twitter in the
form of suggested Twitter users). This study is related to
article recommendation within a social networking environ-
ment and thus features social networking users as the target
audience.

The earlier mentioned main recommender system approaches
that have been used in related research on the recommenda-
tion of articles, preferably within the field of social media,
concern content-based systems, collaborative filtering sys-
tems, and social data mining systems. Therefore, these will
be elaborated upon in the following subsections.

Content-based systems
Content-based recommendations focus on learning user pref-
erences. Items similar to those items previously liked by a
user are recommended. The main functionalities of content-
based algorithms can therefore be separated into learning a
user’s preferences and filtering items matching these prefer-
ences. The learning part can make use of explicit and/or
implicit user feedback [15, p. 3]. An example of explicit
feedback concerns the rating of an article by a user. An ex-
ample of implicit feedback concerns user statistics such as
article views and article viewing durations. Machine learn-
ing and information retrieval techniques are often applied to
automate the learning process and to configure user profiles
with the obtained preferences. These preferences are usu-
ally represented as a set of weighted keywords [13, p. 7]. An
example of a content-based recommendation concerns the
recommendation of movies based on earlier movie ratings.

Collaborative filtering systems
Where the content-based approach is based on recommend-
ing items that are similar to those in which the user has
shown interest in the past, the collaborative filtering ap-
proach recommends items to the user based on other users
who are found to have similar preferences or tastes. The
main functionalities of collaborative filtering algorithms can
be distinguished into learning and representing a user’s pref-
erences, matching the user profile with users that have the
most similar user profile (also called the set of“nearest neigh-
bors”), and filtering the most popular of highly rated items
among these related users that were not received or shared
by the user [13, p. 12]. The easiest and most often used
learning variable concerns explicit feedback in the form of
item ratings. By rating the recommended items, the algo-
rithm receives feedback on its recommendations to improve
its representation of the user’s preferences. An example of
a collaborative filtering recommendation concerns item-to-
item collaborative filtering, recommending products in an
online store by means of looking at a particular user’s pur-
chase and figuring out what other users who bought the same
item also bought. In simple words: “people who bought this,
also bought...”

Social data mining systems
As its name implies, social data mining systems make use
of data mining techniques to retrieve data with a social el-
ement. From (the digital logs of) users’ regular activity on



a digital service, potentially useful, implicit information is
identified and turned into explicit information to suit rec-
ommendation purposes. This turning of implicit information
into explicit information is executed by means of enrichment
(i.e. linking it to other pieces of information), aggregation,
clusterisation, categorisation, analysis, and visualisation of
that information. An example of a social data mining system
concerns the recommendation of an internet forum’s conver-
sations based on the amount of messages posted in them in
the last 12 hours.

2.2 Social media recommenders
Research on recommender systems that are specifically

related to this study, thus within the field of social media
(preferably Twitter) and for the purpose of recommending
online articles, have been identified by means of a thor-
ough search effort with Google Scholar2, the freely accessible
search engine for academic articles. Keywords such as “arti-
cle”, “content”, “data mining”, “interest”, “news”, “personal-
ized”, “recommendation”, “recommender”, “recommending”,
“social media”, “topic”, and“Twitter”have been used in a va-
riety of combinations to find related studies. These studies
are outlined by the matrix of related work on recommender
systems in Table 1. Apart from identifying these related
studies, their used algorithms, data and data sources, out-
put types, and evaluation methods have been pinpointed.
This way the distinctive factors of this study (from earlier
research) have been determined.

None of the recommender approaches employed by the
identified studies use (by participants) explicitly communi-
cated topics of interest. They tend to use activity such as
a user’s tweets as a data source for profiling and identify-
ing users with similar interests to obtain content suitable for
recommendation. Both the profiling, the mapping to other
users and the recommendation are usually automated pro-
cesses. Furthermore, none of those using tweets as a data
source have tested their approach by means of an integrated
solution. They use widgets, web sites and other independent
applications for testing purposes instead of Twitter itself or
an environment simulating Twitter. Therefore, recommen-
dations are not served within an existing and popular envi-
ronment already used for the consumption of and redirec-
tion to online content. Finally, those approaches that rank
articles do not employ publicly available variables such as
Tweet Count (i.e. number of tweets containing the URL of
a specific article) or Facebook’s Total Count (i.e. the to-
tal amount of Facebook likes, shares, and comments for a
specific article’s URL).

This study’s approach tackles these gaps. Participants
communicate their content interest profile through a form
and based on that a social data mining and ranking algo-
rithm generates recommendations. The research employing
the most similar approach - though within a different en-
vironment and with different input and output - has been
conducted in 1996 by Hill & Terveen. They identified the
most frequently and recently mentioned resources (messages
from Usenet news groups as opposed to news articles) for
recommendation purposes. By way of comparison, the algo-
rithm devised for this study and elaborated on in the next
chapter only takes into account articles published today for
recommendation purposes and uses Facebook’s total count

2http://scholar.google.com

(also taking into account mentions, here called Facebook
comments) as the ranking variable.

In summary, previous attempts mostly used more complex
content-based, collaborative filtering or hybrid approaches
instead of focusing specifically on purely interest based rec-
ommendations. Furthermore, they created solutions for rec-
ommendation testing purposes separate from and without
the look and feel of social networking services such as Twit-
ter, where content consumption and redirection actually takes
place. Finally, publicly available variables from social me-
dia such as the counting of the amount of chatter around
certain articles/URLS’s have - according to this literature
review - not been used scientifically for content ranking and
recommendation purposes.

3. RESEARCH DESIGN
In this chapter the for this study devised social data min-

ing and ranking algorithm and the experiment’s web ap-
plication to test it are elaborated upon. Furthermore, the
participants’ recruitment process, general background and
interests, and experience with Twitter are described. Fi-
nally, the experiment’s step-by-step procedure - including
the randomization process - is given.

3.1 Algorithm

3.1.1 Social data mining and ranking algorithm
The social data mining and ranking approach and algo-

rithm devised for this study works as follows.

1. A variety of common topics of interest related to online
content consumption have been determined (See Table
2), which participants of the experiment can choose
from. Most of the topics come from popular Dutch
news web sites (e.g. NU.nl, Telegraaf.nl, AD.nl, rtl-
nieuws.nl, nos.nl). Main topics presented on these web
site’s navigational menus were identified and overlap-
ping ones (between these web sites) were chosen for
use in the experiment. Apart from those, the topic
“Blogs” was added as such web sites do not tend to
present news yet do enjoy a significant amount of at-
tention with their articles, including on social media.
‘Soccer” was added as the most popular sport in The
Netherlands in terms of for instance media attention
and amount of practitioners.

2. The most important (i.e. most read), Dutch online
publications related to each topic are determined upon
their Alexa3 ranking, and their RSS/XML feeds are
collected.

3. An algorithm written in Python (See any of the cate-
gories’ Python files in the Github repository4) parses
all the needed data from these feeds: the title, URL,
publishing date, and publishing time for each feed’s
items. Only the items that are published today have
their title and URL stored as a temporary list’s item.

4. Now there exists a list with a substantial amount of
items (i.e. news articles and/or blog posts) from a
variety of RSS/XML feeds for a specific topic.

3http://www.alexa.com
4https://github.com/yyk200/thesis



Table 1: Matrix of related work on recommender systems.



Also appended to each list item is the following inde-
pendent (from Twitter) ranking variable: Facebook’s
total count.

The data is retrieved by using an Open Graph query:
http://graph.facebook.com/?id=<insert url here>. Open
Graph is Facebook’s extensive application program-
ming interface (API), which allows developers to re-
trieve information from the social networking web site.

This ranking variable has been chosen due to the fact
that it is a publicly available variable as opposed to for
instance the number of pageviews for articles. Further-
more, it is the leading social media variable attached
to articles on the web. Articles tend to have a substan-
tially higher Facebook total count (also displayed by
the counter of Facebook like and share buttons) than
tweet count (also displayed by the counter of tweet but-
tons). Finally, Facebook is regarded as the top traffic
driver for online publishers among social networking
sites5, which underscores the importance of this vari-
able.

5. All the items stored in the temporary list are sorted
by their total count and the 3 items with the high-
est total count are outputted (i.e. the title and url)
to a Twitter account created for the sake of this ex-
periment. For instance, the top 3 lifestyle items are
tweeted via Twitter user @tip lifestyle. All the bots’
usernames start with “tip ”.

Duplicate articles (i.e. articles addressing exactly the
same issue but from a different source) are avoided.
For instance, if the top 3 articles generated by the al-
gorithm for the Technology topic contains two of such
duplicate articles, the one lower on the list (i.e. with
fewer likes, as likes are the ranking variable) is not out-
putted to a bot account and prevented from becoming
a recommendation. The fourth article then enters the
top 3, and is outputted to the bot account to become
a potential recommendation.

These tweeted articles are used as interest based recom-
mended tweets in the experiment. The digital environment
and separate algorithm created to use them will be presented
in the following section.

Table 2: Topics of interest participants can choose from and
the usernames of the bot accounts on Twitter posting the al-
gorithm’s top ranked articles for recommendation purposes.

5https://blog.shareaholic.com/social-media-traffic-trends-
01-2014/

3.1.2 Experiment application
The digital environment (i.e. the on the researcher’s lap-

top local server, algorithm and application) created for the
experiment makes use of the tweets generated by the social
data mining and ranking algorithm. The participant chosen
topics of interest determine which tweets the digital envi-
ronment’s algorithm extracts from Twitter. For instance, if
a participant chooses Lifestyle as one of its topics of inter-
est, the 3 tweets on the @tip lifestyle user timeline (i.e. the
profile page where tweets posted by one particular user are
displayed, see Figure 2 for a screenshot) are imported by the
digital environment’s algorithm to be included in the pool
of possible interest based recommended tweets.

Figure 2: @tip lifestyle’s profile page with in the middle its
user timeline, displaying its posted tweets.

Tweepy6, an open-source library which provides access to
the Twitter API for Python, is used for extracting these
tweets (i.e. their ID’s to make the embedding of them pos-
sible) and also the first 10 tweets from a participant’s social
feed on Twitter. As each participant will be presented ex-
actly 9 recommended tweets during the course of the exper-
iment, a participant is required to choose at least 3 topics
of interest to ensure a recommended tweet is only presented
once.

Once a participant has chosen his or her topics of interest
and authenticated via Twitter, four pages each containing
10 embedded tweets are generated by the application (See
Table 3). The first page is always presented first. The sec-
ond, third and fourth page are presented in random order.

Table 3: The experiments’ four pages containing 10 embed-
ded tweets.

The pages generated are written in HTML and opened
within the browser. MAMP7, a software solution stack which

6http://www.tweepy.org
7http://www.mamp.info



enables dynamic web sites to run locally on Apple Macin-
tosh computers, is used to ensure the embedded tweets on
these HTML pages are shown.

3.2 Participants

3.2.1 Recruitment process
All participants were recruited at the same location: the

VU University Amsterdam’s central campus. Random stu-
dents were approached with the question whether they were
Twitter users and if so; whether they had time for a short
master thesis experiment. Those who responded positively
to both questions were seated at a quiet spot (i.e. a ta-
ble/desk away from their fellow students to prevent distrac-
tion or outer influence during the experiment).

3.2.2 General background
30 university students were recruited to participate in the

experiment. Among them were both students with an un-
dergraduate education level and graduate education level
from a variety of studies such as Artificial Intelligence, Com-
munication Science, Health Sciences, Human Movement Sci-
ences, ‘Management, Policy Analysis and Entrepreneurship’,
Mathematics, Pharmaceutical Sciences, and ‘Science, Busi-
ness and Innovation’. The male/female ratio among the par-
ticipants was kept equal. The average age was 22 with a
minimum age of 19 and a maximum age of 27. All par-
ticipants were Dutch native speakers as the data used for
the experiment’s content recommendations were Dutch (i.e.
Dutch news articles and blog posts).

See table 4 and 5 for the corresponding descriptive data
on the participants.

Table 4: Descriptive data on the participants’ gender.

Table 5: Descriptive data on the participants’ age.

3.2.3 Twitter background
In addition to finding out the participants’ general back-

ground, questions were posed to the participants in order to
apprehend their motives for using Twitter (open question),
their Twitter usage frequency (closed-ended question) and
average length (closed-ended question), and the particular
functionalities of Twitter used (open-ended question). Po-
tential correlations are herewith taken into account between
the general and Twitter data and the results of the experi-
ment.

See table 6 and 7 for the corresponding descriptive data
on the participants.

Table 6: Descriptive data on the participants’ Twitter usage
frequency.

Table 7: Descriptive data on the participants’ average Twit-
ter usage length.

The first open-ended question about Twitter behavior was
posed in order to understand the motives of the participants
for using Twitter. The main motives are discussed. Over
80% of the participants indicated keeping up with the news
as a motive for using Twitter. Around one third of the
participants indicated following interesting people such as
artists and other celebrities as a motive for using Twitter.
Around a quarter of the participants indicated keeping in
contact with friends as a motive for using Twitter. Around
15% indicated finding a job as a motive for using Twitter.
Other motives - such as viewing funny pictures, following
scientists, and keeping up with cool parties - were indicated
as a motive by less than 5% of the participants.

The second open-ended question about Twitter behavior
was aimed at understanding the main functions of Twit-
ter used by the participants. Over 80% of the participants
pointed out the home timeline as Twitter’s main function
used. Around 15% pointed out the notifications (i.e. page
with replies and retweets from other Twitter users) as Twit-
ter’s main function used.

3.2.4 Topics of interest
Finally, for the sake of the experiment’s interest based

recommended tweets, participants were asked to choose at
least three topics of interest from a list of 15 options.

See table 8 for the corresponding descriptive data on the
participants.

3.3 Randomization
For validity purposes, the experiment’s second, third and

fourth page of tweets (See table 3) are outputted to a par-
ticipant in a random order. Thus, the amount of origi-
nal home timeline tweets replaced by interest based recom-
mended tweets is not always in increasing order. The dig-
ital environment’s algorithm (i.e. Python script) picks and
presents (using HTML pages) this random order of pages
(See app.py in the Github repository8). Since the first of

8https://github.com/yyk200/thesis/blob/master/app.py



Table 8: Descriptive data on the participants’ topics of in-
terest.

the four pages of tweets is always presented first, there are
six orders possible. Table 9 presents these orders including
the number of participants that followed a particular order
during the experiment.

Table 9: All experiment’s potential orders of pages and the
experiment’s frequency.

3.4 The experiment procedure
Before the experiment, the social data mining and rank-

ing algorithm is run and the outputted tweets (which can be
used for recommendation purposes) are posted on the desig-
nated bot accounts on Twitter. After that, the experiment
is performed as follows.

1. A single participant is seated next to the researcher.
No other person sits at the same table nor is any other
person intruding during the experiment.

2. The participant is presented the experiment form (See
Appendix A), the researcher has its laptop ready for
the experiment.

3. The participant reads the consent part on page 1 of
the experiment form. Both he/she and the researcher
sign it.

4. The participant chooses at least three topics of interest
on page 2 of the experiment form. The researcher sets
the boolean values for these topics in the application
code to TRUE.

5. The researcher starts the application from the termi-
nal with the command“python app.py”. An order code
is returned, which conveys the randomly picked order
for the second, third and fourth page of tweets. For
instance, an order code of 0132 indicates the follow-
ing order: 10 original tweets, 9 original + 1 recom-
mended tweets, 5 original + 5 recommended tweets, 7
original + 3 recommended tweets. Every possible or-
der code starts with a 0 as the first page, containing
the 10 latest tweets from the participant’s social feed
without any recommendation replacements, is always
presented first. Figure 3 shows an example of a page
containing 10 original tweets, as presented to a partici-
pant within the browser. Figure 4 shows an example of
a page containing 5 original + 5 recommended tweets,
as presented to a participant within the browser.

6. The participant is asked to sign in to Twitter using
the researcher’s laptop and authorize the experiment’s
application for usage of the tweets on the participant’s
social feed.

7. Once authorized, the application starts importing the
10 latest tweets from the participant’s social feed, pick-
ing tweets for recommendation from the pool of possi-
ble interest based recommended tweets, and generat-
ing the four HTML pages each containing 10 embedded
tweets and some containing a number of recommended
tweets in place of the original 10 social feed tweets.

8. During step 7, the participant continues filling in the
form. He/she fills in basic information (gender, age,
study) on page 2 of the experiment form and gen-
eral questions on Twitter behavior on page 3 of the
experiment form (e.g. about Twitter usage motives,
frequency and average length).

9. During step 8, step 7 is finalised and page four of the
experiment form can be filled in. On the laptop, the
participant is presented the four pages of 10 tweets.
The participant marks the tweets’ corresponding table
cells on the experiment form when he/she considers a
tweet interesting. Once a complete page of 10 tweets is
rated, the participant is asked to give an overall page
score on a scale between 1 and 5.

10. Once all 40 tweets are rated, the final question is posed.
The participant is asked whether he/she would actu-
ally be interested in receiving interest based recom-
mended tweets on his/her social feed that are not based
on the existing follow paradigm.



Figure 3: 10 original tweets as displayed within the browser
to participants (left).
Figure 4: 5 original + 5 recommended tweets as displayed
within the browser to participants (right).

4. DATA GATHERING, ANALYSIS, AND RE-
SULTS

In this chapter the vehicles for gathering the quantita-
tive and qualitative data are presented. Furthermore, the
types of analysis needed to answer R1 and R2 are presented.
Finally, the actual quantitative and qualitative results are
presented and analysed for significance with regard to the
research questions.

4.1 Data gathering

4.1.1 Quantitative data
Quantitative data have been gathered to test whether the

interestingness level of a social feed can be increased by
means of inserting a certain amount of interest based rec-
ommended tweets.

• The rating table on page four of the experiment form
has been the vehicle for the gathering of these data.
As discussed earlier, each participant rates 40 tweets
among which interest based recommended tweets are
present.

• Each participant gives an overall score between 1 and
5 for a complete page of 10 tweets.

4.1.2 Qualitative data
Qualitative data have been gathered to investigate whether

the insertion of interest based recommended tweets into a so-
cial feed is actually desired despite a (potential) increase of
the interestingness level. With the foresight of a group of
social media users only desiring to see follow based updates
on their social feed, an open-ended question on this matter
is posed on the final page of the experiment form.

4.2 Analysis

4.2.1 Quantitative data
The paired samples t-test is used to investigate whether

the mean interestingness for the 10 original tweets, the 10
latest updates from the participants’ social feed, is signifi-
cantly lower than any of the three pages of tweets that in-
clude interest based recommended tweets. The paired and
not the independent samples t-test is chosen because there is
only one group of participants and all of their members rate
both the original page of 10 tweets, and the three pages of
tweets also containing interest based recommended tweets.
Thus, measurements were taken from the same group for all
four pages of tweets. Since a lower level of interestingness is
expected for the original 10 social feed updates, as stated in
the hypothesis, the paired samples t-test is one-tailed.

The null hypothesis and the research hypothesis can there-
fore be stated as follows:

• H0 = the interestingness mean of the 10 original tweets
is equal to the 9 original + 1 recommended tweets, 7
original + 3 recommended tweets or 5 original + 5
recommended tweets.

• H1 = the interestingness mean of the 10 original tweets
is lower than the 9 original + 1 recommended tweets,
7 original + 3 recommended tweets or 5 original + 5
recommended tweets.



The same null and research hypothesis are applicable to
the overall page score means.

If the calculated p-value is below the threshold chosen
for statistical significance (we use a value of 0.025 due to
the one-tailed research hypothesis), the null hypothesis is
rejected in favor of the research hypothesis. Note that the
paired t-test assumes that the differences between pairs, in
this case interestingness means of tweets, are normally dis-
tributed.

Student’s T-Test9, an online and freely available t-test
calculator, was used to perform the one-tailed paired sam-
ples t-test and calculate the p-values indicating the level of
significance.

4.2.2 Qualitative data
If present, major sentiments among answers to the final

question on the desirability of interest based recommended
tweets on the social feed will be discussed and analysed.
Furthermore, other notable answers, be it positively or neg-
atively, will be discussed due to the relatively low amount
of participants.

4.3 Results

4.3.1 Quantitative data

Raw data
Table 12 shows all quantitative results of the experiment.

T-Test
The paired samples t-test has been applied to determine
whether the mean interestingness of the page containing 10
original tweets is indeed significantly lower than that of the
page containing 9 original + 1 recommended tweets, the
page containing 7 original + 3 recommended tweets, and
the page containing 5 original + 5 recommended tweets.
The tweet-for-tweet ratings statistics will be discussed first
and after that the overall page score statistics.

Tweet-for-tweet ratings statistics
The resulting tweet-for-tweet ratings statistics - the mean,
standard deviation, and standard error for the four pages of
tweets and the p-value for the three t-tests - are shown in
table 10. Note that only the pages containing any amount
of recommended tweets have a p-value, since they are being
compared with the status quo (i.e. the page containing the
10 original home timeline tweets).

The starred p-values are the ones that have turned out to
be significant. In these cases, the one-tailed paired samples
t-test returned a p-value lower than 0.025, meaning that
the hypothesis that the interestingness means are equal is
false. Therefore, the expected lower interestingness for the
10 original tweets is indeed significantly reflected in the case
of 7 original + 3 recommended tweets, and 5 original + 5
recommended tweets. The t-test returned a p-value higher
than the threshold in the case of 9 original + 1 recommended
tweets, meaning that the hypothesis that the interestingness
means are equal is true. Therefore, the expected lower in-
terestingness for the 10 original tweets is not significantly
reflected.

9http://studentsttest.com

Table 10: Tweet-for-tweet ratings statistics.

Overall page score statistics
The resulting overall page score statistics - the mean, stan-
dard deviation, and standard error for the four pages of
tweets and the p-value for the three t-tests - are shown in
table 11.

As indicated by the star, the expected lower interesting-
ness for the 10 original tweets is only significantly reflected
in the case of the 5 original + 5 recommended tweets. The
t-test returned a p-value higher than the threshold in the
case of 9 original + 1 recommended tweets and in the case
of 7 original + 3 recommended tweets, meaning that the
hypothesis that the interestingness means are equal is true.
Therefore, the expected lower interestingness for the 10 orig-
inal tweets is not significantly reflected for those cases.

Table 11: Overall page score statistics.

4.3.2 Qualitative data
The final question posed via the experiment form aimed to

find out whether participants would actually appreciate the
insertion of tweets into their social feed based on topics of
interest. The quantitative results might lean towards a pos-
itive answer, yet one could imagine many ways to increase
the level of interestingness of a social feed even though they
might not be what users expect or desire from such a social
networking service.



Table 12: The experiment’s quantitative data gathered.



Almost two thirds of the participants responded positively
to the final question, be it for a wide variety of reasons. Al-
most half (of the two thirds) indicated that conveying topics
of interest is easier than finding interesting users to follow.
Furthermore, these participants indicated that an algorithm
such as the one tested, better serves their information need
and learning profile. A quarter (of the two thirds) simply
responded positively without giving a clear motivation. The
final quarter (of the two thirds) was more cautiously pos-
itive. These participants indicated certain conditions that
would need to be met in order to consider the algorithm
an improvement for the social feed. For instance, one par-
ticipant desired an on/off switch for the interest based rec-
ommendations. Another participant desired more specific
topics of interest to choose from; the participant considered
the 15 options (See Table 2) too common.

A bit more than a third of the participants responded
negatively. One motivation concerns the “lack of need for
the algorithm” due to the already present content from out-
side the social graph (e.g. retweets by those followed, Twit-
ter Search). Another motivation for the negative response
concerns the desire to solely receive updates from persons
(friends in particular), and not organizations such as blogs
and news web sites. These participants indicated to use
other means for content discovery, such as blogs and news
web sites. Finally, a negative response was given with the
motivation that the follow based social feed is more trans-
parent in its functioning and better controllable than one
injected with content by an algorithm.

5. DISCUSSION
There are a number of limitations attached to the con-

ducted research and its outcomes. Considering the amount
of time that went into designing and building the experiment
environment, the experiment period was relatively short and
thus the number of participants was kept limited.

The order in which the four pages of tweets were presented
to the participants was random. Ideally, every possible order
(six in total) would have been presented to an equal amount
of participants.

Participants could only choose from a predefined set of
topics of interest. These 15 topics were fairly general (e.g.
Music, Sports, Technology). Ideally, participants could choose
from a wider variety of topics, to suit more specific and per-
sonal interests. Furthermore, most of the topics were news
related and their content recommendations mainly origi-
nated from news web sites. Despite the fact that the de-
scriptive data showed that the majority of participants uses
Twitter to keep up with news, topics of interest should reach
beyond news.

The recommendations inserted into the participants’ so-
cial feeds originated from bot accounts, specifically created
for the sake of the experiment. On one hand this clarifies
to the participants that content is inserted into their social
feed. On the other hand, one could argue that these rec-
ommended tweets should not have been presented by bot
accounts but by the content’s origin (i.e. a news web site’s
Twitter account’s tweet of an article). In case of a follow-up
study, this “sourcing of content recommendations” should be
investigated.

Some of the quantitative data turned out to be statisti-
cally significant. Notably, the tweet-for-tweet ratings for the
7 original + 3 recommended tweets and the 5 original + 5

recommended tweets proved to be of a significantly higher
interestingness than the 10 original latest tweets on the par-
ticipants’ social feed. The majority of the qualitative data,
the gathered input from the final open-ended question, sup-
ported this significance. However, some participants - even
some of those who saw the interestingness increase with the
pages containing recommended tweets - still indicated (for
a variety of reasons) the preference of solely seeing follow
based updates on their social feed.

The created social data mining and ranking algorithm
also imposed a limitation. When something becomes hot
news, multiple publishers tend to write an article about
it. This happened on multiple occasions during the exper-
iment, and could have led to duplicate (though not from
the same source) content recommendations. By hand, these
duplicates have been avoided and replaced by others. For
instance, if the top 3 articles from the social data mining
and ranking algorithm for the Technology topic contain two
items on the exact same issue but from different sources, the
one lower on the list (i.e. with fewer likes, as likes are the
ranking variable) is prevented from becoming a recommen-
dation. Furthermore, the fourth article enters the top 3 and
becomes a potential recommendation for a participant with
that particular interest.

6. CONCLUSION
This study sought to investigate whether the level of inter-

estingness of a social feed such as the Twitter home timeline
could be increased by means of inserting updates using a so-
cial data mining and ranking algorithm. Furthermore, it
sought to investigate the desirability among users of such a
social networking site for the involvement of such an algo-
rithm. The inserted updates (i.e. tweets) were controlled by
a user’s communicated topics of interest. As it stands, only
follow based content (i.e. tweets from those Twitter users
followed by a certain user) appears on a social feed (leav-
ing aside promoted tweets). Different ratios between origi-
nal home timeline tweets and interest based recommended
tweets have been tested. First, every participant was asked
to rate its latest 10 social feed updates and give an overall
rating for this page of tweets. After that, each participant
was presented and asked to rate three pages, again each con-
taining 10 tweets yet with a number of them being interest
based recommended. In random order these were the follow-
ing pages: 9 original + 1 recommended tweets, 7 original +
3 recommended tweets, 5 original + 5 recommended tweets.

After analysis using the one-tailed paired samples t-test,
the tweet-for-tweet ratings showed significant statistical sup-
port for the hypothesis that interest based recommendations
increase the level of interestingness of a social feed. In par-
ticular, the ratios of 7 original + 3 recommended tweets and
even more so the 5 original + 5 recommended tweets had a
significantly higher mean (than the 10 original home time-
line tweets) of tweets considered interesting.

After analysis using the one-tailed paired samples t-test,
the overall page scores showed significant statistical support
for another page than expected in the hypothesis. In par-
ticular, the 5 original + 5 recommended tweets had a signif-
icantly higher mean page score than that of the 10 original
home timeline tweets.

The majority (i.e. two thirds) of the qualitative data -
answers to an open-ended question on the desirability of
injected, interest based recommendations - provided further



support for the significant quantitative results, though there
were some argumentative reservations which should be taken
into consideration for potential future research.

As for future work, it is advised to improve the algorithm
(e.g. to avoid duplicate recommendations, to compare the
displaying of original tweets from the original publishers
with tweet recommendations coming from a bot account),
offer a wider variety of ‘subscribable’ topics to suit more
specific interests, offer more general control on the appear-
ance of the recommendations (e.g. on/off switch, the option
to display the recommendations on a separate page than the
social feed), and test the algorithm on a multitude of social
networking sites that use social feeds.

In summary, a theoretically fairly simple yet not ever be-
fore (at least scientifically) algorithm was used for adding
interest based recommended updates to a social feed. This
to investigate whether such recommendations can raise the
level of interestingness of a social feed. Previous attempts
looked at more complex methods such as collaborative filter-
ing instead of focusing specifically on purely interest based
recommendations. Despite the limitations of this study, the
outcome is promising enough to encourage further research.
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Glossary
Some of the terms used in this paper can be interpreted
in multiple ways. This section aims to clarify the meaning
attached to them for this particular study.

Follow based content
Follow based content refers to updates from other social net-
work (e.g. Twitter) users appearing on a logged in userâĂŹs
social feed as a result of following them. Following refers to a
one-way connection between two social network users where
one user has pushed the follow button of another user, lead-
ing to a kind of subscription to that userâĂŹs updates.

Home timeline/Social feed
The home timeline or social feed refers to the stream of
updates shown to logged in users of Twitter on TwitterâĂŹs
home page. It contains follow based and promoted content.

Social graph
The social graph refers to all those Twitter users that are
being followed by a certain Twitter user. This can either
be a one-way (i.e. a user follows another user and is not
followed back) or two-way connection (i.e. a user follows
another user and is followed back).

Tweet
A tweet refers to a 140 or less characters containing message,
posted by a logged in Twitter user. It is displayed on this
Twitter userâĂŹs profile page, social feed and the social feed
of the Twitter userâĂŹs followers.

Update
An update refers to a tweet that, due to a follow-relationship,
is inserted into a userâĂŹs social feed. Therefore, the tweet
is posted by another Twitter user. A Twitter userâĂŹs own
tweets are also inserted into the social feed but do not com-
prise an update within this study.

User timeline
A user timeline refers to the updates (e.g. tweets) written
and posted by a certain Twitter user and displayed on its
profile page.
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