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ABSTRACT 
This document describes the design of the master thesis and 
research conducted for IBM Crowd-Watson. 
Categories and Subject Descriptors 

I.2.4 Knowledge Representation Formalisms and Methods 
– representation languages, semantic networks. 
H.4 Information Systems Applications. 
H.4.2 Types of Systems - Decision support. 
General Terms 
Measurement, Documentation, Design, Experimentation, 
Human Factors, Languages, Theory, Legal Aspects. 

Keywords 
Clinical decision support system, annotations, crowdsourc-
ing, user-generated content, micro-tasks, healthcare. 

INTRODUCTION 
This paper describes the design of a master thesis in the 
domain of clinical decision support systems. The following 
chapter will outline the research context of this thesis, and 
provide an introduction of the domain and the company. 
Thereafter the problem statement will be presented, togeth-
er with the main research question. Before the approach of 
the research will be explained, it is necessary to outline the 
current state of the art in the field of crowdsourcing medi-
cal annotations. The research approach will be accompa-
nied with a proposed timeline. 

HUMAN KNOWLEDGE IN THE WORLD 
WIDE WEB ERA 
It is almost common sense that contemporary technology 
supports us in many stages of our everyday lives. Especial-
ly in western cultures, where people often cannot imagine 
how their lives will be without their computers, tablets, or 
smartphones. After decades of being dependent on paper 
books, organizers, and typewriters, the majority of our data 
is now stored on hard disks, or even already online 'in the 
cloud'. People also become more and more used to sharing 
their data online, for example via social media websites as 
Facebook, or by contributing to online encyclopedias like 
Wikipedia.  
Together with the advent of new digital technologies, the 
importance of human-computer interaction also increases. 
It is estimated that the entire World Wide Web has the size 
of 4 zettabytes, which is 1 billion terabytes, or 4021 bytes1. 

                                                                    
1 http://en.wikipedia.org/wiki/Zettabyte. 

Besides that, IBM assumes that about 80% of all human 
knowledge is in natural language2. According to IBM, these 
large amounts of data can be used to solve several kinds of 
problems in multiple domains. In order to use the majority 
of the knowledge, computers should be able to process or 
analyze text that is written or spoken in natural languages. 
This task is the domain of Natural Language Processing 
(NLP), which focuses mainly on the interaction of comput-
ers with human natural languages3.  

Put NLP into practice: IBM Watson 
IBM's Watson is one of the currently existing technological 
solutions that make use of human natural languages. By 
reading and understanding natural language through, inter 
alia, NLP, Watson is able to answer questions posed in 
natural languages. 
Watson can be applied to several domains. Healthcare is an 
important domain for Watson. As the results of medical 
research are published almost every day, and patient medi-
cal records continue growing, today's healthcare profes-
sionals have to deal with large amounts of knowledge. 
They have to keep up with new scientific research out-
comes in order to provide their patients with the right diag-
noses and treatments. Since the capability of the human 
brain regarding the storage of knowledge is limited, Wat-
son can be a solution as a clinical decision support system.  
In the medical domain, physicians can pose a query to Wat-
son, containing important factors of the patient such as 
symptoms. Watson can help the physician with making the 
right diagnosis and treatment decisions by identifying the 
key elements of the query. Thereafter Watson will mine the 
patient data in order to find important aspects of the pa-
tient's current condition, history, medications, and those of 
the patient's family. Watson combines this information with 
current state of the art research outcomes and medical in-
struments, examines all these resources, generates hypothe-
ses, and ultimately tests these hypotheses. As mentioned by 
IBM, "Watson can incorporate treatment guidelines, elec-
tronic medical record data, doctor's and nurse's notes, re-
search, clinical studies, journal articles, and patient infor-
mation into the data available for analysis."4  
In order to enable Watson to learn independently using its 
NLP capabilities, it has to be provided with annotated med-
ical data. One of the most important ways to obtaining 
medical annotations is crowdsourcing. Crowdsourcing for 
Watson is a specific domain within Watson in healthcare. 

                                                                    
2 http://www.ectc.net/files/63/Luncheon-ECTC-Vegas.pdf. 
3 http://en.wikipedia.org/wiki/Natural_language_processing 



The next section will focus more on the so-called Crowd 
Watson department. 
Crowd Watson 
Crowdsourcing in general means involving large crowds of 
people in solving problems, or obtaining ideas or content. 
These large crowds are often reached online. The Crowd 
Watson department manages the crowdsourcing of medical 
annotations for Watson. This means that Crowd Watson 
creates so-called micro-tasks for the crowdsourcing sys-
tems Amazon Mechanical Turk5 (AMT) and CrowdFlower6 
(CF). These micro-tasks consist of sentences for which the 
crowd is asked to extract valid medical relations. Since 
crowdsourcing gold standard data is rather difficult, Crowd 
Watson measures the disagreement among workers in order 
to see whether the sentence expresses a clear relation [1], 
and it uses annotations provided by medical experts as a 
source of ground truth data [2]. 

PROBLEM STATEMENT AND RESEARCH 
QUESTION 
Crowdsourcing annotations in text is not an easy task, since 
people can express the same things in different forms, lan-
guages, and also in negative ways. These aspects make it 
difficult for computers to align expressions, since idiomatic 
or metaphoric expressions do not make sense to a comput-
er. Furthermore, expressions can always be valid, in some 
cases, or in one particular context.  
Differences in language can especially cause problems in 
medical contexts. For example, a patient who is layman in 
the field of healthcare might say "I have a headache" in-
stead of "I have cephalgia", while these terms mean the 
same. Understanding input coming from a patients' as well 
as a professionals' perspective can be of great relevance for 
Watson. Therefore user-generated health content can be 
useful alternative input data besides medical texts coming 
from Wikipedia’s, or scientific journals. 
Another difficulty of crowdsourcing annotations is main-
taining the quality of the annotations and keeping the im-
pact of malicious workers at a minimum. Since Amazon 
Mechanical Turk and CrowdFlower are crowdsourcing 
platforms where workers are getting paid for completing 
tasks, the level of compensation might also affect the quali-
ty of the annotations, or the presence of spammers. A pos-
sible advantage of the creators of user-generated health 
content is that they may have relatively more knowledge of 
their own medical conditions compared to the general 
crowd. 
Within the current Web 2.0 era many websites tend to fo-
cus on the interaction and collaboration between users [6]. 
In the context of healthcare, social health platforms offer 
opportunities for interaction between patients in terms of, 
inter alia, sharing health data, which can also be an oppor-

                                                                                                                 
4 http://www.ibm.com/innovation/us/watson/watson_in_healthcare.shtml 
5 http://www.mturk.com 
6 http://www.crowdflower.com 

tunity for Watson and medical research in general. This 
thesis will examine whether social health platforms such as 
MedHelp7, PatientsLikeMe8 or CureTogether9 can contrib-
ute to crowdsourcing medical annotations for Watson. This 
implies an investigation on whether these platforms can 
contribute as alternative data resources, and whether its 
users can contribute to the collection of ground truth anno-
tations for Watson. Therefore the research question will be: 
Can users and content from social health websites be uti-
lized for collecting ground truth annotations data for cog-
nitive systems such as Watson? 
Using this research question, the main focus will be on the 
data coming from the resources and the users of the social 
health websites. The users involve patients, and if possible 
also medical experts. Important characteristics to study 
include the quality of the data, and the accessibility of the 
data as well as its users. Investigating whether the users of 
the websites can contribute to the annotations, preferably 
on a voluntary basis, also involves looking at the ethical, 
privacy, and legal aspects of involving users in annotation 
tasks. In the end, the goal is to see how the data and the 
users of the resources can contribute to the development of 
the Watson system. 
Before presenting the approach to answer the research 
question, it is important to know what the current state of 
the art is in the context of this research. Therefore the fol-
lowing section will outline a couple of recent studies in the 
field of crowdsourcing medical annotations. This will in-
clude an outline of the used data resources, as well as the 
crowdsourcing approaches.   
Current state of the art in crowdsourcing 
medical annotations 
Muresan and Klavans explain an existing issue regarding 
medical terminologies and ontologies. They mention that 
these resources cannot be used in a consumer-oriented per-
spective, since consumers often use a more lay vocabulary 
[6]. This issue is also important for Watson. Watson might 
not understand input coming from patients instead of medi-
cal experts if the system is only trained with medical expert 
data. In that case, health professionals will always have to 
convert the patients' comments to expert medical language 
in order to obtain Watson's advices. If Watson also learns 
medical language from a more laymen perspective, this 
might increase Watson's usability.  
One of the existing initiatives that link lay medical terms 
with expert medical concepts is Harvard's Consumer Health 
Vocabulary Initiative, which has developed the Open 
Source Collaborative Health Vocabulary [6]. This initiative 
dates from around 2008. In the same year, Smith and Wicks 
revealed that only 43% of the symptoms reported by pa-
tients on PatientsLikeMe are covered by the Unified Medi-
cal Language System Meta-thesaurus (UMLS), the state of 
                                                                    
7 http://www.medhelp.com 
8 http://www.patientslikeme.com 
9 http://www.curetogether.com 



the art expert medical thesaurus [8]. Muresan and Klavans 
provide a more recent approach. They presented a method 
for "automatically extracting definitions from consumer-
oriented medical text", that is written by health profession-
als for a general audience, and coming from online re-
sources. Thereafter these definitions were mapped to medi-
cal terminological knowledge [6]. 
Muresan and Klavans first executed the automatic extrac-
tion of definitions from the medical texts using the 
DEFINDER system. The DEFINDER uses a rule-based 
algorithm that analyzes patterns in the text, and subsequent-
ly identifies definitions. The syntax and semantics of these 
definitions were captured using the authors' own "Lexical-
ized Well-Founded Grammar" (LWFG) formalism. When 
the grammar for the medical definitions has been learned, a 
parser will produce semantic representations for all defini-
tions that can be mapped to medical terminological 
knowledge in an ontological perspective [6]. 
Muresan and Klavans' approach shows how medical text 
with relatively layman language can be mapped to existing 
medical expert terminologies and ontologies. While their 
resources were still written by medical experts, MacLean 
and Heer present a similar initiative but with the use of text 
completely authored by non-expert patients. They used data 
coming from MedHelp forums and user comments on Cu-
reTogether. This data was divided in 10000 sentences from 
Medhelp and 1000 additional sentences from both 
MedHelp and CureTogether served as the gold standard 
[5]. 
MacLean and Heer used both AMT, as well as a group of 
nurses to complete the annotation of medical terms in the 
sentences. The workers from AMT received sufficiently 
high scores that are acceptable as an alternative for the ex-
pert workers (the nurses). MacLean and Heer also wanted 
to see whether the statistical models trained on the crowd-
annotated data can outperform models trained on existing 
Consumer Health Vocabularies (CHV's). Their own model 
achieved an F1 score of 78%, which actually outperformed 
the existing CHV annotation toolkits [5]. Thus, Patient 
Authored Texts (PAT's) and large crowds of workers can 
achieve comparable quality scores as groups of health pro-
fessionals that are more difficult to coordinate, or existing 
and more expensive toolkits for CHV's [5].  
In addition to using data from state of the art online health 
platforms, Greenwood used 12 weblogs from COPD pa-
tients for extracting personal experiences. These blogs were 
selected using blog search engines, and resulted in 7955 
sentences. These sentences were annotated using 
crowdsourcing. Annotators were selected via a small-scale 
pilot, a call for participation via email, newsletters, Face-
book and Twitter, and via recruitment on AMT. The anno-
tated data resulted in two datasets based on agreement [4]. 
Classifiers trained on general lexical features extracted sen-
tences about patient experiences with 93% precision and a 
recall of only 80%, which indicates that the features should 
be expanded in order to increase the recall. However, the 

used token classes such as nouns, verbs, and adjectives 
were unsuccessful, so emotional lexicons are still needed 
for generalizing tokens regarding emotion expressions [4]. 
In sum, while the researchers made mistakes regarding 
their machine learning approach, and emotion expressions 
are perhaps more ambiguous than general health expres-
sions, this article shows that text can also be extracted from 
patients' weblogs, as well as be annotated using different 
crowds [4].  
Crowdsourcing annotations can be done in multiple per-
spectives. The most important genres of crowdsourcing are 
games with a purpose (GWAP), wisdom of the crowd 
(WotC), and micro-task markets [3, 9]. The first genre re-
wards its participants with fun. Good and Su explain 
GWAP as "gamified crowdsourcing systems, where partic-
ipants earn points and advance through levels just like other 
games, but the objectives in each game are closely aligned 
with its higher-level purpose. In order to win, game players 
have to solve real-world problems with high quality and in 
large quantities." [3] GWAP is also applied for Watson. 
Within Watson, the Dr. Detective game serves as "a gami-
fied crowdsourcing application for engaging experts in 
knowledge extraction tasks that involve domain ambiguity 
on medical text" [2]. The Dr. Detective game provides 
Watson with medical annotations extracted by health pro-
fessionals, and that are used as a gold standard for training 
Watson [2]. 
WotC involves the collaboration of people from large 
crowds in the establishment of public resources such as 
Wikipedia [9]. Micro-task markets are platforms where 
people are paid for completing tasks. Well-known micro-
task platforms are AMT and CF, where workers from the 
general crowd receive micro-payments for fulfilling small 
jobs called Human Intelligence Tasks (HITs) [9]. 
While the so-called Turkers are often paid for completing 
tasks, volunteers can also complete tasks. According to 
Good and Su, asking volunteers for support is a surprising 
effective strategy resulting from a pattern called 'citizen 
science', where large crowds of people contribute to scien-
tific research on a voluntary basis [3]. Since using paid 
workers or volunteers for completing annotation tasks is an 
important and extensive aspect of obtaining annotations, 
the literature review in the thesis will elaborate more on 
this. Besides crowdsourcing and micro-task platforms, oth-
er topics in the literature review include Watson in general, 
social health websites, and NLP. The following section will 
take the explanation of the research approach into account. 
RESEARCH APPROACH 
In order to give an extensive answer on the research ques-
tion, the literature review will provide more insights in the 
concepts surrounding this research. Thereafter it is im-
portant to start with identifying two or three important and 
useful health platforms. These platforms can be the three 
that are already mentioned in this paper, or other platforms 
that are more suitable according to its characteristics. Im-
portant characteristics of these platforms include the cover-



age of different medical conditions, the availability of dif-
ferent kinds of data, the vocabulary that is used on the web-
sites and in the data, the presence and division of users 
(whether they are only patients, or also medical experts), 
and the cultural and geographical dispersion of users, since 
it is important to know if users from all over the world con-
tribute to the data, or if the majority of the users lives in for 
example the United States.  
Other important aspects are the characteristics of the plat-
forms regarding their attitude towards its users, for example 
in terms of the privacy regulations and the role of the users 
in the mining of the data. 
Once a useful health platform has been found, its develop-
ers should be contacted in order to learn more about the 
characteristics of the data, and the options for possibly ob-
taining their data. Thus, identifying and comparing useful 
health platforms, and contacting its developers will be the 
first stage of the research. This stage will be finalized with 
clustering the results of the analysis into one framework.  
Because of the fact that it is not yet clear which health plat-
forms will be used for this research, the further research 
approach is somewhat tentative and can be subject to 
changes according to the characteristics of the data re-
sources. In brief, the second stage of the research will in-
volve the design of experimental tasks using on the data 
and the users of the social health websites. These tasks will 
be designed using the framework from the first stage as an 
advisory basis.  
Depending on the affordances of the platform, the tasks can 
be fulfilled using for example a game, or by uploading sur-
veys to the platforms. If the platforms are only suitable for 
data extraction, AMT and CF should again be used as a 
crowdsourcing service. Here Crowd-Watson's existing ap-
proaches for extracting medical sentences can be applied. 
The final stage will involve the identification of the metrics 
for investigating the effectiveness of the platforms and its 
data. A proposed timeline for the execution of this research 
can be found at the end of this paper.  

CONCLUSION: Expected Contributions & 
Outcomes 
Once the tasks are designed, and the metrics are clear, the 
experiments can be a possible contribution Crowd-Watson's 
existing crowdsourcing approaches. The tasks can be used 
for both crowdsourcing annotations, as well as obtaining 
ground truth annotations. Here it is important to compare 
the results of the new tasks with the outcomes of the exist-
ing approaches. 
Finally, it might be a useful opportunity for Watson if the 
advices and experimental tasks provided by this research 
will be actually applied in the future. Watson could possi-
bly gain knowledge from the patients' perspective, access to 

a high coverage of (rare) medical condition, access to pa-
tients as an intermediate between the general crowd and the 
medical experts, and access to medical experts in general.  
The actual application of the research outcomes, and com-
paring the results of these alternative approaches with the 
existing annotations can be an opportunity for future re-
search. 

REFERENCES 
[1] Aroyo, L. & Welty, C. (2013). "Crowd Truth: Harness-

ing disagreement in crowdsourcing a relation extrac-
tion gold standard". WebSci2013. ACM. Retrieved from 
http://files.figshare.com/1021244/WebSci2013_EA_CrowdTruth.pdf 

[2] Dumitrache, A., Aroyo, L., Welty, C. & Sips R.J. 
(2013). "Dr.Detective: combining gamification tech-
niques and crowdsourcing to create a gold standard in 
medical text". Amsterdam, VU University. Retrieved 
from http://crowd-watson.nl/tech-reports/20130701.pdf 

[3] Good, B. & Su, A. (2013). "Crowdsourcing for Bio-
informatics." arXiv preprint arXiv:1302.6667. Doi: 
10.1093/bioinformatics/btt333 

[4] Greenwood, M., Elwyn, G., Francis, N., Preece, A. & 
Spasic, I. (2013). "Automatic Extraction of Personal 
Experiences from Patients' Blogs: A Case Study in 
Chronic Obstructive Pulmonary Disease". In 2013 
Third International Conference on Cloud and Green 
Computing (CGC) (pp. 377-382). IEEE. 
Doi:10.1109/CGC.2013.66 

[5] MacLean, D. & Heer, J. (2013). "Identifying medical 
terms in patient-authored text: a crowdsourcing-based 
approach". Journal of the American Medical Informat-
ics Association 20: 1120-1127. Doi: 10.1136/amiajnl-2012-
001110. 

[6] Muresan, S. & Klavans, J. L. (2013). "Inducing termi-
nologies from text: A case study for the consumer 
health domain". Journal of the American Society for 
Information Science and Technology 46(4): 727-744. 
Doi:10.1002/asi.22787 

[7] O’Reilly, T. (2007). "What is Web 2.0: Design patterns 
and business models for the next generation of soft-
ware". International Journal of Digital Economics 65: 
17–37. Retrieved from http://mpra.ub.uni-
muenchen.de/4578/1/MPRA_paper_4578.pdf 

[8] Smith, C. & Wicks, P. (2008). "PatientsLikeMe: Con-
sumer health vocabulary as a folksonomy". In AMIA 
annual symposium proceedings (Vol. 2008, p. 682). 
American Medical Informatics Association. Retrieved 
from http://www.ncbi.nlm.nih.gov/pmc/articles/PMC2656083/.  

[9] Wang, A., Hoang, C. D. V. & Kan, M. Y. (2013). 
"Perspectives on crowdsourcing annotations for natural 
language processing." Language Resources and Eval-
uation 47(1): 9-31. Doi: 10.1007/s10579-012-9176-1 

 
 



 
 
PROPOSED TIMELINE 
February 2014 

Monday Tuesday Wednesday Thursday Friday 
3 4 5 6 7 

Thesis design presentation Start with literature review Start investigating platforms   
10 11 12 13 14 
17 18 19 20 21 
24 25 26 27 28 

Exam resit        

March 2014 
Monday Tuesday Wednesday Thursday Friday 

3 4 5 6 7 
    Finalize literature review 

10 11 12 13 14 
Start contacting useful platforms     

17 18 19 20 21 
24 

Exam week 
25 

 
26 

 
27 

 
28 

 

April 2014 
Monday Tuesday Wednesday Thursday Friday 

31  1 2 3 4 
7 8 9 10 11 

14 15 16 17 18 
21 

 
22 

 
23 

 
24 

 
25 

Finalize investigating platforms 
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Monday Tuesday Wednesday Thursday Friday 
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Prepare for mid-term presentation 
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Mid-term presentation 

June 2014 
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Start experimental task design 

Consider revisions after mid-term 
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Finalize experimental task design 
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Start completing final thesis 

17 18 19 20 

23 24 25 26 27 
Send thesis to 2nd reader 

 


