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0.1 Abbreviations

de Di�erential Equation

ode Ordinary Di�erential Equation

pde Partial Di�erential Equation
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Chapter 1

Powers and logarithms

1.1 De�nition of power

Suppose we have a positive number b which we call the basis, and we want to multiply this
number by itself for n times, where n is an integer number larger than 0. �en we say that
we want to “raise b to the power n”. �e philosopher and mathematician René Descartes
introduced the notation for power raising in an appendix of his philosophical opus “Discours
de la méthode”1. He wrote, for example, b2 instead of b× b, just as a convenient abbreviation.
We still use this notation, and write in general:

bn = b× . . .× b

where on the right hand side the number b is multiplied by itself n times. We call n the exponent
of b in such an equation. As an example if b = 2 and n = 3 then

bn = 23 = 2× 2× 2 = 8

1.2 �e two basic formulas for exponents

Using the de�nition above, we can determine the rules for the multiplication of two powers
with the same basis b as well as for raising a power to a power. You should memorize these
rules to be able to calculate with powers easily:

Basic formulas for exponents

bn × bm = bn+m (1.1)
bn

m
= (bn)m = (bm)n = bnm (1.2)

1�is appendix, “La géométrie”, published in 1637, has been very in�uential in the development of science. In it,
Descartes also introduced the technique of mapping algebraic equations (functions, among others) on a Euclidian
space, using an x–y coordinate system. Newton and Leibniz used this technique in their development of mathematical
physics, and we still use it extensively, also in this syllabus, to study properties of functions. In Descartes honour,
this coordinate system is called the “Cartesian” system.



6 Powers and logarithms

�e proof of eq. (1.1) goes like this: bn means that we writen instances of bwith the multiplication
symbol × between them and another m instances of b with the multiplication symbol between
these. �en we have two series with in total n+m instances of b, each series with multiplication
symbols between the b’s, and an additional multiplication symbol between the series (that
extra “×” from “bn × bm”), so in total n+m b’s with multiplication symbols between them. By
de�nition, that is the same as bn+m. Proving eq. (1.2) goes in a similar fashion.

1.3 Extending the de�nitions of power raising

So, we now understand what bn means if n is a positive integer number, not equal to 0. We
understand it for positive and negative integers b, but also when b is a ratio. For, if we just
follow the same rule as for integer numbers then(

p

q

)n
=
p

q
× p

q
× . . .× p

q

We can also write this as

p× p× · · · × p
q × q × . . .× q

=
pn

qn
= pn

1

qn
= pn

1n

qn
= pn

(
1

q

)n
Using this result, we can now create two de�nitions for bn when n is a negative integer and
when n = 0, that are consistent with the rule for addition of exponents, eq. (1.1). Suppose, in
the previous result, that p = q. �en(

p

q

)n
=

(
q

q

)n
= 1n = 1

so

qn
(

1

q

)n
= 1

If we now de�ne q−n as being q−n ≡
(

1

q

)n
=

1

qn
, and also de�ne b0 for any b as b0 ≡ 1 then

we can consistently apply rule eq. (1.1), namely:(
q

q

)n
= qnq−n = qn+−n = q0 = 1

So, we have added two de�nitions for power raising:

De�nition 1

b−n ≡ 1

bn
�
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De�nition 2

b0 ≡ 1 �

We now know what bn means when n is a positive or negative integer or when it is equal to 0.
How should we interpret bn when n is a ratio p/q? Well, applying eq. (1.2) for exponentiation of
exponents consistently on fractions we would have that

b
p
q = b

p 1
q =

(
b
1
q

)p
Suppose now that p = q, then b

p
q = b1 = b. Hence,(

b
1
q

)q
= b

In other words, we are looking for a de�nition for the number b1/q for which it is true that if we
raise it to the power q we obtain b. �ere is only one de�nition for b1/q that is consistent with
this result, namely if

b
1
q ≡ q
√
b

because, by the de�nition of the root,
(

q
√
b
)q

= b. So we have a third de�nition for power
raising, namely

De�nition 3

b
1
n ≡ n

√
b �

To summarize, we can say that we know what bn means for all positive en negative rational
numbers b and all positive and negative rational numbers n, including b = 0 and n = 0.
Strictly speaking, we do not yet know what bn means when b or n are irrational numbers2 (like
b = π or n = π), but let’s assume that mathematicians have proven the consistency of similar
interpretations for rational numbers for the irrational numbers too. In practice there is no
problem anyway, since on paper or with a calculator we only calculate with rational numbers3.

1.4 De�nitions and calculation rules for logarithms

A logarithm is de�ned as the opposite operation of power raising. Suppose that bn = x, then
the logarithm of x with basis b, wri�en as logb x, is de�ned as the number to which we should
raise b to obtain x. So,

logb x = logb b
n = n

2irrational numbers are numbers that can not be expressed as a ratio, like π or
√

2.
3Because in the computer an irrational number like π is approximated in with a �nite number of digits, like

3.1415, which is equal to the ratio 31415/1000.
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1.5 �e three basic formulas for logarithms

We can derive three basic formulas for calculating with logarithms. You should memorize these
formulas to be able to easily calculate with logarithms.

�eorem 1 (Basic formulas for logarithms)

log xy = log x+ log y (1.3)

log
x

y
= log x− log y (1.4)

log xn = n log x (1.5)
�

Proof All three formulas can be derived from the de�nition of the logarithm and from the
rules for calculating with exponents, eqs. (1.3) and (1.5). Suppose we de�ne p = logb x and
q = logb y, or equivalently, x = bp en y = bq . �en it follows from from the rule for the addition
of exponents (eq. (1.3)) that

xy = bpbq = bp+q

Applying the de�nitions just given it follows that

logb xy = logb b
p+q = p+ q = logb x+ logb y

with which we have proven eq. (1.3). Using the same de�nitions (p = logb x and q = logb y), it
follows from the rule for the exponentiation of exponents (eq. (1.5)) that

xn = (bp)n = bnp

from which we derive that

logb x
n = logb b

np = np = n logb x

With this we have proven eq. (1.5). �

1.6 Changing the basis of a logarithm

Using the following formula we can map logarithms from one basis to another.

�eorem 2 (Changing the basis from a to b)

logb x =
loga x

loga b
(1.6)
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Proof You can derive this formula from the rules for calculating with exponents, the formula
eq. (1.5) and the de�nition for logarithms. What we want to do in this case is to recalculate
x = bp to an exponent q of a, say x = bp = aq . With this, we know that by de�nition q = loga x.
�en it follows that

loga b
p = loga a

qp

So,

loga b = q

or

p =
q

loga b

And therefore, because we had de�ned that x = bp, or p = logb x, it follows that

logb x =
loga x

loga b
�

1.6.1 �e exponential function and the natural logarithm

�e exponential function exp is de�ned4 as

exp(x) = lim
n→∞

(
1 +

x

n

)n
�is function has a number of properties, which we are not going to prove here, that make it
coincide with the notion of raising a number e to the power x, or in other words, we could
write exp(x) = ex. �e number e, called “Euler’s number”, equals

e = lim
n→∞

(
1 +

1

n

)n
�e number e is used as the basis for the so-called “natural logarithm”. �e natural logarithm
of a number x, also wri�en as lnx, which is the same as loge x. �e number e is an irrational
number. So, we cannot write it down, but we can approach it in�nitely close by developing the
convergent series

e ≈ 1 +
1

1!
+

1

2!
+

1

3!
+

1

4!
+ . . . = 1 + 1 +

1

2
+

1

6
+

1

24
+ . . .

where n! is the factorial of n, which is de�ned as n! = 1× 2× 3× . . .×n. �e number e equals
approximately 2.718.

4A de�nitions that seems to have dropped out of the blue. In fact, the exponential function is derived from the
natural logarithm, which itself is de�ned as the anti-derivative of 1/x.
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So, what is so “natural” about this irrational number to call the logarithm with e as a base the
“natural logarithm”? Well, that has to do with the fact that exponents and logarithms with basis
e occur, in contrast to those of other bases, o�en in a “natural” way in answers to mathematical
problems. For example, an antiderivative of 1/x equals lnx, or in other words:

d lnx

dx
=

1

x

In contrast, the derivative of log2 x also contains a constant which happens to be equal to
ln 2 ≈ 0.693:

d log2 x

dx
=

1

x · ln 2

Another example: for any basis a 6= e

dax

dx
= ln a · ax

whereas

dex

dx
= ex

We will see many uses of ex and lnx in our biological examples later on.



Chapter 2

Functions

�is chapter is about a number of basic concepts. We will discuss a few functions that you will
o�en encounter, discuss the concept of ‘limit’, and work with the Σ or sum-notation. At the
end we will discuss series.

2.1 Functions

In biology we study the way in which living organisms function, and we look for relations
between variables. For example between body size and time, temperature and metabolism,
numbers of owls and mice. Figure 2.1 shows two such relations. Figure 2.1a concerns the oxygen
supply of tissues by hemoglobine (Hb. �e amount of oxygen transported by Hb depends on
the O2 concentration in the air. �e graph shows the relation between the amount of O2 bound
to Hb and the O2 concentration in the air in the lung. Figure 2.1b concerns the numbers of owl
and mice in a certain area. �ere is a relation: high numbers of mice let the number of owls
increase, but conversely many owls let the number of mice decrease. �ese processes result
in the observed relation. Mathematically, a relation between two variables is represented by

[HbO2]

[O2] in lung

Number
of owls

Number of mice

Figure 2.1. Two relations. �e relation in a is a function, the one in b isn’t. �e arrows in b indicate
how numbers of owls and mice develop over time. Hence, there is an owl-mice cycle.

a function. �is is, however not always possible. �e mathematical de�nition of a function
y = f(x) requires that the relation is unambiguous, i.e. that for every abscissa-value x there
exists only one ordinate-value y. In �g. 2.1a this is the case, but not in �g. 2.1b. Hence, functions
are relations with the special property of unambiguity.
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1
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D

X Y

image
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A
B
C
D

X Y

Figure 2.2. Relations between two sets X , and Y . On the le�, the relation is a function and is
represented by the set of ordered pairs F = {(1, C), (2, D), (3, D)}. Set X is called the domain of
the function, set Y the codomain and the subset (in gray) of Y consisting of all elements that are
mapped from the domain, is called the image of X in Y . On the right the relation is not a function,
for two reasons: one of the elements (4) of the domain is not mapped (its mapping is unde�ned)
and the element 3 maps onto two di�erent elements (C as well as D) in the codomain. Hence, the
relation is not unambiguous..

In general mathematical terminology there is a relation between the entities. Functions are
a special kind of relation having the property of unambiguity. Figure 2.1a and �g. 2.1b are both
relations, but a is a function, and b is not. A more abstract de�nition of a relation is formulated
in terms of Set theory1. �e two entities are then represented by sets X and Y , and a relation is
a set F of ordered pairs or 2-tuples:

F = {(x, y)} where x ∈ X and y ∈ Y

�is is shown in �g. 2.2. So, the relation between X and Y is the set F . Very o�en we are
interested in relations between sets containing an in�nite number of elements, for example
where X and Y are (in�nite subsets of) the set of real numbers R. It is then, by de�nition,
impossible to de�ne the relation or function by listing all ordered pairs (x, y). However, the
relation can be de�ned by a function rule, which is a recipe to calculate the element y of Y when
the element x of X is known.

Example 2.1.1 First example. �e function f is characterized by the function rule f(x) =
√
x

and has as its domain the set R+ of positive real numbers (including 0). It’s image is the set R+

as well. Second example. �e function g is characterized by the function rule g(x) = x2 + 1.
If it has as its domain the set R then its image is the subset {x|x ≥ 1 ∧ x ∈ R}. If its domain is
the set N of natural numbers, then its image is a subset of N. �

�ere are di�erent ways to symbolize function rules:

• f(x) = x2 + 3

1�e entire fundament of mathematics can be formulated in terms of Set theory, which is why this may be called
a fundamental de�tion.
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• f : x→ x2 + 3

• f : x→ y, de�ned by y = x2 + 3

• x f−→ x2 + 3

Strictly speaking, you should always give the domain with a function. If the domain is obvious
(the set of real numbers R, or in many applications R+) you can leave it out of the de�nition. If
it is “unusual”, for example 2 < x < 5, then you must to indicate the domain with the function
de�nition.

In case of composite functions (functions of functions) the third way of symbolizing is o�en
used. For example, the functions

f : x→ x2 + 3 and g : x→ sinx

can be chained as follows

x
f−→ y

g−→ z

�e overall result h(x) is also wri�en as

h = g ◦ f

�e meaning of these two notations is that the image h(x) of x is obtained by �rst applying the
function rule f to x and by then applying the function rule of g to the result of f . Speci�cally,
this rule is obtained by substituting y = x2 + 3 in ‘z = sin y’. �is is also o�en expressed as

z = g(f(x)) = sin(x2 + 3)

In biology some functions are observed more o�en than others. Below we show these functions
in their simplest form. later we discuss variants of these.

straight line: f(x) = x

parabola: f(x) = x2

e-power: f(x) = ex

hyperbola: f(x) =
1

x
sine: f(x) = sinx

�ese are displayed in �g. 2.3.

Figure 2.3. Five common functions in biology: straight line, parabola, e-power, hyperbola, sinus.
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2.1.1 Shi�ing, stretching, and mirroring of functions

Variants of these functions may be obained by a number of geometric operations:
• stretching or compressing

• shi�ing

• mirroring
A fourth operation, rotation, is less relevant for our applications. It is also a more complicated
operation. To every operation belongs a rule that is applied to the original function f(x).

stretching horizontally by a factor α (f ◦ g)(x) where g(x) =
x

α
stretching vertically by a factor α (g ◦ f)(x) where g(x) = αx

shi�ing by a to the right (f ◦ g)(x) where g(x) = x− a
shi�ing by a upwards (g ◦ f)(x) where g(x) = x+ a

mirroring horizontally (g ◦ f)(x) where g(x) = −x
mirroring vertically (f ◦ g)(x) where g(x) = −x

Example 2.1.2 Two examples.
• Shi�ing 3 to the right: replace every occurrence of x by x− 3 (not x+ 3) in the original

function.

• Mirroring about the vertical axis (pu�ing the graph upside-down): put a minus sign in
front of the original function. �

An overview of transformations is given in �g. 2.4. By combining these operations many
variants of the original functions can be obtained.

Example 2.1.3

4

30
What will the function f(s) = sinx look like when you
• stretch it horizontally by a factor 30/2π

• then stretch it vertically by a factor 2

• then shi� it by 2 upwards
Sequentially applying these transformations to the original function yields subsequently

sin
2π

30
x, 2 sin

2π

30
x, and �nally 2 + 2 sin

2π

30
x �
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Figure 2.4. Variants of a function: shi�ing, mirroring and stretching.

2.1.2 e-powers

Many processes (functions of time) can be described as e-powers. Later on we will see what
the origin of this fact is. Except for the basic form et (exponential growth) you will see other
variants , a few of which are illustrated in �g. 2.5. �e decreasing e-power F (t) = e−at can

Figure 2.5. �ree variants of e-powers.

be encountered with washing out of drugs, dying populations, radioactive decay and other
situations. Graphically, you can obtain it by mirroring the basic function et on the horizontal
axis: replace t by −t (le�ing time run backwards), and conmpress time by a factor a. F (t)
approaches 0 asymptotically.

�e function G(t) = 1 − e−at (F upside-down and raised) is a function that is o�en
encountered in exchange processes: a temperature slowly adapting to the tmpereature outside,
leveling of concentration di�erences on the in- and outsides of the cells. In this example, G(t)
approaches 1 asymptotically.

�e function H(t) = e−at − e−bt, the di�erence between two decreasing e-powers, has a
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completely di�erent shape. �e function starts at 0, increases (if b > a) to a maximum, and then
slowly decreases to 0. Such functions are o�en the result as a result of composite processes, for
example a hormone entering and leaving an organ.

2.1.3 Half-life and doubling time

�e rate at which the decreasing e-power approaches 0 is determined by the parameter a: the
function decreases faster with large than with small values of a. Rather than referring to a
directly, another way of characterizing this rate is the half-life, the time that it takes the process
to reach half of the original value. In principle, you could determine the time that it takes to
reach half the original value. Starting, for example with AC 1800 on a bank account, and taking
AC 100 from it every month, it takes 9 months to reach half the original value. However, starting
at AC 1000, it takes 5 months at the same rate. At every point in time, the half-life of this process
is di�erent, and hence, you cannot speak of the half-life of this process. However, with the
decreasing e-power you can.

Example 2.1.4 Take the function F (t) = 100e−0.4t, which decreases from 100 to 0. How
long does it take to reach the value 50? Let that be T time units. �en it should be true that :
F (T ) = 50 or, 100e−0.4T = 50. �is gives e−0.4T = 1/2. Take the natural logarithm of both
sides: −0.4T = ln 1/2 = − ln 2. Rearrange: T = ln 2

0.4 ≈ 1.75. �at was the half-life when
starting from a value 100 on t = 0. What would the half-life be when starting from a di�erent
point in time? Take a random time point t = a. �en F (t) = e−0.4a. T time units later (on
a+ T ) the function should have half the value compared to time point a:

F (a+ T ) =
1

2
F (a)

Apply the function F :

100e−0.4(a+T ) =
1

2
100e−0.4a

Simplify:

e−0.4T =
1

2

It is the same expression that we obtained before, also with the result T = ln 2
0.4 . Apparently,

starting from any point in time we arrive at the same value for T , and therefore, we can speak
of the half-life of this process. �

�e example can be easily generalized. Any decreasing e-power has a half-life T1/2 with the
following value:

For F (t) = Ce−at the half-life T1/2 equals T1/2 = ln 2
a

Similarly, for increasing e-powers we can calculate a doubling time T2 as follows:
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For an increasing e-power, the doubling time T2 equals T2 = ln 2
a

Apart from e-powers would there be any other functions for which a constant half-life or
doubling time can be de�ned? It can be shown mathematically that this is not the case. �erefore
it is not very useful to speak of the half-life or doubling time in case of any other function.

2.1.4 Hyperbolas and enzyme reactions

Almost all compounds in living cells are made by enzymes, every compound being the product
of a speci�c enzyme. �e rate at which these enzymes work is of utmost importance to the
vital function of the cell. �ere are fast and slow enzymes, and the temperature is an important
determining factor for the rate. But the rate also depends on the concentration of the enzyme
substrate (the compound that is converted by the enzyme). �e are related almost obviously by
a function that increases with the substrate concentration, but what does it look like exactly?

V

S

Simply stated, when doubling the substrate concentration
S, an enzyme molecule will encounter a substrate molecule
twice as o�en, and you expect that its production rate, V ,
will also double. But that is true only for low values of S.
For each substrate molecule that it turns over to a product
molecule the enzyme needs a certain amount of time. During
this time its binding site is occupied and it cannot bind a
substrate molecule, even if it encounters one. At very high
substrate concentration, the enzyme is presented with a substrate molecule as soon as it has
�nished making a product molecule, and it will have reached the upper limit of its turnover
time. �e theory (a classic from 1913 by Michaelis and Menten, will be discussed later) tells us
the shape of this relation between S and V . It is given by

V =
aS

b+ S

noindent �is function is —perhaps not immediately recognizable— a hyperbola. It can be
obtiained from the basic function (1/x) by pu�ing it upside-down and then shi�ing it so that
it passes through the origin. As with every hyperbola, it also has a second ‘branch’ that lies
entirely in the negative S domain. �is part has no physical meaning or interpretation.

2.1.5 Interpretation of a and b

�e two parameters of the function, a and b, both have clear physical interpretations, and can also
be readily deduced from the graph.

V

Sb

a
2

a

Figure 2.6. Rate of an enzyme reaction. Inter-
pretation of the parameters a and b.

�e parameter a determines the upper bound of V ,
which is the limit value that V approaches when
S becomes very large. From the function equa-
tion this is not immediately clear, because both
numerator and denominator become very large.
It helps to rewrite the function (divide numerator
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and denominator by S):

V =
aS

b+ S
=

a

b

S
+ 1

For very large values of S, the term b
S tends to 0,

and V tends to the value a. �e interpretation of
the parameter b is obtained as follows. When the substrate concentration equals the value b,
then V will equal the value 1/2a (just �ll in). In other words: b equals the substrate concentration
at which the enzyme reaches half the maximal rate. In enzyme kinetics, a and b get their own
symbols, namely Vmax en KM . KM is also called the Michaelis constant.

Imn other disciplines of biology (ecology, microbiology) the same hyperbolic function can
be found, o�en with their own symbols for the parameters a and b.

2.1.6 ‘Frankenstein’ functions, Min and Max

O�en practical applications can not be described by a single neat mathematical formula, but
has to be glued together from parts of di�erent functions.

Example 2.1.5
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A vessel of 500 L is �lled at a rate of 2 L min−1. Once it is �lled, it will over�ow, so that
the content does not increase anymore. Hence, Q(t), the content of the vessel, increases
linearly until the moment it starts to over�ow, and then runs horizontally. �is gives a broken,
Frankenstein-like function description:

Q(t) =

{
2t for t ≤ 250,

500 for t > 250

for which �rst the time point until over�ow, t = 250 has to be calculated. �

�ere is another, o�en simpler way of describing the function by using the functions ‘Min’ and
‘Max’. �e graph consists of fragments of the two functions y = 2t and y = 500. If you draw
both entirely, then at any point in time t, Q(t) is equal to either of the two. Which one? �at’s
simple: the one with the lowest value. �is yields a recipe for Q(t) di�ernt from the previous
one:

Q(t) = Min(2t, 500)

It will be clear how the function Min is de�ned: for any time point t it takes the smallest value
of the expression between brackets (there could be more than two expressions between the
brackets). �e equivalent holds for the function Max.

Note that when writing the function this way, you do not have to calculate the intersection
point (in this case, t = 250 it was easy, o�en it isn’t.) For this reason and because of the compact
notation, the functions Min and Max are handy. �ey are available in many computer programs
(Also in Excel , for example).

2.2 Limits

In the previous section the concept of ‘limit’ was touched upon. In mathematics this is a central
concept. As an average user you do not have to know its ni�y gri�y details, but since you will
encounter it regularly you have to know something about it.

When you substitute the value x = 2 in the function equation f(x) = x2 + 3, you will �nd
f(2) = 7. With some functions, such substitutions will yield a problem for certain values of x.
Two situations will occur o�en:

1. �e function is a quotient, and for particular values of x numerator and denominator
become 0. For example, f(x) = sinx

x . For x = 0 the function is not de�ned. At the same
time you will see that for small values of x (where the function is perfectly de�ned), the
value of the function approaches 1: you can approach 1 ever closer by decreasing x closer
to 0. We then say:

lim
x→0

sinx

x
= 1

Pronounced as: ‘the limit for x approaching 0, of sinx
x equals 1’.
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2. Asymptotes: you want to say something about the value that a function approaches when
x becomes very large. However, ‘very large’ is not a number. For example: g(x) = e−x.
�e value of the function clearly approaches 0 but there is no value of x for which it is
ever equal to 0. We then say:

lim
x→∞

e−x = 0

Pronounced as:‘the limit, for x approaching in�nity, of e−x equals 0’.

We discuss these two cases in more detail.

2.2.1 Limits of quotients

�e �rst case: quotients. �e previous example was a bit far-fetched. But the same happens
with derivatives, actually with all derivatives. �e concept of derivative is de�ned as a limit.
You know the story: if you want to know the slope of a function in a particular point x, then
you take another point a bit further away (x+ h) and divide the increase by the di�erence h,
and then you decrease the di�erence h until the second point coincides with the �rst point.
However, as soon as these points coincide, the quotient becomes an unde�ned 0/0. �at’s why
the derivative is de�ned as a limit. An example:

Example 2.2.1

f(3)

f(3 + h)

3 3 + h We determine the derivative of
f(x) = x2 + 1 in the point x = 3. �e function there has a value f(3) = 10 (the graph has
been rescaled somewhat). Take a point li�le further away, x = 3 + h. Determine the value of
the function there, and divide the growth of f(x) by the di�erence in the x coordinate. You get
the slope over the interval [3, 3 + h]:

f(3 + h)− f(3)

h
=

{
(3 + h)2 + 1

}
−
{

32 + 1
}

h

A li�le calculation gives: 6h+ h2

h

�e result is not the desired slope in x = 3, but an average slope over the interval (with this
function that has an increasing slope this average slope is higher than the desired slope). �e
smaller h, the be�er; but you cannot just equate h to 0, because then you get 0/0 which is not
de�ned. �erefore, you take a more careful approach in which you follow what happens to the
slope as the second point approaches x = 3; x = 3 itself is not considered. Under this condition
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(which means that h 6= 0) you can say: 6h+h2

h = 6 + h, and this approaches 6 as h decreases.
We now say:

lim
h→0

6h+ h2

h
= 6

�is means: by le�ing h approach 0 close enough, you can let the value of the quotient approach
6 as close as you want. �

More general, you get the following de�nition:

De�nition 4 (Derivative of a function) �e derivative f ′(x) of a function f(x) equals

f ′(x) = lim
h→0

f(x+ h)− f(x)

h
�

Calculating such a limit may not always be successful. Sometimes the quotient increases more
and more as h approaches 0, and other complications may also arise. Or, with limits you have
to take care: they are not always de�ned. Also with derivatives this may happen. In that case a
function (in a certain point) just does not have a derivative. We then say that the function is
not di�erentiable in that point. In chapter 3 we will return to this.

2.2.2 Asymptotes

�e second case: asymptotes. Many functions (straight lines, parabolas, e-powers) increase
inde�nitely, and can reach any value if you continue long enough (decreasing is also a possibility,
of course). But there exist also functions the slowly tend to a ‘boundary value’ that they approach
closer and closer, but never actually reach (the word ‘asymptote’ originates from the Greek and
means ‘not coincide’). Such functions are found a lot in biology. We already gave an example:
f(x) = e−x, which tends to 0 for large x. We already mentioned the way of formulating:

lim
x→∞

e−x = 0

�e meaning of this is: by taking a large enough value of x you can get the value of the function
arbitrarily close to 0.

2.2.3 In�nity

�is needs some explanation. What does that actually mean, ‘in�nity’? Is it a real number? If
so, can we calculate with it, just like the numbers that we already know? If not, does it fall in
the domain of the function (and what are we talking about then)?

Answer: no, there is no real number called ‘in�nity’ or ‘∞’.

�estion: what does it mean then?

Answer: the symbol ‘∞’ is not the name of a mathematical object; it only occurs as part
of expressions in combination with the symbols ‘→’ and ‘lim’. �is combination must
be properly de�ned, and as we saw above, it is: ‘by choosing x large enough . . . ’ (the
mathematical de�nition is more precise but boils down to this in essence).
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�e expression ‘limx→∞’ therefore has a very concrete meaning, in which no mystical stories
about in�nity appear. �e individual symbol ‘∞’ has no meaning at all, and you cannot use it
as such. Expressions like

7

0
=∞ en lim

x→∞

(
x2 + 3x

)
=∞

have no meaning and are plain wrong! You should then say that the quotient and the limit are
not de�ned, or do not exist.



Chapter 3

Di�erentiation

Di�erentiation is one of the basic skills of every scientist. You will encounter it when thinking
about processes of —changing conditions in time—, and it is also part of a variety of techniques,
such as �nding a maximum or minimum, drawing a curve through data points, and approxi-
mating a di�cult function by a more convenient one. In this chapter we discuss some of the
material from high school, and expand the concept of derivative to a function of two or more
variables. Subsequently, a number of techniques will be discussed: search for extremes, curve
��ing, and locally linearize.

3.1 �e derivative

3.1.1 De�nition

De�nition 5 (Derivative of a function) �e derivative of a function f in the point x is de-
�ned as the limit

f ′(x) = lim
h→0

f(x+ h)− f(x)

h
�

�e geometrical interpretation of the derivative f ′(a) is the slope of the tangent of f(x) at the
point x = a. If f is a function of time, then f ′(t) gives the rate of change of f at time t.

�e derivative is de�ned as a limit and as we saw in chapter 2 it may happen that a limit is
not de�ned (does not exist). If it does exist, then the function is called di�erentiable at the
point in question; di�erentiability is a property that applies to a given point, but for the same
function may not apply at another point. When we say —without mentioning in which point—
that a function is di�erentiable, we mean that it is di�erentiable everywhere.

3.1.2 Notation

As you know, the derivative f ′(x) is also wri�en as df
dx . �e notation f ′(x) is due to the Italian

mathematician Joseph Louis Lagrange (born Giuseppe Lodovico Lagrangia). �e ‘classical’
notation df

dx is due to Go�fried Wilhelm Leibniz, who, together with Isaac Newton, is one of the
inventors of the calculus. �e classical notation is somewhat awkward because it looks like a
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quotient but certainly isn’t one. Yet, you come across it very o�en. If you use that notation,
it is important to realize that you can not treat df

dx as a quotient. You should see the notation
more as a remembrance of the fact that the derivative is the limit of a quotient, i.e. as given in
de�nition 5.

3.1.3 Di�erentiability

Di�erentiability is something you should be aware of in in biological applications. In practice
you will encounter a lot of functions that are not di�erentiable in certain points because they

• make a jump

• contain a kink

• suddenly stop somewhere

(�ese are the three possibilities). By taking the derivative at each point of f a new function
arises from f , the derivative function f ′ : x→ f ′(x). �is function can in turn be di�erentiated,
in that way generating the second derivative f ′′(x), etc. Here again, di�erentiability is of
interest: it is quite possible that a function is twice di�erentiable but not a third time.

Derivative and derivative function are, strictly speaking, two di�erent ma�ers.

Example 3.1.1 Take f : x → x2 + 3. �en the derivative in x = 4 is a number: f ′(4) = 8.
�e derivative function, however, is not a number but a function: f ′ : x→ 2x. �

In practice, this distinction is usually not made as sharp, and we say “the derivative of f(x) =
x2 + 3 equals f ′(x) = 2x”. O�en this somewhat sloppy terminology is of no consequence.
Sometimes it is necessary to make the distinction.

A list of common derivatives:

f(x) = c f ′(x) = 0

f(x) = xr f ′(x) = rxr−1

f(x) = lnx f ′(x) = x−1

f(x) = ex f ′(x) = ex

f(x) = sinx f ′(x) = cosx

f(x) = cosx f ′(x) = − sinx

As you know, there are mathematical rules which make it possible to express the derivative of a
composite function in those of the constituent functions. As a result, it is possible to calculate
in a large number of derivatives from a set of ‘basic’ derivatives without having to rely on the
de�nition. Here are the most important rules for di�erentiation:
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1. Constant rule:

h(x) = cf(x) h′(x) = cf ′(x)

2. Summation rule:

h(x) = f(x) + g(x) h′(x) = f ′(x) + g′(x)

3. Product rule:

h(x) = f(x) · g(x) h′(x) = f ′(x) · g(x) + f(x) · g′(x)

4. �otient rule:

h(x) =
f(x)

g(x)
h′(x) =

f ′(x) · g(x)− f(x) · g′(x)

(g(x))2

5. Chain rule:

h(x) = (f ◦ g)(x) h′(x) = (f ′ ◦ g)(x) · g′(x)

Notes about the Chain rule In the formulation of this rule we have used the “◦” notation
for function composition, as introduced on page 13. �is is a somewhat tedious but also very
useful rule, because it simpli�es the di�erentiation of complex functions. In Leibniz notation
the rule is o�en easier to remember, because the variable with respect to which di�erentiation
takes place is explicitly indicated:

df

dx
=

df

dg
· dg

dx

And it is also o�en wri�en in Lagrange notation as:

f(g(x))′ = f ′(g(x)) · g′(x)

In the chain rule we perform a substitution, although this is not always made explicit. In the
original function h(x) you replace an expression in x by a variable g, so that you obtain a new
function f(g) that can be more easily di�erentiated. An example: in the function de�nition
sin (x2 + 1) of the function f you replace the expression x2 + 1 by the variable g. With this,
you de�ne two new functions, namely g(x) = x2 + 1 en f(g) = sin (g)1. �e new function,

1�ere is an annoying knot in the chain rule when expressing it in Leibniz- or Lagrange notation. �ey pretend
that it is possible to di�erentiate the function f with respect to another function g (as suggested by df

dg
and f ′(g(x))),

which is of course impossible, because it is only possible to di�erentiate with respect to a variable. Second, the
original function f(x) in the Leibniz notation is not the same as the new function f(g) that is formed by replacing
an expression in x in the original function de�nition by the variable g. A�er all, the de�nition of this new function
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f(g) = sin (g), can be readily di�erentiated, namely f ′(g) = cos (g). Now using the chain rule,
and re-substituting g = x2 + 1 we obtain:

h′(x) = f ′(g) · g′(x) = cos (g) · 2x = 2x cos (x2 + 1)

We give a few examples to demonstrate the use of each rule.
Example 3.1.2 (�e summation rule)

f(x) = 3x4 − 12
√
x− 5

x3

f ′(x) = 3 · 4x3 − 12 · 1

2
x−

1/2 − 5 · (−3) · x−4 = 12x3 − 6√
x

+
15

x4

�

Example 3.1.3 (�e product rule)

h(t) = t3 ln t

h′(t) = 3t2 ln t+ t3
1

t
= t2(3 ln t+ 1)

�

Example 3.1.4 (�e quotient rule)

g(x) =
ex − 4

x2 + 7

g′(x) =
(ex − 4)′

(
x2 + 7

)
− (ex − 4)

(
x2 + 7

)′
(x2 + 7)2

=
ex
(
x2 + 7

)
− (ex − 4) 2x

(x2 + 7)2

=
ex
(
x2 − 2x+ 7

)
+ 8x

(x2 + 7)2

�

Example 3.1.5 (�e chain rule)

f(x) =
(
x3 + 4x

)5
f ′(x) = 5

(
x3 + 4x

)4 (
3x2 + 4

)
r(x) = cos 2πx

r′(x) = − sin 2πx · 2π = −2π sin 2πx
�

Example 3.1.6 (A combination of rules)

g(t) =
(
2t3 − 3

)
e−5t

2

g′(t) =
(
2t3 − 3

)′ · (e−5t2)+
(
2t3 − 3

)
·
(
e−5t

2
)′

=
(
6t2
)
·
(
e−5t

2
)

+
(
2t3 − 3

)
·
(
e−5t

2 · (−10t)
)

=
(
30t+ 6t2 − 20t4

)
e−5t

2

�

looks di�erent! And in the lagrange notation it is not clear how we should understand the expression f ′(g(x)). �e
way to disentangle this knot is by speaking of the new functions f and g and of a variable g with the same name
as the function g. �e only notation that avoids this confusion altogether is that with the function composition
notation f ◦ g. It is completely transparent what is meant by h = (f ◦ g), (f ′ ◦ g) and g′.
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3.2 Functions of two variables and their derivatives

Most functions you’ve come across so far are functions of one variable. But a quantity can on two

other quantities, and the relation is then described by a function of two variables. Graphically
you can imagine such a function as a mountain reagion. Figure 3.1 gives an example: a z that
depends on x and y according to the function

z = f(x, y) = 1 + 0.8x2y − 0.5y2

�e value of the function in point P = (3/4, 1), for example, is

z = f(
3

4
, 1) = 1 + 0.8 ·

(
3

4

)2

· 1− 0.5 · 12 = 0.95

Of such functions it is also possible to indicate at what rate they change (graphically: their

 
z

x

y
P

Figure 3.1. A function of two variables.

steepness). It is just a li�le more complicated. One can not speak of the slope at the point P ,
since the x-direction (to the right) the slope is di�erent from the y-direction (toward you in the
line of vision). �e function has therefore two derivatives, called the partial derivatives of f :
one in the x-direction and another in the y-direction (see �g. 3.2).

3.2.1 Partial derivatives

To obtain the partial derivative to x you just di�erentiate the function to x, while treating y as
a constant. In an analogous manner you obtain the partial derivative to y:

fx(x, y) = 1.6xy

fy(x, y) = 0.8x2 − y

�e index below f indicates to which of the variables the original function was di�erentiated.
�e notation f ′, that is used for functions of a single variable, cannot be applied here.
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z

x

y
P

z

x

y
P

Figure 3.2. �e partial derivatives, on the le� to x, on the right to y.

Example 3.2.1 In �g. 3.2 you see the point P = (3/4, 1). Calculate both partial derivatives in
P :

fx(P ) = 1.6× 3

4
× 1 = 1.2 , fy(P ) = 0.8×

(
3

4

)2

− 1 = −0.55

From the graph it is clear that, in the point P , f increases in the x-direction and decreases in
the y-direction. �

3.2.2 Notation

Also for partial derivatives, there is a notation that is equivalent to the Leibniz notation: fx(x, y)
is wri�en as ∂f

∂x (curved d’s [∂], not to be confused with delta [δ]). �is notation is used a
lot, because it is much more clearly shows the variable with respect to which the function is
di�erentiated. In the lagrange notation you might sometime forget to write down the index.
�is is not possible in the Leibniz notation.

3.2.3 �e gradient

For a function of one variable you can display the derivative by plo�ing f ′(x) against x. For a
function of two variables this is less straightforward, since here two partial derivatives belong
to each point (x, y). One can, however, display a property called the gradient, as it is called, in
the (x, y) plane, using smal arrows. From these arrows you can directly derive the size of the
two partial derivatives. In �g. 3.3 you see how the gradient �eld of the previous example looks
like. From such a gradient �eld it is possible to read several properties of a function. �e length
of the arrows indicates the slope of the function at that point in the x- and y-directions, but
also the size of “the” slope as we use it in common language, namely the steepest slope. In the
previous point P (the one in �g. 3.3) it is the slope in the direction soewhere between east and
south-east. If f describes the shape of a mountain, then you can derive from the gradient �eld
how a ball, put down in P , would descend (both direction and acceleration)
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afgeleide naar x

afgeleide naar y

resultante

Figure 3.3. �e gradient �eld of the function f . From the arrows you can read the slope in the x
and y directions.

Example 3.2.2 (Weather maps) If the function f of �g. 3.3 would represent the atmospheric
pressure, then the gradient �eld describes the pressure di�erences, en with it —because air
moves from high to low pressure areas— the wind; both speed and direction (apart from the
deviation caused by the earth’s rotation, as described by the law of Buys-Ballot). �

3.3 Applications of derivatives

Derivatives are widely used in biology. �is is hardly avoidable: when studying processes (=
variables that change, so: functions of time) also the rate at with which those processes occur
(the derivatives of these functions) are of interest. Additionally, there are also some commonly
used methods in which derivatives are used. In the next sections, we discuss three such methods:

• �nding maxima and minima

• curve ��ing: �nding the best-��ing curve with a set of measured values

• numerical approximation of (awkward or complicated) functions

3.3.1 Finding extremes

In this section we will discuss the �nding of extremes (maxima or minima) of a function. �is
subject is supposed to have been treated in your preparatory training, so we will only summarize
the main results.

To �nd the extremes of a function f you di�erentiate the function, and subsequently try to
solve the equation f ′(x) = 0 for x. �en, you substitute this solution in f . By means of this
procedure you may �nd the extremes, however the story is not complete. You can both �nd too
many and too li�le x-values:

Too many: �e equation f ′(x) = 0 can have more than one solution, of which only one can
be the global minimal or maximal extreme. Moreover, f ′(x) = 0 gives the maxima and
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minima of the function, and (if they exist) also the horizontal in�ection points where the
function �a�ens, but the sign of the slope does not change. So you still have to �gure out
what the peaks and valleys are. �ere is a neat way to distinguish maxima, minima and
in�ection points by considering the sign of the second derivative, but usually it is easier
to calculate which of the candidate points yields the largest value of the function. �is
should be done anyway if the function has several peaks.
It could also be that all candidates have to be rejected, if the function increases or decreases
inde�nitely. In the �rst case any maxima found are local maxima, and in the second case
any minima found are local minima.

Too little: with this method you only �nd x-values in di�erentiable points of the function.
However, an extreme could be present in a point where the function is not di�erentiable,
for example at a kink or a jump, and —especially— at the edges of a domain on which f is
de�ned. Many functions encountered in biology start or end abruptly, and o�en have a
so-called boundary extreme. Figure 3.4 shows two examples of such functions. If you

x

f(x)

Radioactive decay

x

f(x)

Growth of a yeast cell

division
growth

Figure 3.4. By only studying the derivative you could miss the true global maximum or minimum.
On the right: the function has a kink in the maximum, and is therefore not di�erentiable at this
point.

know all parameters (coe�cients) of a function, and you can, therefore, draw a graph of it,
it is o�en immediately clear whether it has extremes, and where these are, approximately.
If that is not the case, a more systematic analysis of the function is needed.

To summarize:

Finding extremes

1. Di�erentiate f , calculate all x for which f ′(x) = 0, and calculate the values for f in
all these points.

2. Determine the values of f where the function is not di�erentiable.

3. Determine f at the boundaries of its domain(s).

4. Choose from the previously obtained points the extremes
Clearly, this procedure is only successful if the number of points that it yields is �nite.
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Extremes of f(x, y)

How do you �nd the extremes of a function of two variables? Actually, in the same way. Only
now both partial derivatives should be set equal to zero. �is yields two equations, which can
be solved for x and y. �e rest is basically the same: �gure out which of the points found is the
global extreme, and consider whether there are extremes at the boundaries or at other points
where the function is not di�erentiable.

Example 3.3.1 We search for the maximum of the function discussed earlier

z = f(x, y) = 1 + 0.8x2y − 0.5y2

In the maximum both partial derivatives should equal zero:

fx(x, y) = 0 and fy(x, y) = 0

so that

1.6xy = 0 and 0.8x2 − y = 0

It is easily shown that there is only one point, the origin (0, 0), that satis�es both equations.
�e value of the maximum there equals f(0, 0) = 1. Figure 3.1 shows that this is a maximum
and not a minimum . But it also shows that —since the domain is unbounded— it is just a
local maximum, and f does not have a global maximum. To the right, the function increases
inde�nitely. �

3.3.2 �e “best �tting” curve through measurements

A typical problem of the experimental biologist is the following. You have a set of measurements
that you know (suspect, heard, hoping) are an e-power (or a straight line, a hyperbole or
something else). Which e-power is still open. �e question now is: how do you �nd the e-power
that best suits your measurements? �e techniques by which this problem is being addressed
are known as parameter estimation or curve ��ing.

You performed an experiment with an enzyme. You have measured the rate V at which the
substrate is consumed by the enzyme at di�erent substrate concentrations S. �e purpose of the
experiment is to �nd the relation between V and S.

V

S

�eory (Michaelis-Menten) tells you that it must be
a hyperbola; but you have to �gure out now which

hyperbola. In the diagram, you see three, apparently
none of which is a best-�t. �e question now is: how
do you �nd the best ��ing hyperbola through these
points? You will need to be sure that no hyperbola
will exactly pass through all the points. Reality —and
certainly biological reality— seldom adheres exactly to
theory, and in addition, your measurements will contain
inaccuracies.
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f(x)

x4

f(x4)

y4

Figure 3.5. How well does a function f �t the �ve measurements?

If you want the ‘best ��ing function’, then you should de�ne precisely what you mean
by that. What should a ‘measure of �t’ look like? Figure 3.5 shows a function f and �ve
measurements (x1, y1), . . . , (x5, y5). �e �t of f is determined by the �ve di�erences between
the measured values and the calculated values of f . For point 4 this di�erence is illustrated, and
equals y4 − f(x4). A ‘measure of �t’ could be calculated as the sum of these di�erences for all
�ve points. �e smaller this total sum, the be�er the �t.

�at sounds acceptable, but it will not work. Because if you simply add up the di�erences
y1 − f(x1) to y5 − f(x5) then positive and negative di�erences will cancel out each other
together. For example, y3 − f(x3) is a negative number that almost completely compensates
y2 − f(y2). In this way you will get a small total sum (concluding that the �t is very good)
while the individual di�erences are very large. �at was not what you intended to be a best �t.
�ere are several remedies, and the generally accepted choice is to square the di�erences, and
then add them up. �e sum of squares (sum of squared di�erences), is commonly referred to by
S, and is de�ned by

S = (y1 − f(x1))
2 + · · ·+ (y5 − f(x5))

2

�e least squares method

Using this measure of �t (the least squares criterion) we can now state what we think is a
“best-��ing function”. For a given set of points (x1, y1), . . . , (xn, yn) the best ��ing function is
de�ned as that function f for which

S =

n∑
i=1

(yi − f(xi))
2

is minimal. �is method is called method of least squares.
�e problem is now nicely stated, but how to solve it? We require to �nd a minimum, and

the solution seems to be that we have to di�erentiate some function and solve the variable
values for which this equals zero. We show the procedure in an example.

Example 3.3.2 (Fitting to 5 measurements) We will �t a parabolic function f(x) = αx2+3
to �ve measurements:
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xi 2 3 4 5 6
yi 4.2 5.8 6.6 8.8 10.1

For these x-values f has the following values (which depend on the parameter α):

f(xi) α× 22 + 3 α× 32 + 3 α× 42 + 3 α× 52 + 3 α× 62 + 3

Take the di�erences, square and add them. �e sum of squares still contains the parameter α:
S(α) = (α× 22 + 3− 4.2)2 + . . .+ (α× 62 + 3− 10.1)2

= (4α− 1.2)2 + (9α− 2.8)2 + (16α− 3.6)2 + (25α− 5.8)2 + (36α− 7.1)2

= 2274α2 − 976.4α+ 106.29

So, S is a function of α. Now determine the minimum of S(α) by di�erentiating to α and
equating to zero.

4548α− 976.4 = 0 =⇒ α = 0.2147

�e desired function is, therefore, f(x) = 0.2147x2 + 3 �

More generally now: we �t the same function f(x) = αx2 + 3 to a set of n measurements
(x1, y1), . . . , (xn, yn).
Example 3.3.3 (Fitting to nmeasurements) �e sum of squares equals:

S(α) =
(
y1 − αx21 − 3

)2
+ · · ·+

(
yn − αx2n − 3

)2
=

n∑
i=1

(
yi − αx2i − 3

)2
To calculate the minimum of S(α) we now di�erentiate to α:

Sα = 2
(
y1 − αx21 − 3

)
·
(
−x21

)
+ · · ·+ 2

(
yn − αx2n − 3

)
·
(
−x2n

)
= −2

n∑
i=1

(
yi − αx2i − 3

)
x2i

In the minimum, the derivative has to be equal to 0. �erefore:∑(
yi − αx2i − 3

)
x2i = 0

Dissect the sum:∑
yix

2
i −

∑
αx4i −

∑
3x2i = 0

Rearrange:

α
∑

x4i =
∑

yix
2
i −

∑
3x2i

and �nally solve for α:

α =

∑
yix

2
i −

∑
3x2i∑

x4i
�

�is operation succeeded. A�er equating the derivative to zero, we were able to solve for α. In
general, solving explicitly for α is not always possible. So, the question is, can we predict when
we can solve for α and if we can not solve for α, is there a remedy? �e answer is twice “yes”.
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Linearity in the parameters

Whether the solution can be calculated explicitly does not depend on the measurements, but
depends on the function f . �e decisive factor for this is the way in which the parameter α
appears in it. �e problem can be solved analytically when f is linear in α. �at means, simply
expressed, when α appears as a single factor in f , and not, for example a square, sine or similar.
More precisely, f can be wri�en as Pα+Q, where P and Q can be anything (but of course
can not contain α itself).

Example 3.3.4 (Linearity in parameter α) Functions that are linear in α:

f(x) = αx+ 4 f(x) = αx3 + 4 f(x) = α
x

x+ 3
f(x) = sin 2x+ α

Functions that are not linear in α:

f(x) = 30e−αx f(x) = sinαx f(x) =
x

x+ α
�

We saw before that ther can in principle be multiple values of α for which S′(α) = 0. In case of
linearity in α it can be proven that there is only one such value for α.

With two parameters, α and β, the same principle holds. �ere you have to �nd the
combination of parameters that yields the lowest sum of squares S(α, β). While that is a li�le
more complicated, it is not really di�erent; in the previous section we saw how you �nd the
extremes of a function of two variables. And even with three or more parameters the same
procedure can be followed.

Numerical least squares using Excel

Now the remedy in the event that the solution can not be found analytically (so when the
function is nonlinear in (at least one of) its parameters). It is very simple: just trial and error.
Calculate S(α) for many values of α until you’ve got the lowest value for S(α). So a lot of
calculating, and something for the computer.

During that search you can proceed in smart and less smart ways. If you expect the best
α somewhere between −100 and 100 you can calculate S(α) for α = −100, α = −99.99,
α = −99.98, and so on until α = 100, and then choose the best value. You can also proceed
somewhat more intelligently: �rst increase α with large steps as long as you are going in the
right direction (i.e. as long as S(α) decreases). Go back with smaller steps when S(α) starts to
increase, etc., with ever smaller increments to zoom in on the minimum. Many methods have
been developed to quickly and e�ciently perform this procedure, all implemented in computer
programs.

A search program uses fast and intelligent methods, but as a user you should remain critical!
As we mentioned in section 3.3.1, a function may have several peaks and valleys, and there
you should choose the global minimum. �e sum of squares sometimes only has one minimum
(and then the program arrives at it), and sometimes more than one. In that case, the program
can arrive at the wrong valley (not the global minimum). Whether that happens depends on
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the initial parameter value that you start the search with. It is therefore essential start the
program with a good initial value.

In Microso� Excel there are algorithms available with which you can �nd the parameter
values that yield the best �t to the data. One of the functions to do that is called the “Solver”. �e
solver is actually a general algorithm that allows you to �nd numerical solutions to equations.
For example, an answer to the question: “�nd the value of parameter α for which the function
Z(α) = c” or “�nd value of parameter α for which the function Z(α) has a minimum”.
More generally, you can ask that question for functions of several variables α1, α2, . . . , αn
and �nd an answer using the solver. So, “�nd the values for parameters α1, α2, . . . , αn for
which Z(α1, α2, . . . , αn) = c” or “�nd the values of parameters α1, α2, . . . , αn for which
Z(α1, α2, . . . , αn) has a minimum” (a maximum of Z(α1, α2, . . . , αn) can of course be found
by looking for the minimum of the function −Z(α1, α2, . . . , αn)).

To be able to apply the solver in a search for a combination of parameter values that lead to
the least sum of squares, the sum of squares has to be entered in Excel as a function of those
parameters. Figures 3.6 and 3.7 shows what that looks like in Excel, in this case for a search for
the parameter values of Vmax and KM of the Michaelis-Menten equation for enzyme kinetics.

An outdated method: transformation

O�en the function that you want to �t will not be linear in its parameters, so you have to rely
on a parameter search method, and thus on the availability of a computer. Until approximately
1990 this meant that you simply could not �t it. Since linearity of the parameters was a highly
desirable property, tricks were devised to convert a nonlinear function into a linear one. With
some functions this is possible, with others not. If you take the logarithm of an e-power
function, it becomes a straight line, which is linear in its parameters. With a hyperbola, you
can achieve that by inverting it. Using these transformations you obtain a formula that is linear
in parameters and you do not need search methods. �e problem, however, with this approach
is that the answer is not entirely correct, and sometimes even very much so. A closer analysis
shows that the answer you get is an answer to a di�erent question than the one you had in
mind initially. Sometimes the error is small, but it can also be very large, depending in part on
the function, and partly on the measurements. Since transformations yield unreliable answers,
and since the motivation for it (“not ideal, but we have nothing else”) is no longer applicable,
the method should be regarded as outdated. Do not use it! We discuss these outdated method
here because it is still found in the literature, and even many textbooks.

Let’s summarize this discussion.
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Figure 3.6. �e preparation of the excel �le to �nd the best parameter values for Vmax and KM

using the least squares criterion. �e starting values for both parameters, 4 and 5 are at the top of
the sheet. �e sheet contains four columns: substrate concentration S, measured enzyme velocity
v, theoretical speed calculated by the formula vtheory = Vmax·S

KM+S , and the square of the di�erence
v − vtheory . At the bo�om the sum of the squares is calculated, with the selected starting values of
the parameters it is equal to 10.516. It is essential that the values in column vtheory are calculated
using an Excel formula in which the values of Vmax and KM from the respective cells ($B$1 and
$B$2 , marked yellow) are used, so that the sum of squares changes with changes in the parameter
values. �e graph shows the measured points and the theoretical curve. �e curve does not �t so
well with the data. You can manually try di�erent values for the parameters to improve the �t.
However, the Excel solver does that much faster and more accurate. To prepare the solver you have
to de�ne the objective function to be the sum of squares. �is should be minimized (tick the box
“Min”) by the parameter values in the cells change at the top of the worksheet (under “By Changing
Variable Cells”). �e result indicates that the solver in �g. 3.7
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Figure 3.7. �e “best” values for Vmax and KM , found by the solver, are displayed in the upper le�
corner of the sheet. Please observe that the sum of squares is now much smaller than in �g. 3.6. �e
curve �ts the data very well now.

�e least squares method

Given: a function with one or more adaptable parameters and a set of measurements.

Required: the parameter value(s) that best �t the function.

• When a function is linear in its parameters it is possible to calculate an algebraic
solution. To that purpose, create an equation for the sum of squares. Equate the
derivatives to the parameters to zero, and solve for the parameters. �ere will always
be one solution.

• You can always use a search program, like the solver in Excel, for functions with
linear or non-linear parameters. However, you should be aware that a function with
non-linear parameters may have multiple (local) minima. In that case, to be able
to converge on the true, global minimum, you should provide well-chosen initial
values.

• �e use of transformations is strongly discouraged.

Remark �e least squares method is a useful and widely used method, but in a sense quite

primitive. �ere are more more advanced and reliable methods in statistics. �ese methods consider

the origin of the di�erences between function and values in more detail. For example, to a measured

value with a high random error you should a�ach less importance than to a measurement that is

highly accurate. �e least squares method does not consider such subtleties, and weighs all points

equally heavy. It is, therefore, somewhat coarser; but o�en this ma�ers only very li�le for the

outcome. �
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3.3.3 Local approximations to functions

In many situations where where you have to deal with a function that, for one reason or another,
is di�cult to handle, you could use a simpli�ed representation of that function. Of course,
a simpli�cation does mean that you are taking an approximated view. �e easiest way is to
—locally— approximate the function by a straight line fragment. We show an example of how
this commonly used method works.

Suppose that you want to calculate
√

(19) without having access to a calculator. Consider
the function f(x) =

√
x. Close to the point x = 19 lies the point x = 16 of which we can

easily calculate the value for the function f(x). Also the slope of f(x) in that point is easily
calculated.

f ′(x) =
1

2
√
x

so that f ′(16) = 0.125. When you now assume that f has that same slope until the point
x = 19, then the function value will have increased over that distance of 3 by approximately
3× 0.125 = 0.375 (�g. 3.8). In this way you get

√
19 ≈ 4 + 0.375 = 4.375, whicis not a bad

approximation of the true value (
√

19 = 4.3588989 . . .).

x

y

f(x) =
√
x

16

4

19

4.375

Figure 3.8. Calculation of
√

19 by approximation around x = 16. For the sake of clarity, the graph
has been distorted somewhat

Example 3.3.5 When you do not want to calculate
√

19 but another value close to 16, then,
by generalizing the previous approach you obtain:

f(16 + h) = f(16) + h× 0.125

Clearly, you will make a small error, because the slope of the function f is not constant, also not
over a small lapse. However, the error in

√
19 wasn’t even large, and could be quite acceptable

for many applications. When you calculate
√

16.5 or
√

15 in this way, the error will be even
smaller. �e closer to 16 the be�er the approximation will be. �

�e more general expression of what we just did is

Approximation of a function from a reference point x

f(x+ h) ≈ f(x) + h · f ′(x)
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�is method is called local linearization of a function: close to a reference point the function
is approximated by a straight line, namely the tangent in that point. �e same method can
be applied to functions of two variables. In this case you approximate the function around a
reference point by a plane surface (the analog of a straight line), namely the tangent plane in
the reference point (the analog of a tangent line).

Example 3.3.6 We take the hill again of �g. 3.1. Let’s assume that the coordinate values are
kilometers. You are standing at the coordinate P = (0.75, 1). �e height of the hill there is
950 m (f(P ) = 0.95). If you now walk 3 meter in the x-direction and 5 meter in the y-direction,
by what distance did you then climb?

At the point where you stand, the slope in the x-direction equals 1.2, as we calculated
earlier. A displacement of 3 m thus gives an increase of 3.60 m. In the y-direction the slope at
the reference point equals −0.55, so that the displacement of 5 m in the y-direction, an increase
of −2.75 m. For the combined rise we obtain 0.85 m. �e height in the new point will therefore
be 950.85 m.

�e approximation is quite good, and only has an error of 13 cm, because we remained close
to the reference point. Further away from this point you should, just as with functions of one
variable, be aware of an increasingly worse approximation. �

What we just did in the example can be generalised as:

rise = x-derivative× x-displacement + y-derivative× y-displacement

or

∆f ≈ ∂f

∂x
∆x+

∂f

∂y
∆y

�is way of expressing our �nding is somewhat imprecise: which rise do we mean, and in
which point should we take the derivatives? So, more precisely (but longer):

Approximation of a function of two variables from a reference point (x, y)

f(x+ ∆x, y + ∆y)− f(x, y) ≈ fx(x, y) ·∆x+ fy(x, y) ·∆y

Example 3.3.7 Another example, which will be discussed later (�). For a quantity of gas
which is trapped in a given volume the pressure depends on the volume and on the temperature.
Physics tells us what that depenency looks like. According to the gas law of Boyle-Gay Lussac
(for one mole of an ideal gas):

p =
RT

V

in which R is a constant (the gas constant). If, for a given quantity of gas, you change the
temperature or the volume somewhat (with ∆T or ∆V , respectively) then, as a result, the
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pressure will also change somewhat. How much? For this, the partial derivatives of p are
required (to V and T ). Di�erentiation of p yields

pV (V, T ) =
−RT
V 2

en pT (V, T ) =
R

V

so that the required change ∆p (the di�erence p(V + ∆V, T + ∆T )−p(V, T )) is approximately
equal to

∆p ≈ ∂p

∂V
∆V +

∂p

∂T
∆T =

−RT
V 2

∆V +
R

V
∆T

�is expression gives the change in pressure for any combination of changes in temperature
and volume (providing they are small: for it is a linear approximation of a nonlinear relation). It
shows that the change in pressure does not only depend on the V - and T -changes, but also on
the levels of V and T . �

3.3.4 Propagation of measurement error

You want to know the speci�c weight of a piece of timber wood. For that, you measure the
weight g and volume v of a sample of this type of wood. �en you calculate the ρ = w/v, and
propose that this number ρ is an estimate of the density. How accurate is that estimate actually
if you know that the error in the weight ca be up to ±4% and those in the volume ±9%? In
other words, what is the maximum fractional (i.e., relative) error in ρ? Let the (maximum)
absolute errors in g and v be |∆g| and |∆v|. So, the true weight is in the range of g ± |∆g|
and the true volume in the range of v ± |∆v|, and |∆g|/g = 0.04 and |∆v|/v = 0.09. �e true
density lies in the range ρ± |∆ρ|. �e question now is, how large is |∆ρ|/ρ?

First, we should notice that ρ is a function of two variables g and v, namely ρ(v, g) = g/v. We
saw before how a function f of two variables can be approximated in an area f(x+∆x, y+∆y)
around the reference point (x, y). �is method can be applied similarly for ρ:

ρ(v + ∆v, g + ∆g) = ρ(v, g) + ρv(v, g) ·∆g + ρg(v, g) ·∆g

where ∆g en ∆v can be positive as well as negative values. �e value ∆ρ equals approximately

∆ρ ≈ ρ(v + ∆v, g + ∆g)− ρ(v, g) = ρv(v, g) ·∆v + ρg(v, g) ·∆g

�e partial derivatives ρv(v, g) and ρg(v, g) can be calculated from the function ρ(v, g) = g/v:

ρv(v, g) =
−g
v2

ρg(v, g) =
1

v

We want to know the maximal relative error |∆ρ|/ρ (g, v en ρ are always positive):

∆ρ ≈ −g
v2
·∆v +

1

v
∆g

|∆ρ|
ρ
≈
∣∣∣∣vg
(
−g
v2
·∆v +

1

v
∆g

)∣∣∣∣ =
|∆v|
v

+
|∆g|
g

= 4% + 9% = 13%
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�is formula shows how measurement errors |∆g| en |∆v| propagate in the derived quantity ρ.
�e reference point is given by the measured values of g en v. A linear approximation around
this point will o�en be accurately enough because the deviations around the reference point
will be small.
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Chapter 4

Integrals

Integrals, like derivatives, belong to the standard equipment of the natural scientist. Geomet-
rically they represent areas, or if time-dependent processes are concerned, a cumulative �ux.
For example, the integral of a birth rate is the net increase in population size, that of rainfall
the net increase in water level, that of of income the net increase of asset. �ere is a link to
di�erentiation, which we will discuss.

�e explicit derivation of integrals can be tedious, and there are all kinds of techniques to
obtain them. We will pay only some a�ention to these, but focus more on the interpretation of
the integral. Numerical integration (using a computer) is discussed, and the use of integrals to
obtain the average of continuous functions, like of a time-dependent function.

Finally, there will be a section on integrals in two or more dimensions and related complica-
tions that you encounter later in the examples.

4.1 Antiderivatives or primitives

When di�erentiating a function you try to �nd the derivative. Now the inverse problem: given
the derivative of a function, what is the original function? �is inverse of di�erentiation is
called antiderivation, and the inverse of a derivative is called a antiderivative or primitive.

4.1.1 De�nition

De�nition 6 F is an antiderivative of f means: f is the derivative of F . �

Please note the inde�nite article a. A function never has one antiderivative, but an in�nite
number.

Example 4.1.1 For example, the function f(x) = x2 + 3 has as an antiderivative F (x) =
1
3x

3 + 3x, because if you di�erentiate F you obtain f . However, G(x) = 1
3x

3 + 3x + 17 is
also an antiderivative (because it also has f as a derivative). And, more general, any F (x) =
1
3x

3 + 3x+C (where C is an arbitrary constant) is an antiderivative of f . Are there any more?
No, that’s all. �is is easy to prove, but also intuitively understandable. When you know the
derivative of a function at any position (i.e. its slope), then its shape is �xed. But this shape
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could lie anywhere above or below the horizontal axis. the picture below shows a declining see
e-power, and three of its antiderivatives. �ese are vertically displaced relative to each other
but are otherwise identical in shape. �

x

F (x)
di�erentiation

antiderivation

x

f(x)

4.1.2 Notation

�e antiderivative of a function f(x) is denoted by the symbol
∫

in front of it, and dx behind
it: ∫ (

x2 + 3
)

dx =
1

3
x3 + 3x+ C

�e symbol
∫

in the le� hand side is called the integral symbol, and the function that is being
antiderivated (here the part in brackets) the integrand.

�estion: what is the dx needed for? Would not just
∫

su�ce? Answer: No, adding dx is
necessary. Just as we have to indicate during di�erntiation that we di�erentiate to x and not to
another variable, we have to do that for the inverse operation too. If you enter another variable
there then the outcome is di�ers. Example:∫ (

x2 + a
)

dx =
1

3
+ ax+ C

and ∫ (
x2 + a

)
da = ax2 +

1

2
a2 + C

Does every function have an antiderivative? In chapter 3 we saw that this is a justi�able question
for derivatives, and that non-di�erentiable functions do exist. For antiderivatives the situation
is somewhat be�er. Functions without an antiderivative do exist, but are rather odd, not to say
bizarre. Of the functions that you will encounter we can safely assume that they will have an
antiderivative.

4.1.3 Antiderivation can be tedious

Another question is whether you can �nd these antiderivatives. �e list of standard derivatives
of chapter 3 can be used (in the reverse way). Beyond these standard functions, however, it is
more di�cult to �nd antiderivatives. �ere are two reasons for this.
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• For di�erentiation, there are �ve rules with which that you can derive lots of new deriva-
tives. However, of these, only the �rst two (the constant rule, and the sum rule) are also
easily applicable in the reverse way. �e product-, quotient- and chain-rules can not be
applied as such. �ere are antiderivation methods based on these rules, but these are all
methods that work only for particular forms of the integrand. Later in this chapter two
of these methods, integration by parts and by substitution, are discussed.

• �ere are quite a few functions for which it is really impossible to �nd an antiderivative
(more precisely, to express an antiderivative in common functions such as e-powers,
sinuses, etc.). In biological applications such functions are quite common, and in this
course we will encounter them.

We will, therefore, pay li�le a�ention to antiderivation techniques: they are di�cult, and they do
not always work. If necessary, ask an expert. �ere are also computer programs (Mathematica,
Mathcad, Mathlab, Maple) with which you can come a long way.

�at does not mean that you just have to believe what others say. If someone says that a
function F is an antiderivative of a given f , then it is very easy to check, because by di�erenti-
ating F , you have to get f . So, �nding an antiderivative can be tricky, but checking its validity
is easy. It is therefore strongly recommended to always perform such a check.

4.1.4 Standard antiderivatives

below is a list of common antiderivatives; it largely mirrors the earlier list of standard deriva-
tives.

f(x) = a F (x) = ax+ C

f(x) = xr, r 6= −1 F (x) =
1

r + 1
xr+1 + C

f(x) =
1

x
F (x) = ln |x|+ C

f(x) = eax F (x) =
1

a
eax+ C

f(x) = sin ax F (x) = −1

a
cos ax+ C

f(x) = cos ax F (x) =
1

a
sin ax+ C

As said, the rules for di�erentiation can only partially be translated into simple rules for
antiderivation. �is is what’s le� of it.

1. Constant rule: h(x) = cf(x) H(x) = cF (x)

2. Summation rule: h(x) = f(x) + g(x) H(x) = F (x) +G(x)

3. ‘limited’ Chain rule: h(x) = f(ax+ b) H(x) = 1
aF (ax+ b)
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integration!by
parts—hyperpage

Here are some antiderivatives as an example of the basic antiderivatives and calculation rules.
By di�erentiating an antiderivative you always get the integrand. Verify this.

Example 4.1.2 • f(x) = x5 − 7 =⇒ F (x) = 1
6x

6 − 7x+ C

• h(t) = 8t3 − 2
√
t− 5

t3

(
= 8t3 − 2t1/2 − 5t−3

)
=⇒ H(t) = 8 · 14 t

4 − 2 · 23 t
3/2 − 5 · 1

−2 t
−2 + C = 2t4 − 4

3 t
√
t+ 5

2t2
+ C

•
∫
e−2x dx = −1

2e
−2x + C

•
∫

(3t− 7)4 dt = 1
5(3t− 7)5 · 13 + C = 1

15(3t− 7)5 + C

•
∫

cos 2πxdx = sin 2πx · 1
2π + C = 1

2π sin 2πx+ C �

Two other antiderivatives which you can not derive using these simple rules, but which can be
found using the more advanced antiderivation methods below (by just trying a few functions
you may also sometimes succeed). �ey are still easy to verify.

Example 4.1.3 •
∫

lnx dx = x lnx− x+ C

•
∫
x2ex dx =

(
x2 − 2x+ 2

)
ex + C �

Finally, an innocent-looking antiderivative of the ‘impossible’ type (can not be expressed in
common functions). �is antiderivative is, however, one of the most common functions in
statistics: the normal distribution. It is very likely that you will encounter it again.

Example 4.1.4∫
e−x

2
dx �

4.1.5 Techniques for �nding antiderivatives*

Integration by parts

Sometimes it is possible to apply the product rule to simplify the task of �nding an antiderivative.
�e product rule says (page 25)

(uv)′ = uv′ + vu′

�is can be rewri�en as

uv′ = (uv)′ − vu′

Now suppose that a function h′, of which we want to determine the antiderivative, can be
wri�en as the product of two functions u and v′, so h′ = uv′. And suppose also that it is fairly
easy to determine the antiderivative of v′. �en h′ can be wri�en as

h′ = uv′ = (uv)′ − vu′
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In the right hand side we use the antiderivative v of v′. From this formula we deduce that the
antiderivative h of h′ is equal to h = uv − (the antiderivative of vu′). We then hope that we
can easily �nd that additionally required antiderivative of vu′. If not, then this method will fail.
Symbolically:

h = uv −
∫
vu′ dt+ C

in which hopefully
∫
vu′ dt can be easily determined.

Example 4.1.5 In the equation

h′(t) =
ln t

t2

we can choose u and v′ so that u = ln t and v′ = t−2. We have chosen u and v′ in this way
because it is easy to determine the antiderivative of t−2, which is −t−1, so v(t) = −1

t
. In other

words

h′(t) =

(
− ln t

t

)′
− −1

t
(ln t)′ =

(
− ln t

t

)′
+

1

t2

�is implies

h(t) = − ln t

t
+

∫
1

t2
dt = − ln t

t
− 1

t
+ C = − ln t+ 1

t
+ C �

Example 4.1.6 �is example was mentioned above and is a bit special:

h′(t) = ln t

�ere seems to be no second function v′(t) involved. However, you could propose that the right
hand side is equal to ln t · 1, where u = ln t and v′ = 1. So, v = t. �en it follows that

h′(t) = (t ln t)′ − t(ln t)′ = (t ln t)′ − 1

From that we deduce

h(t) = t ln t−
∫

1 dt+ C = t ln t− t+ C = t(ln t− 1) + C �

Example 4.1.7 In this example we need to apply the integration by parts trick twice. It was
shown earlier:∫

x2ex dx
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Although it is easy to �nd antiderivatives of x2 as well as ex, the easiest of both is ex. So we
choose v′ = ex, hence, v = ex and u = x2. �en we can write the antiderivative as∫

x2ex dx = x2ex −
∫

2xex dx

To the term
∫

2xex dx we again apply partial integration (using v′ = ex, hence v = ex and
u = 2x), so that we get:∫

x2ex dx = x2ex −
∫

2xex dx

= x2ex − 2xex +

∫
2ex dx

= x2ex − 2xex + 2ex + C

= (x2 − 2x+ 2)ex + C �

What happens during integration by parts? As the name says, the integration problem
is divided in parts, speci�cally, in two parts. First, you look for a term v′ that can be divided
out of the original function and can be easily antiderivated. �e more di�cult part is that the
product vu′ of the antiderivative v of v′ with the derivative u′ of the other term u should yield
an easily integrable function. �is is a ma�er of some juggling, and sometimes it doesn’t work.

*Integration by substitution

Integration by substitution uses the chain rule (page 25) to simplify the task of �nding an
antiderivative. For this purpose, the chain rule is wri�en in a slightly modi�ed form, in which
the function F is an antiderivative of the function f , and hence, f the derivative of F . �e
chain rule then states:

F ′(g(x)) = f(g(x))g′(x)

Which means, that if we recognize the form f(g)g′ in a function of which we want the an-
tiderivative, then that antiderivative must equal F (g). If �nding an antiderivative F of f is
easier than �nding that of the original function f(g(x))g′(x), then this procedure has simpli�ed
our task.

Example 4.1.8 In the integrand of∫
2x · cos (x2 + 1) dx

we recognize the function g(x) = x2 + 1 and its derivative g′(x) = 2x. By substituting g for
x2 + 1 the integrand can be wri�en as g′ cos (g). De�ning f(g) = cos (g), we see that it has
exactly the shape f(g)g′ that we require for the chain rule. Finding an antiderivative for f(g) is
easy, it is sin (g). �erefore, a�er re-substituting g = x2 + 1 we conclude that an antiderivative
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of 2x · cos (x2 + 1) must be sin (x2 + 1). �is can be easily checked by di�erentiating again.
To obtain all antiderivatives, we add a constant:∫

2x · cos (x2 + 1) dx = sin (x2 + 1) + C �

Example 4.1.9 In the integrand of∫
1

x lnx
dx

we recognize g(x) = lnx and its derivative g′(x) = 1/x. We can write the integrand as g′ · f(g),
where f(g) = 1/g. An antiderivative of f is F (g) = ln g. By re-substituting g and adding a
constant we get the antiderivatives:∫

1

x lnx
dx = ln (lnx) + C �

4.2 Integrals

ba

f(x)

x

Figure 4.2. �e integral as an area

�e concept of an integral is actually a neat representation of the notion of area. One has a
function f , marks two points a and b on it (�g. 4.2), and de�nes the integral of f between a
and b by the area enclosed by it. For a simple �gure with straight lines the area can be easily
determined. But how how should this be done for a curve? �is is done through a procedure
that consists of two steps:

1. Divide the surface into rectangular strips

2. Make the strips increasingly smaller, thereby approaching the surface be�er and be�er;
in the limit case, the di�erence with the actual surface disappears.

First step: divide the area into vertical strips and on each strip create two rectangles (�g. 4.3):
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• the inner rectangle with a height equal to the minimum of f on the strip.

• the outer rectangle with a height equal to the maximum of f on the strip.

Calculate the lower sum as the total area of the inner rectangles, and the upper sum as the
total area of the outer rectangles. �ese sums are called Riemann sums, a�er the German
mathematician Bernhard Riemann. �eir common limit is called the Riemann integral1. For

a b

f(x)

x

(a) Coarse strips

a b

f(x)

x

(b) Fine strips

Figure 4.3. Lower (blue) and upper (red plus area covered by blue) sums. �e �ner the division in
strips, the smaller the di�erence between the lower sum and upper sum. In (a) the upper- and lower
sums are displayed for n = 6 strips and in (b) for n = 24 strips.

this division in 8 strips we calculate:

Slower = min1 ·∆x+ . . .+min8 ·∆x en Supper = max1 ·∆x+ . . .+max8 ·∆x

where ∆x is the width of each strip.
If we do not take 8 strips but a di�erent number n, then we will have slightly di�erent upper

and lower sums, so that Slower and Supper depend on n:

Slower(n) =

n∑
i=1

mini ·∆x en Supper(n) =

n∑
i=1

maxi ·∆x

Irrespective of n, however, the true surface will always lie somewhere between the lower and
upper sums:

Slower(n) ≤ surface below f ≤ Supper(n)

In the second step we re�ne the strip layout. As a result, the lower and upper sums approach
each other closer and closer, as shown in �g. 4.3b. By increasing n both sums approach each
other, and in the limit they are equal (there are exceptional cases where this does not happen,
but you will not encounter these in practice).

1�ere are more generalized notions of an integral, named a�er the mathematicians Stieltjes and Lebesgue.
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4.2.1 De�nition of the integral

�e area between the limits a and b below f is de�ned as this common limit:

De�nition 7

b∫
a

f(x) dx = lim
n→∞

Slower(n) = lim
n→∞

Supper(n) �

�e notation is due to Leibniz, one of the two inventors of integral calculus. �e idea of a sum
of small areas is still clearly recognizable in it; the integral sign

∫
is a seventeenth-century le�er

S (for summa, ‘sum’).
Please note that, according to the de�nition, negative values of f(x) also yield a negative

contribution to the integral. An integral can also become negative. So the integral in this respect
di�ers slightly from the everyday notion of ‘area’, which, a�er all, is always a positive number.

Integrals of a function can be easily chained together, or —vice versa— cut into pieces (�g. 4.4).

b∫
a

f(x) dx+

c∫
b

f(x) dx =

c∫
a

f(x) dx (4.1)

To continue, the following observation is of interest. �e equation

a b c

f(x)

x

+

a b c

f(x)

x

=

a b c

f(x)

x

Figure 4.4. Integrals of a function can be chained.

F (x) =

b∫
a

f(x) dx

looks plausible, but it is nonsense. �ere are three variables in the right hand side: a, b and x. Is
the integral, therefore, a function of three variables? If you change the le� boundary a, the area
changes. �e same holds for b. But what about x? If you replace x by y or w or something else,
nothing changes. x Is an internal —‘dummy’— variable, which does not a�ect the result. F is,
therefore, a function of a and b, but not of x. �ere is, therefore, also no di�erence between

b∫
a

(x2 + 3) dx and
b∫
a

(u2 + 3) du
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De�nition 7 (dividing into narrow strips and adding up) is a neat de�nition of ‘area’, but does
not exactly provide a handy recipe for the calculation of an integral. Such a handy recipe does
exist, however. �is is discussed in the next section.

4.3 �e Fundamental �eorem of calculus

Calculating integrals is greatly facilitated by a simple connection between integrals and an-
tiderivatives. �is relation is given by a theorem that is called the Fundamental theorem of

calculus. �e statement reads:

�e derivative of the function F (x) =

x∫
a

f(u) du equals f(x)

To understand the argument, you should carefully read the integral. F here gives the area under
f as a function of the upper limit (because the symbol x is already in use for the upper limit
we have given the integration variable a di�erent name). About the lower limit a is nothing
assumed; apparently, the assertion is true irrespective of the value of a. �e proposition can be
proven easily. Just apply the de�nition of the derivative:

F ′(x) = lim
h→0

F (x+ h)− F (x)

h

F (x+ h) is the area between a and x+ h, F (x) that between a and x. �eir di�erence is the
area patch between x and x+ h. Figure 4.5 shows how the di�erence f(x+ h)− f(x) yields a

xa x+ h

f(x)

Figure 4.5. Proof of the Fundamental �eorem of calculus.

narrow strip (we use the property eq. (4.1) with width h and height that ranges between f(x)
and f(x+ h). Division by h and making h small indeed then gives as result f(x) (area = width
× height, so height = area/width).

According to the Fundamental �eorem, f(x) is the derivative of the integral. So, conversely,
the integral is an antiderivative of f(x). We now use this property to practically calculate the
integral.
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Example 4.3.1 Suppose we want to calculate the area under the function f(x) = x2 + 3
between x = 2 and x = 4 or, the integral

4∫
2

(u2 + 3) du

According to the Fundamental �eorem the integral F (x) =
∫ x
a (u2 + 3) du is an antideriva-

tive of f(x). so

F (x) =
1

3
x3 + 3x+ C

�e value of C is not yet clear, but we will come back to that. Consider F (2) and F (4), the
integrals of a to 2 and a to 4. �eir di�erence (we use here the property eq. (4.1)) is the integral
we are looking for:

4∫
2

(
u2 + 3

)
du =

4∫
a

(
u2 + 3

)
du−

2∫
a

(
u2 + 3

)
du = F (4)− F (2)

so that
4∫

2

(
u2 + 3

)
du =

[
1

3
u3 + 3u+ C

]4
2

=

{
1

3
43 + 3 · 4 + C

}
−
{

1

3
23 + 3 · 2 + C

}
= 24

1

3

�e constant C is cancelled out, and is therefore of no consequence for the answer. Please note
the convenient notation with the square brackets. Its meaning: take the value of the upper limit,
and subtract the value in the lower limit. �

�e example can be generalised without a problem:

�e integral of a function f(x) between x = p and x = q equals

q∫
p

f(x) dx = F (q)− F (p) (4.2)

in which F (x) is any antiderivative of f(x).
�e recipe for calculating the integral is: �nd an antiderivative of f , de�ne its values in the upper
and lower limits, and subtract them. �is is an important and widely used result. Sometimes
we see eq. (4.2) itself also referred to as the Fundamental �eorem, although it is actually a
consequence of that theorem.

Another example.



54 Integrals

Example 4.3.2

π∫
0

(cosx+ 2) dx = [sinx+ 2x+ C]π0 = (0 + 2π + C)− (0 + 0 + C) = 2π

Because the integration constant C always drops out, it is o�en le� out of the calculation. �

Let’s summarize. In their origin, the terms ‘antiderivative’ and ‘integral’ mean entirely di�erent
things. �e Fundamental �eorem shows their intimate relation, and this relation is used so
o�en that the two terms are o�en confused. �e similarity in the notations with the

∫
symbol

contributes to that confusion. You can also sometimes �nd the confusing terms ‘de�nite’ and
‘inde�nite’ integrals, respectively meaning the integral and the antiderivative function.

antiderivative integral
notation

∫
f(x) dx

∫ b
a f(x) dx

outdated name inde�nite integral de�nite integral

To understand the remainder of this story, it is essential to understand the di�erence between
the two.

4.4 Numerical integration

�e Fundamental �eorem gives us the ability to calculate integrals. Only, you do need an
antiderivative function to be able to apply it, and we saw that this may be di�cult or even
impossible to �nd. If so, you can always resort to the de�nition by approximating the integral
with a Riemann sum. Since this can only be done with a �nite number of strips it provides
only an approximation. However, your computer or calculator does not mind a lot of number
crunching, and therefore, you may divide the integration domain into a very �ne-grated mesh
of strips to keep error low. To make the approximation even be�er, you can use strips that have
a trapezoid shape instead of the rectangular shape from the de�nition. �e approximation is
then:

x+h∫
x

f(u) du ≈ h
[
f(x) + f(x+ h)

2

]
�is is called the trapezoid rule. An even be�er approximation is obtained with Simpson’s rule.
You could state that the trapezoid rule approximates the function f between f(x) and f(x+ h)
by a straight line. Simpson’s rule uses a parabola. But since you need three coe�cients to
determine a parabola (ax2 + bx+ c has three coe�cients), you also need three ‘anchor’ points
of the function instead of two over the interval h. In Simpson’s rule, the extra point x + h

2 ,
halfway between x and x+ h, is chosen. �e approximation is then:

x+h∫
x

f(u) du ≈ h

6

[
f(x) + 4f

(
x+

h

2

)
+ f(x+ h)

]
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4.5 Interpretation and applications

As we saw, the de�nition of the integral is closely associated with the geometric notion of an
area. In a biological context, we will also encounter other interpretations.

Many biological (and other) applications, however, concern processes; i.e. functions of time:

Example 4.5.1 • A chemical reaction has a particular time-course (in mol s−1). �e inte-
gral of this course between t = 0 and t = 10 gives the number of moles that is formed in
those 10 s.

• �e growth of a population follows a particular time course (in animals per year). �e
integral of this course over the period 1985–1996 yields the growth of the population
over that 12-year period.

• �e power consumption of a household follows a particular time course (in W = J s−1).
Consumption during a day (in Joules) is given by the integral between start time t0 and
t0 + 24× 60× 60. �

From the examples it will be clear that integrand and are and integral are expressed in units that
are di�erent but have to �t together: mol s−1 and mol, animals per year and animals, W and J.

Example 4.5.2

 

A vessel contains 0.6 L water, and is �lled with a slowly
declining �ow rate v(t), as follows:

v(t) = 0.3e−0.2t L min−1

�at gives a certain time course of the amount of water in the vessel, say Q(t). �estion: what
is Q(t)? �e amount of water entering between times 0 and t is equal to the integral of v(t)
between 0 and t:

t∫
0

v(u) du =

t∫
0

0.3e−0.2u du =
[
−1.5e−0.2u + C

]t
0

= 1.5
(
1− e−0.2t

)
Is that Q(t)? No, it is the amount that is added is between 0 and t; this comes on top of the
initial amount. �e �ow rate says nothing about this, and to �x the progress of Q(t) this has to
be added as separate information (this has everything to do with the integration constant C).
So:

Q(t) = 0.6 + 1.5
(
1− e−0.2t

)
�
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In more general terms: if v(t) is the rate at which Q(t) increases, then

Q(t) = Q(0) +

t∫
0

v(u) du

4.5.1 �e average of a function

Integrals also enable us to express. �e mean of a continuous function. You get the average
weekly sales of a shop (in a year), by adding the weekly sales together and dividing by 52. For
the average of a continuous function (a �ow rate, a temperature gradient), this does not work.
You might need to add an in�nite number of values; and by what should you then divide? So,
we have to �nd a di�erent solution. Take the case of �lling a vessel as an example. By the
question “what is the average rate between t = 2 and t = 5” you mean, just like the weekly
sales: “what constant �ow rate should I choose (over the same period) to yield the same total
volume of water?” In �g. 4.6 the two total yields are visible: the integral v(t), and the integral
below the mean value v̄ (so, a rectangle, shown in red). �ese two total yields have to be equal:

2 5

v(t)

t

v̄

Figure 4.6. �e average v̄ of a continuous function v(t).

(5− 2)v̄ =

5∫
2

v(t) dt

so that

v̄ =
1

5− 2

5∫
2

v(t) dt

�is is also generally valid:

f̄ =
1

b− a

b∫
a

f(t) dt
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To �nish the calculations:

v̄ =
1

5− 2

5∫
2

v(t) dt =
1

5− 2

[
−1.5e−0.2t + C

]5
2

= 0.1512 L min−1
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Chapter 5

Di�erential equations

Yeast is a unicellular organism that multiplies vegetatively. Under favorable conditions (appro-
priate temperature, su�cient food) it grows fast: the cell population doubles in less than half an
hour, and continues to do so. As the population increases the growth rate of the population
increases. More precisely, at any time the growth rate is directly proportional to the size of the
population at that time. Compactly expressed:

N ′(t) = αN(t) (5.1)

where N(t) represents the population size at time t. �e coe�cient α is a constant, which
will be associated with the time a yeast cell needs to double. �e relation eq. (5.1) is based on
inspection of the growth mechanism and thus looks biologically solid. But with this knowledge
we do not yet know the time course of growth, N(t). �e question is therefore, whether we can
infer it from this equation.

�e equation eq. (5.1) is an example of a Di�erential Equation (de): an equation for the
derivative of a function.

Di�erential equations play a key role in biology and other natural sciences, and from the
example it is clear why that is the case: when it is possible to describe the rate of change of
a variable, but not the variable itself, which is very o�en the case, you will be dealing with a
di�erential equation.

In this chapter we will discuss some mathematical aspects of di�erential equations: di�erent
types, whether they have a solution, how you �nd the solution, and —because solving di�erential
equations can be rather cumbersome— what you can still do if you can’t �nd a solution.

5.1 Di�erential equations and their solutions

Di�erential equations di�er from ‘normal’ equations (the correct term is algebraic equations)
because they contain a derivative; but also because their solutions are not one or a few numbers
but complete functions. An algebraic equation like 2x = 4 is an assertion about a number, which
can be true or not; x = 2 is called a solution of an equation because the assertion is true for this
number: both sides of the equation become equal. In the same manner, a di�erential equation is
an assertion about a function, and a function is the solution of the de when the assertion is
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true for that function, i.e. both sides of the di�erential equation become equal. As an example
we look again at the growing yeast population.

Example 5.1.1 Take the de

N ′(t) = 1.3N(t)

We try a lucky shot for a function that, just as yeast growth, increases faster and faster, namely
a parabola. �e 1.3 will probably have to occur in it somewhere, so let’s put it in front of the
function. We try

N(t) = 1.3t2

Is that a solution? For that it should be true that the derivative of the function equals 1.3× the
function itself.
N ′(t) = 2.6t, and 1.3N(t) = 1.69t2. �ese two functions are not equal, and it doesn’t look like
our a�empt can be a solution. Alas.
As a second a�empt we could try another fast increasing function, an e-power. We try

N(t) = 100e1.3t

Is that a solution? Again, �ll in the function on both sides of the de, and check whether they
are equal.
Le� side: N ′(t) = 130e1.3t; right side: N ′(t) = 130e1.3t. �e two are equal, so we have a
solution!
Is that als the only solution, or are there more? Yes, there are more, because also

N(t) = 40e1.3t

appears to satisfy the de. And more generally:

N(t) = Ce1.3t

is a solution for any value of C .
Apparently, this de has in�nitely many functions as solutions. Translated back to the growing
yeast cells, this seems to correspond with our physical intuition. For the equation with which
we described the growth process it doesn’t ma�er whether we start with 100 or 40 cells. But
for the actual number of cells at any time point —the solution— it does ma�er. �

�e example gives rise to a number of questions.

1. For this de we found a large number of —similar— solutions. Was that all, or are there
more?

2. Was this a special case or does it happen more o�en that a de has many solutions?

3. We found the solution by trial. Is there a more systematic way?
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4. How can you know whether a de has any solution at all? If it doesn’t exist you would be
looking for one forever!

Fist questions 1 and 2: the many solutions. We saw in the example that every function of the
kind Ce1.3t is a solution, but that’s all! �e same thing happens with all des. �ere is never
exactly one solution, but a general solution, in which there is an arbitrary constant. If you
want to determine this constant, you have to have additional information, apart from the de,
about the solution. �is extra bit of information is called a boundary condition. In many
situations that we will discuss this is o�en the value of the function at t = 0, the initial value.

All of this can be expressed exactly in the following proposition. It contains the term order.
A de in which only the �rst derivative f ′ of a function f appears is a �rst-order de. If f ′′ also
appears in it, it would be called a second-order de, etc.

A de of the n-th order to which n boundary conditions are applied has exactly one solution.
Is this proposition valid for all de? Strictly, no. But in practice: yes. �e de has to satisfy
cewrtain (rather technical) conditions, but these encompass most cases. �e cases that you will
encounter are very likely to comply. With this, questions 1 and 2 are answered and 4 also.

�estion 3 remains. Because, although theory tells us that a de has a solution, it doesn’t
mean that you will �nd it.

�e remainder of this section is concerned with this: when can you �nd a solution and
what can you do if you don’t succeed. In fact, solving a de is not the only thing you can do. To
handle des there are roughly three methods:

1. Solve it

2. Analyse the equation itself

3. Computer simulation

We will discuss these methods in the next three paragraphs.

5.2 Classi�cation, handling and solving

We already indicated that solving des may be cumbersome. Although, not always: for some
types of des there exist standard methods that yield a solution guaranteed. For others there are
methods that sometimes work, sometimes not. �en there is also a category that needs some
juggling. For many des it’s just hopeless. As a user, you should have an idea whether a de
is easily solvable or not. For that reason we �rst discuss the classi�cation of des. �ere is a
number of criteria for the classi�cation of des, of which we mention the most important. �ey
are independent, and all combinations occur.

5.2.1 �e order of a de

�e order of a de can be 1, 2, 3, etc. and is related to the highest derivative appearing in the
equation. In biolofy you will most o�en �nd �rst-order equations, or sometimes second-order.
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5.2.2 Partial des

Partial Di�erential Equation (pde) are distinguished from Ordinary Di�erential Equations (odes)
by the fact that they are concerned with functions of two or more variables (o�en: place and
time), and indicate a relation between the (partial) derivatives to these variables. �e occur
o�en in biology and are important, but di�cult to handle. �ey will, therefore, not be discussed
here.

5.2.3 Linear des

�e last category we will discuss are linear des. A de is called linear when the right side is a
linear function of the unknown function(s). To illustrate, two des

y′(t) = 3y(t) + sin t (A) y′(t) = 2y(t)− 3y2(t) (B)

Linearity of a de is determined by the way in which y(t) in the right hand side. Example A
is linear, example B is non-linear. �e criterion is whether the right hand side of the de can
be wri�en as ‘something times y(t) plus something else’, which can be done in case A (the
ternsin t doesn’t ma�er in this case) but not with B. �e only thing that ma�ers is the way in
which y(t) occurs in the right hand side.

So far this classi�cation. In addition to individual des, there also exist systems of (coupled)
des. �ese concern two or more functions that determine each other’s derivatives.

Example 5.2.1 To illustrate, some examples of di�erent types of des.

y′(t) = ay(t) ordinary, �rst order, linear
y′(t) = a {y(t)}

2
3 − by(t) ordinary, �rst order, nonlinear

y′(t) = ay(t) + b ordinary, �rst order, linear

y′(t) =
ay(t)

b+ y(t)
ordinary, �rst order, nonlinear{

y′(t) = ay(t) + bz(t)
z′(t) = cy(t)− dz(t) ordinary, �rst order system, linear

y′(t) = ay(t) + b sin at ordinary, �rst order, linear (!)
y′′(t) = ay′(t) + by(t) ordinary, second order, linear
∂C

∂t
= D

(
∂2C

∂x2
+
∂2C

∂y2

)
partial, second order, linear

We will now discuss a few solutions of common des

5.2.4 Linear odes

First, linear odes. �e simplest and most orderly type, with a nice property: they can always be
solved. �is makes them very a�ractive for the modeler. For nonlinear odes the case is o�en
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more complicated. �e general form of a linear (�rst order) ode is

y′(t) = f(t)y(t) + g(t)

in which both coe�cients f(t) and g(t) are allowed to be functions of t, but could also be
constant. �e solution is in principle alsways an e-power. In case that the coe�cient are
constants the solution is very simple. In the following we show a few solutions from the most
simple to the most general case. �e boundary condition is y(0) = y0 for all these cases.

y′(t) = ay(t) y(t) = y0e
at

y′(t) = ay(t) + b y(t) =

(
b

a
+ y0

)
eat − b

a

y′(t) = ay(t) + g(t) y(t) = eat

 t∫
0

g(u)e−au du+ y0


y′(t) = f(t)y(t) + g(t) y(t) = eF (t)

 t∫
0

g(u)e−F (u) du+ y0



in which F (t) =

t∫
0

f(v) dv

Although the last two solutions contain integrals, they are solutions: they are integrals of known
functions. However, we will not encounter these integrals in this course, and they are only
mentioned here for completeness.

5.2.5 Logistic equations

In this section we discuss a common nonlinear ode, the so-called logistic equation, with
boundary condition y(0) = y0.

y′(t) = ay(t)

{
1− y(t)

b

}
y(t) =

b

1− Ce−at
with C =

b

y0
− 1 (5.2)

�is is the form in which you will encounter it in applications in ecology. �e more ‘neutral’
form is

y′(t) = ay(t) + 1
by

2(t) = ay(t) + b′y2(t)

which is fully equivalent (with b′ = 1
b ).

5.2.6 Systems of linear odes

Finally we will discuss systems of two linear odes, with constant coe�cients. Each of both
solutions is a sum of two e-powers. First we discuss a very common special case, and then the
more general and complicated case.
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steady state—hyperpage Boundary conditions: x(0) = x0, y(0) = y0.{
x′(t) = −ax(t)
y′(t) = bx(t)− cy(t)

sol:

 x(t) = x0e
−at

y(t) =
bx0
c− a

e−at +

(
y0 −

bx0
c− a

e−ct
)

(5.3)

{
x′(t) = ax(t) + by(t)
y′(t) = cx(t) + dy(t)

sol:
{
x(t) = (λ1−d)x0+by0

λ1−λ2 eλ1t + (d−λ2)x0−by0
λ1−λ2 eλ2t

y(t) = cx0+(λ1−a)y0
λ1−λ2 eλ1t + −cx0−(a−λ2)y0

λ1−λ2 eλ2t
(5.4)

in which λ1,2 =
a+ d±

√
(a+ d)2 − 4(ad− bc)

2

�e use of eq. (5.3) requires that c 6= a, and of eq. (5.4) that λ1 6= λ2. Systems of 3 or more
(general case: n) linear odes with constant coe�cients are solved analogously. �e solutions are
always sums of 3 (general case: n) e-powers. As you see, the λ’s and coe�cients for n = 2 are
already quite complicated. For larger n, these solutions look even more complicated. However,
they can still be solved.

Here ends the overview of common odes and their solutions. �ey are cookbook recipes,
because we haven’t discussed how these solutions can be found. For the common user the
existing solution methods are only of limited use. It costs time to learn them and they do not
always work.

5.2.7 Checking solutions

Which doesn’t mean that you, as a user, should believe everything a specialist tells you about
them. Because, �nding a solution may be di�cult, but checking one is really easy. You only
have to be able to di�erntiate. It is strongly recommended to always check solutions, also when
applying the recipes above.

We will, therefore, again show the procedure for checking a solution f of an ode, here
with boundary condition f(0) = y0

Checking the solution of an odes

1. Fill in f on the le� hand side

2. Fill in f on the right hand side, if applicable

3. Check whether 1 and 2 are equal

4. Check the boundary condition, i.e whether f(0) = y0

Step 4 is o�en the fastest (and easiest) way to recognize invalid solutions.

5.3 Steady states

It is o�en possible to deduce useful conclusions from a de without having the solution itself.
One of these conclusions concerns the existence and properties of steady states. �e idea can be
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demonstrated by way of an example of a �rst order de. �e equation gives the relation between
y(t) and y′(t). One can easily draw a graph of this relation, since the relation is given, and is
not in�uenced by the way in which y and y′ each depend on t. By analyzing the graph it is
possible to draw conclusions using the normal methods of function analysis.

Example 5.3.1 Suppose that the length of an animal is given by the ode y′(t) = 2− 0.4y(t).

y′

y

2

5

growth rate 0
= steady state

Plot y′ against y. �e resulting �gure shows how the growth rate (y′) depends on the length
(y) of the animal. �e process is represented by a point running in time along the horizontal
axis, and the rate at which this happens can be read from the vertical axis. �e arrows give an
extra indication of this process, where long and short arrows indicate fast and slow change.
Furthermore, when the arrow points to the right, the derivative is positive and the animal grows.
When it points to the le�, the derivative is negative and the animal shrinks. In this way we see
that:

• the maximal growth rate is found at length 0, and that it decreases with increasing y

• growth arrests at y = 5

• when y < 5 the animal grows and when y > 5 the animal shrinks

Whether this model yields realistic conclusions about animal growth is a di�ernt story.
As we saw before, this ode is solvable, so that these conclusions could also have been

drawn from the solution. �e point we made here is that we can conclude from the equation
itself —with much less e�ort— that an animal that starts at a size < 5 will grow at a rate that
gradually decreases and will stop growing at a length of 5. �

Example 5.3.2 (Logistic growth) Take the logistic equation (eq. (5.2)) that is used to describe

growth of populations: y′(t) = ay(t)

{
1− y(t)

b

}
y′

y
b

growth rate
maximal

growth rate 0
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solution!numerical—hyperpage

solution!analytical—hyperpage
�e relation between y′ en y is a second order polynomial, and hence yields a parabola in the
graph. Closer inspection shows that growth equals 0 at two values of y, namely y = 0 and
y = b. Furthermore, the growth rate reaches a miximum exactly half-way between these two
points, at y = 1/2b. �

5.3.1 Stability

Using the last example, we will discuss an important phenomenon called stability. Consider the
point y = b. �e growth rate of the population, y′(t), equals 0 there, so that the population size
does not change anymore and will remain at that value once it has reached it. Suppose that, by
a factor external of the growth process, a perturbation of the population occurs. A number of
animals is added, or a few disappear. What will happen then? If y becomes less than b, then
(yo can read it o� the graph), the growth rate will be positive. Hence, the population will grow
again, and thus returns to the value b. If the disturbance is positive (y becomes greater than b),
then y′ negative, and the population will drop until b is reached again. In both cases, y returns
to the value b. �e value y = b is thus stable. A bit more precise: around that value, there is an
area (which may be large or small) so that y will run from any point in that area to b.

Hence, the technical term ‘stability’, is concerned with the resistance against perturbations.
�is is more than just a stand-still or an equilibrium. In colloquial language the di�erence is
not made that clearly. When saying that ‘the patient was stable’ or ‘the weather is stable’, we
mean the stand-still of a variable process, but in ‘a stable traction’ or ‘an instable personality’,
the term is perhaps more related to what we discussed here.

5.4 Simulation or numerical solution of des

‘Simulation’ means ’imitation’, and that is exactly what you do with a simulation: you imitate
the process. Nowadays this is almost exclusively done using computer programs.

5.4.1 Euler’s method

It is o�en thought that the numerical solution of des is only possible with specialized so�ware.
�at is not the case, because it can also be done using a spreadsheet program such as Excel.
Whether this solution is satisfactory depends on the type of des and the accuracy you need, but
using a spreadsheet program you can, using a simple method, o�en obtain an acceptable solution.
�e absolute easiest method to simulate des is named a�er the mathematician Leonhard Euler,
the same whose name is used for e = 2.71 . . ., Euler’s number. We illustrate this method here
with the de which describes the growth of yeast:

N ′(t) = α ·N (5.5)

Before we continue, we must also know a boundary condition, and that in this case the value
of N at time t = 0. Suppose that value is equal to 1000. We also need to know the value of
the growth parameter α, and we set it at α = 0.025h−1 (the unit of α is h−1 or 1/hour). We
will solve this de numerically, but we also know the exact, ‘analytical’ solution , so we will be
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N

t

N(0)

N(t)

N̂(h)

N(h)

h

(a) Estimating the �rst point

N

t

N(0)

N(t)

N̂(h)

N̂(2h)

h h

(b) Estimating the second point

Figure 5.1. (a) Numerical solution of the de for N(t) starts with the estimation of the value N(h)
using the boundary condition N(0) and the slope in the point (0, N(0)). �e fact that this is an
estimated value is indicated by the hat on top of the N , N̂(h). (b) �e second point N(2h) is
estimated by proceeding from the point N̂(h). �e fat line indicates the true, but unknown function
N(t), and the grey lines are the tangents with the calculated slopes.

able to check how well the numerical solution approximates the exact solution. �e analytical
solution is

N(t) = 1000 · e0.025·t

We will now apply Euler’s method to solve this de numerically. To understand this method,
we have to realize what eq. (5.5) means. It is a ‘recipe’ to calculate the slope of the function
N(t) at a given time T , and of course that can only be done if the value of N(T ) is known.
�e problem is, of course, that the value N(T ) is not known in advance for an arbitrary time
point t. However, we have a li�le stub to ‘anchor’ our solution on. It follows from the boundary
condition which says that for t = 0, N(t) is equal to 1. So we know that N(0) = 1. And we can
now, using the de eq. (5.5) calculate the slope at t = 0. It is equal to 0025h−1 · 1000 = 25h−1.
�is means that at time t = 0, 25 cells are added to the population per hour due to the growth
process. We can display this knowledge graphically as shown in �g. 5.1a. It is now probably
already clear how we can proceed from there. Since, from this �gure you see that, using the
initial value N(0) and the slope N ′(0), we can estimate the value N(h), where h is a small step
in time, like h = 0.01. An estimate of N(h) is

N(h) ≈ N̂(h) = N(0)︸ ︷︷ ︸
start

+ N ′(0)︸ ︷︷ ︸
slope

× h︸︷︷︸
step size

If we substitute the values for N(0), N ′(0) and h, we obtain N̂(0.01) = 1, 000.25. �e fact that
this is an estimate is indicated by the hat N̂ . For an arbitrary time T we are able to estimate the
value of N(T + h) if we know the value of N(T ):

N(T + h) ≈ N̂(T + h) = N̂(T ) + N̂ ′(T ) · h
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Hence, now that we have an estimate of N(0.01), we can also make an estimate a value
N(0.01 + h) a li�le bit later. If we take the same time-step h = 0.01 again, this will be
N(0.02) ≈ N̂(0.02) = N̂(0.01) + N̂ ′(0.01) · 0.01. �e derivative N ′(0.01) can be estimated as
N ′(0.01) ≈ N̂ ′(0.01) = N̂(0.01) · 0.025 = 1000.25 · 0.025 = 25.00625. �e estimated value
for N(0.02) will then be N̂(0.02) = 1000.5000625.

In this way we can calculate a chain of estimates for N(t) for the time points 0, 0.01, 0.02,
. . . . �e estimate at a speci�c time point is always calculated from the estimated values for N
and N ′ of the previous time point. �is estimate of the solution of the ode is not a function
de�nition, but a table with three calculated columns. �e �rst column contains the time points,
the second the estimated values of N , and the third the estimated value of N ′. Such a table is
shown below, including the formulas. �is result is called a numerical solution.

Table 5.2. Calculation of a numerical solution using Euler’s method of eq. (5.5) where α = 0.01
and boundary condition N(0) = 1000.

Formula
for time

Time Formula for estimated value Estimated
value of N

Formula for
estimated slope

Estimated
slope, N ′

0 0 N(0) 1000 N ′(0) = α ·N(0) 25
h 0.01 N̂(h) = N(0) + h ·N ′(0) 1000.25 N̂ ′(h) = α · N̂(h) 25.00625
2h 0.02 N̂(2h) = N̂(h) + h · N̂ ′(h) 1000.5000625 N̂ ′(2h) = α·N̂(2h) 25.01250
3h 0.03 N̂(3h) = N̂(2h) + h · N̂ ′(2h) 1000.7501875 N̂ ′(3h) = α·N̂(3h) . . .
. . . . . . . . . . . . . . . . . .
10000h 100 . . . 12178.6881603 . . . . . .

Mathematically, this procedure is not quite right: the numerical solution is also explicitly an
approach of the mathematical solution. Because, during a time step hwe pretend that the growth
rate is constant, and is equal to the rate at which it was at the beginning of the corresponding
time step. �at’s only approximately correct, because also during that short period h, N ′(t) will
change! �e error can be kept small by keeping the time step h small. However, for many de,
the larger the simulation, the greater the deviation (�g. 5.2). �erefore, it is always a good idea
to test a few values for h to investigate the in�uence of this parameter on the numerical solution.
Ideally, this in�uence is negligibly small. Euler’s method is a so-called �rst order approximation,
because we use as a straight line in the estimate to approximate the change of the function N
over the time-fragment h. �ere are other method that use second- and higher-order approaches
to approximate the function. Furthermore, the size of the time steps may also be varied, for
instance by making it small in time regions where the solution changes quickly, and larger when
it changes only li�le. Using these methods, the numerical approach can be greatly improved
and also be made faster. �ese methods are of course more complex than the Euler’s method.
So�ware for solving de usually contains multiple algorithms to approximate a solution for
di�erent types of de. Examples of such so�ware are Mathematica

1, Scilab2 and R
3 By the way,

1www.wolfram.com/mathematica. Commercial, academic licenses available
2www.scilab.org. Free, open source
3www.r-project.org. Free, open source. Requires installation of the add-on package deSolve.

http://www.wolfram.com/mathematica
http://www.scilab.org
http://www.r-project.org
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t

N(t) or N̂(t)

100

10000

h = 0.01

h = 4

Figure 5.2. �e accuracy of Euler’s method increases with decreasing time steps h. �e fat black
line indicates the analytical solution. When using h = 0.01 the point at t = 100 hardly deviates
from the analytical solution and is only 3.8 too low (0.03 %). Using h = 4 this di�erence becomes
1348 (11 %).

the range of applications of this so�ware is much broader than just for solving de. From the
description above, an essential property of computer simulation is clear: to calculate the time
course of the solution, the solution itself is not needed. �e ode itself su�ces. �at means you
can obtain a solution for any ode. Given that many odes can not be solved analytically, this is
a valuable conclusion.

�ere are also disadvantages: one only obtains a graph of the solution, not an analytical
equation. Also, simulation can only give a particular solution, and not the general solution.
Both points lead to a loss of transparency, and to learn how the solution changes with di�erent
parameter values, for example, multiple simulations have to be run.
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Chapter 6

Short introduction to linear algebra

6.1 Introduction

Linear algebra is concerned with the solutions of so-called “systems of linear equations”. A
system of linear equations is a set of linear equations that are valid simultaneously. �e term
“linear” refers to the fact that the equations contain only linear terms of the variables. It is the
simplest form of algebra that you can think of. So, if x is a variable whose value we would like
to calculate from an equation, then a linear equation in x is one in which only x or multiples
ax of x occur, where a is a so-called scalar. A scalar is a simple number (Integer, Real number,
etc) that “scales” the variable x. Terms like x2 or

√
x do not occur in a linear equations. Only

�rst-order powers x1 = x (or y1 = y or z1 = z, etc.) occur in linear equations. To summarize:
in linear equations, only scalars and linear terms of variables (x, y, z, etc.) occur. However,
multiple variables, all occurring in a linear fashion are allowed. �erefore, also an equation like
ax+ by = c where x and y are variables whose values we would like to know, and a, b, and c,
are scalars, is a linear equation. �e most general way of writing a single linear equation in n
variables is

n∑
i=1

aixi = b

where x1, x2, . . . , xn are the variables, a1, a2, . . . , an are their scalar coe�cients, and b is a
constant. �e Greek capital S, Σ, stands for “Sum” and indicates that the terms of the equation,
formed by iterating i from 1 to n, are to be summed. �e expression is an abbreviation of

a1x1 + a2x2 + . . .+ anxn = b



72 Short introduction to linear algebra

Both the xi and the ai as well as b can take values from the set of real numbers R. �e most
general notation for a system of m linear equations is:

n∑
i=1

ai1xi = b1

n∑
i=1

ai2xi = b2

...
n∑
i=1

aimxi = bm

where aim is the coe�cient for the i-th variable in the the m-th equation. �ese expressions
are an abbreviation of

a11x1 + a12x2 + . . .+ a1nxn = b1

a21x1 + a22x2 + . . .+ a2nxn = b2
...

...
...

am1x1 + am2x2 + . . .+ amnxn = bm

6.2 Solution sets

In linear algebra we are interested in solutions to linear equations. Most people think of
“solutions” as single values or a countable number of values that the variables can assume to
make both sides of an equation equal. For example, x+ 2 = 3 yields a single value for x, 1, that
makes both sides of the equation equal. Or for the equation x2 = 4 the two solutions x = 2
and x = −2 make both sides of the equation equal. However, in algebra in general, and also
in linear algebra, we o�en encounter solutions that do not yield a single or even a countable
number of values for the variables, but solutions that consist of uncountable1 (“in�nite”) sets
of values. In such cases, some or all variables can assume values in ranges of the set of real
numbers R, or over the whole set of real numbers. In linear algebra, this situation is particularly
interesting when there are multiple variables. We will demonstrate this principle using a few
very simple examples.

�e simplest linear equation is

ax = 0

and another, just a li�le more complicated equation is

ax = b
1“Uncountable” means that there exists no one-to-one mapping with the (countable) set N of natural numbers.

Even though there are in�nitely many natural numbers, you can count them. However, there is no way to count the
set R, i.e. to map every number in R one-to-one with a number in N and vice versa.
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Let’s study the �rst equation, ax = 0. When you’re not too careful you could think that x = 0
is “the solution” to that equation. However, what if a = 0? In that case, actually any x from
the set R of real numbers will solve the equation! �erefore, whether the solution is a single
number (x = 0) or an uncountable set of numbers R2 depends on the value of the scalar a. For
the second equation a single solution could be x = b

a . However, this is only a valid solution
if a 6= 0. In the case that a = 0 and b 6= 0 the equation has no solution, or in the language of
set theory: the solution is the empty set ∅. However, when a = 0 and b = 0, we get the same
situation as with the �rst equation, and any member x of the real numbers R will solve this
equation again. Concluding:

�e solution to the linear equation

ax = b

is

x =


∅ when a = 0 and b 6= 0,

R when a = 0 and b = 0,
b
a when a 6= 0

Take-home message: a “solution” may be an empty set, a single number, multiple
(countably many) numbers, or a set of in�nitely many numbers. In other words, we
generalize the concept of a solution to a set of objects that is not necessarily countable.

�ese are rather trivial solution sets: they are a bit boring or they don’t have much “intricacy”
or “structure”. �en again, we were only looking at the simplest possible linear equation. �ings
become a li�le more interesting with this linear equation:

ax+ by = c (6.1)

where x and y are variables and a, b and c are scalars. What can we say about the solution of
this equation? First of all, since the equation has two variables, the solution will always look
like a combination of two numbers, one for x and a second for y. Such combinations of two
or more numbers are wri�en between brackets as (x, y, z, . . .), and are called “tuples”. Tuples
are like sets, only the elements have a speci�c place, i.e. they are ordered lists of elements. You
have to write the numbers in a speci�c order to know which value belongs to which variable.
�is is unlike ordinary sets, wri�en with curly brackets like {x, y, z, . . .}), which behave like
bags of objects3. �e order in which the objects are wri�en is irrelevant there.

To solve eq. (6.1) we could do what you are used to do in algebra, namely try to get one

2{x|x ∈ R} is the technical way of writing this solution in “set builder” notation. In words: the set of all numbers
x such that x is an element of the real numbers.

3Furthermore, duplicate occurrences of elements in ordinary sets have no relevance, i.e. {2, 3, 3} = {2, 3},
which is certainly not true for tuples:(2, 3, 3) 6= (2, 3).
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variable on the le� side of the equation, let’s say x:

ax = c− by therefore
x = c

a −
b
ay

Here it stops and we can not get any further. Also, we should have been more careful, because
in the second step we have divided both sides by the scalar a. �is operation is only allowed
if a 6= 0. If a = 0, then x can be any real number. But then we can also determine y exactly,
namely y = c

b . . . , that is unless also b = 0. We summarize the solutions in table 6.1: �e

Table 6.1. Solutions to eq. (6.1). �e solution sets are wri�en in set generator notation.

Scalars Solution
a b c x y set of tuples (x, y)

6= 0 6= 0 ∈ R c
a −

b
ay R {(x, y)|y ∈ R and x = c

a −
b
ay}

0 6= 0 ∈ R R c
b {(x, y)|y = c

b and x ∈ R}
6= 0 0 ∈ R c

a R {(x, y)|y ∈ R and x = c
a}

0 0 6= 0 ∅ ∅ {(x, y)|y ∈ ∅ and x ∈ ∅}
0 0 0 R R {(x, y)|y ∈ R and x ∈ R}

�rst solution, perhaps you could say the one that occurs most o�en when the scalars a, b and
c would be chosen at random from the real numbers, expresses one variable in terms of the
other. It means that we could freely choose the value for one variable, y in this case. But when
choosing a value for y we would also �x the solution for x. A variable whose value can be
freely chosen in such a solution is called a free variable. Note, however, that you can only
obtain the complete solution set by le�ing the free variable take all allowed values. For example,
in the case above, the complete solution set is generated by le�ing y assume all values in R.
Listing the di�erent types of solutions in the tabular way as was done above would become
inconvenient when the number of variables and scalars increases. Instead, we will later adopt
notations that summarize these solutions implicitly.

6.2.1 �e connection with geometry

�e term “linear algebra” states that this branch of mathematics is concerned with algebra.
However, there is an intimate connection between algebra and geometry. It was discovered and
explored in great depth by the philosopher René Descartes. �e notation that we use nowadays
for variables (x, y, z, etc.) and scalars (a, b, and c) is also due to Descartes. Descartes showed
that it was possible to map equations (linear as well as nonlinear) onto the plane. He used a
coordinate system for this that we nowadays call a�er him “Cartesian coordinates”. �e basic
idea was to give every variable x, y its own axis. In this way, every combination of two numbers
is mapped to a unique position in the plane. If we have only one variable x, there will be only
one axis, which lies on a line. Every value of x has a unique position on the line, and conversely,
every point on the line has a unique value of x associated with it. If we have two variables x,
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−2 −1 0 1 2 3 4 5 6 x

{(x)|x = 3}

{(x, y)|x = 3 and y ∈ R}

x

y

−2 −1 0 1 2 3 4 5 6
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−1

0

1

2

3

4

Figure 6.1. Geometric mapping of the solution sets of the equation x = 3, when x is the only
variable (le�) or when there is an additional variable y (right). In the �rst case, the solution set is
the single 1-tuple (3) whose geometric representation is a point, in the second case it is a set of
2-tuples (3, y) where y can be any number in R. �is set can be represented geometrically by a line.

x

y

−2 −1 0 1 2 3 4 5 6

−2

−1

0

1
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3

4

(5, 0)

(0, 2 1
2
)

{(x, y)|y ∈ R and x = 5− 2y}

Figure 6.2. Geometric mapping of the solution set of the equation x+ 2y = 5.

and y, we have two axes, and all pairs of numbers (x, y) map uniquely to a point on the plane.
�e converse statement, namely that every point on the plane maps to a unique pair of numbers
(x, y) is also true. We say that there is a one-to-one mapping of the plane to the set of pairs of
numbers (x, y). �e usual way to lay out these axes is to make them perpendicular. �e same
trick can be used in three dimensions if we have three variables x, y, and z. But with four or
more dimensions it becomes di�cult to make a mental image of the mapping, although there is
no reason to stop this one-to-one mapping trick.

We can use the mapping trick to visualize solutions to equations. �e simplest mapping
is that of an equation of one variable on a line, like x = 3. How does that map onto one-
dimensional space? It is just one point on the line (�g. 6.1). How is an equation like x = 3
projected on the plane? �at depends on whether we know anything speci�c about the other
variable, y. If y can be any real number, then the solution set will be {(x, y)|x = 3 and y ∈ R},
which maps onto a vertical line (�g. 6.1). And a bit more complicated: how could we display an
equation like x+ 2y = 5 on the plane? Is it equivalent to a point? No, as we saw in table 6.1,
with these non-zero scalar coe�cients, the solution to such an equation is the in�nite set of
2-tuples {(x, y)|y ∈ R and x = 5 − 2y}, which, therefore, can not be a single point in the
plane. �e geometric mapping of this solution set is shown in �g. 6.2. How do you obtain such
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a mapping? First of all, linear equations always map onto straight objects in geometry, they
don’t have edges or curves. �e equation above maps to a straight line. To draw a straight line,
you only need to determine two di�erent points on that line, and you can draw the rest with a
ruler. �e easiest way to determine two points of the solution set is to set y = 0 and determine
x, and to set x = 0 and determine y:

if y = 0 then x = 5, yields the point corresponding to the tuple (5, 0)

if x = 0 then y = 21
2 , yields the point corresponding to the tuple (0, 21

2)

Until now we have only looked at single equations. �e more interesting parts of linear
algebra are concerned with multiple linear equations, a so-called system of linear equations.
�e solution set of a system of linear equations satis�es the solution sets of all individual
equations in the system simultaneously. In the language of set theory we say that the solution
set of a system of linear equations equals the intersection of the solution sets of the individual
equations in the system. �e intersection of two sets A and B is wri�en as A ∩B. Let’s take
the examples used above and ask what the solution set of the following system is:

x = 3

x+ 2y = 5
(6.2)

�e solution set of this system of equations is the intersection of the two individual solution
sets:

{(x, y)|x = 3 and y ∈ R} ∩ {(x, y)|y ∈ R and x = 5− 2y}

We can calculate this intersection by substituting the equation x = 3 in x = 5 − 2y, thus
obtaining y = 1. So, whereas y was a free variable (i.e. y ∈ R) in the individual solution sets,
there is only a single valid value for y in the intersection of the two sets. �e solution set is
a set with a single tuple: {(3, 1)}. Geometrically, this corresponds to one point in the plane.
�e intersection of solution sets is represented geometrically by the intersection of the lines
that mapped the solution sets of the individual equations, as shown in �g. 6.3. So, we see a
consistent correspondence between the algebraic, set-theoretic, and geometric objects.

6.2.2 Graphical solution of a system of linear equations

In the previous section we saw that we could make a graphical or geometric image of a solution
set of a linear equation. We also saw that the intersections of these graphical images represent
the intersections of the solution sets, hence, they represent the solution to a system of equations.
Let’s use this idea to solve the following systems of two linear equations:

2x− 3y = 21
2

x+ 4y = 4

We draw the solution sets of these two equations (�g. 6.4), and read the solution from the
graph: �e intersection of the two solution sets is the tuple (x, y) = (2, 12). We can check the
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Figure 6.3. �e solution set of the system eq. (6.2) geometrically corresponds to the intersection of
the solution sets of the individual equations, i.e. the intersection of the two lines.
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Figure 6.4. Graphical solution of a system of linear equations.
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correctness of this solution by �lling in the values for x and y in the system of equations. �en
we obtain

2× 2− 3× 1
2 = 4− 11

2 = 21
2

2 + 4× 1
2 = 2 + 2 = 4

so, this solution is correct. We could, of course, also have obtained this solution by a few
algebraic manipulations of the set of equations. For example, from the second equations we
could express x in terms of y:

x = 4− 4y

substituting this for x in the �rst equation we get

8− 8y − 3y = 8− 11y = 5
2

−11y = −11
2

y = 1
2

substituting this value for y back into x = 4− 4y, we get x = 4− 2 = 2.

6.3 Gaussian elimination

You saw two ways of solving a small system of linear equations: graphically and algebraically.
Of course, solving a system graphically gives us very limited capabilities, both in precision
and in the number of dimensions (variables) we can handle. Algebraically solving a system of
equations becomes more tedious, the more variables there are, unless you use a systematic way.
�e common systematic way to solve any system of linear equations is to use an algorithm
named a�er Carl Friedrich Gauss4. �e procedure is called Gaussian elimination with

back-substitution. �is algorithm is still used today, also in computer programs to solve
systems of linear equations. Gaussian elimination is useful because it will also yield a number
of fundamental facts about the solution set of the system of equations.

Gaussian elimination consists of a set of set of general rules by which we can manipulate a
system of linear equations without changing its solution set, and a systematic way to apply
these rules to approach the solution. �e �nal goal of the manipulations in Gaussian elimination
is to obtain a system of equations that has a (upper) triangular shape, like in �gure �g. 6.5.
Such a system can be more easily solved than the original set of equations. Calculating a value
for each variable by so-called back-substitution starts from the bo�om of the triangular set of
equations. You �rst solve the last equation for v, then substitute this value of v in the second
to last equation and solve that one for the second to last variable. Finally you substitute all
variables in the �rst equation and solve that one for x. �e way to obtain a triangular set of
equations is to manipulate the equations using a set of operations that leaves the solution set of
the system of equations intact. �e rules for manipulating the equations are

4�e Wikipedia lemma on this subject tells us that the name “Gaussian elimination” is due to a misunderstanding
about the history of the method.

http://en.wikipedia.org/wiki/Gaussian_elimination
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a11x+ a12y + a13z + . . . a1nv = b1

a22y + a23z + . . . a2nv = b2

a33z + . . . a3nv = b3

. . . = . . .

annv = bn

Figure 6.5. �e upper triangular form of a system of n equations with n variables, the goal of
Gaussian elimination.

1. any two equations may exchange position

2. any equation can be multiplied by a non-zero scalar on both sides of the equal sign

3. any equation can be added to (or subtracted from) any other equation in the system

�ese operations will not change the solution of the system of equations (see section 6.3.2), so
that the new set of equations is equivalent to the original set. �e following scheme describes a
systematic way (an algorithm) of carrying out these operations in order to reach a triangular
system. Most people apply the rules more or less intuitively, but here they are wri�en out:

1. Set the first equation to be the “operating equation”, and the first variable to be the
“target variable”

2. If the operating equation is the last equation then stop, else continue with 3.

3. If the operating equation has a non-zero coe�icient for the target variable then continue
with 4, else continue with 6.

4. To each equation below the operating equation add or subtract a multiple of the operating
equation so that the coe�icient of the target variable becomes 0.

5. Set the equation immediately below the operating equation to be the new operating
equation and the variable following the target variable to be the new target variable.
Continue with 2.

6. Find the first equation below the operating equation for which the target variable has a
non-zero coe�icient. If there is an equation below the operating equation for which the
coe�icient of the target variable is not zero then exchange that equation with the target
equation, make it the new target equation and continue with 4. Else if the target value is
not the last variable make the next variable the target variable and continue with 4. Else
stop.
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We demonstrate this procedure by an example.

x+ y + 3z = 12

2x+ 2y + z = 9

x− y + z = 2

�e �rst equation is the operating equation and the �rst variable, x the target variable.�e
equations have to be manipulated in such a way that the x’s disappear from the second and
third equation (step 4). We subtract the �rst equation multiplied on both sides by 2 from the
second equation and get:

x+ y + 3z = 12

−5z = −15

x− y + z = 2

and we subtract the �rst equation from the third equation:

x+ y + 3z = 12

−5z = −15

−2y − 2z = −10

Our new target variable is y, but the second equation has a coe�cient equal to 0 for this variable,
so we exchange it with the third equation:

1x+ y + 3z = 12

−2y − 2z = −10

−5z = −15

�is system has a triangular shape, and we are �nished! Now we can use back-substitution to
obtain values for the variables. From the last equation we obtain z = 3. Substituting that in the
second equation we get −2y − 6 = −10, or 2y = 4 or y = 2. Substituting z and y in the �rst
equation we get x+ 2 + 9 = 12, or x = 1. So, the solution is (x, y, z) = (1, 2, 3).

�e le�most coe�cients in the Gaussian-eliminated form are called the pivot elements of a
system of linear equations. We will discuss these pivot elements more o�en. �eir values are
uniquely determined by the Gaussian elimination procedure.

Once you know the procedure of Gaussian elimination by heart, it is usually easier to make
a few short-cuts, and adapt your notation somewhat. For example, writing down the variables
each time is tedious. Since the coe�cients provide all information needed, why not just write
down these? Also, a short-cut would be to eliminate the target variable in all following equations
in one sweep. �e sequence above could then be abbreviated as:

1 1 3 12
2 2 1 9
1 −1 1 2

⇒
1 1 3 12
0 0 −5 −15
0 −2 −2 −10

⇒
1 1 3 12
0 −2 −2 −10

0 0 −5 −15

We’ve used vertical lines to indicate the le�- and right-hand sides of the equations.
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6.3.1 What Gaussian elimination tells us about the solution set

To illustrate what Gaussian elimination can tell us about the solution set of system of equations
we start with an example.

v + 2w + x+ 2y = 2

w + 2y = 1

v + w + x = 1

First of all, we can say that this is a system of 3 equations with 4 variables. So, we can already
conclude that at least one of the variables can not be tied to a single value. �is means that the
solution set of this system will have at least one free variable, but perhaps even more, which we
will �nd out now using Gaussian elimination.

1 2 1 2 2
0 1 0 2 1
1 1 1 0 1

⇒
1 2 1 2 2
0 1 0 2 1
0 −1 0 −2 −1

⇒
1 2 1 2 2
0 1 0 2 1
0 0 0 0 0

�is shows that the third equation drops out. Apparently it provides no extra information about
the variables in addition to the �rst two equations. �is must also mean that we have two
free variables in the solution set, instead of the one that we expected based on the numbers
of variables and equations. �e two remaining equations only allow us to express two of the
variables in terms of the two other (free) variables. To be more concrete, we could express the
variables v and w in terms of x and y, as follows:

w = 1− 2y

v = 2− x− 2y − 2w = 2y − x

Hence, the solution set is

{(v, w, x, y)|x ∈ R and y ∈ R and v = 2y − x and w = 1− 2y}

�e pivot elements have been underlined again. As you can see, the number of non-free variables
equals the number of pivot elements a�er Gaussian elimination of a system of linear equations.
Hence, the number of free variables equals the total number of variables minus the number of
pivot elements.

A system of linear equations with n variables and m equations:

• has at least n−m free variables.

• a�er Gaussian elimination has at most m pivot elements.

• has n−#pivots free variables in its solution set.
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6.3.2 Why the equationmanipulations of Gaussian elimination do not change

the solution set*

�e set of operations section 6.3 will not modify the solution set of the system of equations.
It’s almost obvious why this is true for the �rst and second rules, but for the third rule, adding
an equation to another, it is not immediately clear. We use the language and knowledge of
set theory to demonstrate the validity of these rules. As we said above, the solution set of a
system of equations is the intersection of the solution sets of the individual equations. Having n
equations with solution sets A1, A2, . . . An the solution set of the system is A1 ∩A2 ∩ . . .∩An.

Rule 1 �e �rst rule says that we can exchange the position of equations. In terms of the
solution set, this is equivalent to exchanging the positions of solution sets A1, A2, . . . An
in the intersection equation A1 ∩A2 ∩ . . . ∩An. �is will not change the intersection of
all individual solution sets, as you may easily conclude by drawing a few Venn diagrams,
or from the following rules: a) A ∩B = B ∩A and b) (A ∩B) ∩ C = A ∩ (B ∩ C).

Rule 2 �e second rule, multiplying an equation on both sides by a non-zero scalar will not
change the solution set of that individual equation, and hence, it will not change the
solution set of the system of equations either. �is is almost trivial, as the generating
equation in the set generator notation of the solution set of an equation is the equation
itself, and solution (sets) of an equation do not change by the multiplication of an equation
by a constant on both sides of the equal sign.

Rule 3 �e third rule, adding one equation to another, will leave the intersection of the solution
sets of these two equations unchanged, and will therefore also not change the intersection
of all solution sets. Suppose that A and B are the solution sets of the two equations and
B′ is the solution set of the sum of the �rst and second equation. �en we want to show
that A ∩B = A ∩B′.

Proof Suppose that

A =

{
(x1, x2, . . . , xn)|

n∑
i=1

a1ixi = b1

}

B =

{
(x1, x2, . . . , xn)|

n∑
i=1

a2ixi = b2

}

and the set-generator equation for B′ is based on the sum of these two equations:

B′ =

{
(x1, x2, . . . , xn)|

n∑
i=1

(a1i + a2i)xi = b1 + b2

}

where
∑n

i=1 a1ixi = b1 and
∑n

i=1 a2ixi = b2 are the most general forms of linear
equations (in n variables x1, . . . , xnh). Let’s calculate a set generator for the solution set
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A ∩B. From the �rst equation, we can express x1 in terms of the other variables5.

x1 =
b1
a11
−

n∑
i=2

a1i
a11

xi

Substituting this in the second equation we get

a21

(
b1
a11
−

n∑
i=2

a1i
a11

xi

)
+

n∑
i=2

a2ixi = b2

Multiplying both sides of the equation by a11 we get

a21b1 −
n∑
i=2

a21a1ixi +
n∑
i=2

a11a2ixi = a11b2

from which we �nally obtain
n∑
i=2

(a11a2i − a21a1i)xi = a11b2 − a21b1

�is equation describes the relation between variables x2 . . . xn (x1 has been eliminated),
and is the generating equation for the solution set A∩B. �e sum of these two equations
can be wri�en as (taking the term with x1 out of the

∑
term)

(a11 + a21)x1 +

n∑
i=2

(a1i + a2i)xi = b1 + b2

Again, we substitute the solution for x1 in terms of the other variables obtained from the
�rst equation in this new second equation:

(a11 + a21)
b1
a11
−

n∑
i=2

a11 + a21
a11

a1ixi +
n∑
i=2

(a1i + a2i)xi = b1 + b2

Multiplying both sides of the equation by a11 we get

(a11 + a21) b1 −
n∑
i=2

(a11 + a21) a1ixi +

n∑
i=2

a11 (a1i + a2i)xi = a11b1 + a11b2

Taking the
∑

terms together and bringing the constant terms to the right side this
becomes

n∑
i=2

(a11a1i + a11a2i − a11a1i − a21a1i)xi = a11b1 + a11b2 − a11b1 − a21b1

5if the coe�cient a11 happens to be 0 then we just re-label the variables to get obtain an x1 with a coe�cient
that is not equal to 0.
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in which a few terms cancel to obtain:
n∑
i=2

(a11a2i − a21a1i)xi = a11b2 − a21b1

which is the generating equation for the intersection set A ∩ B′. It is the same as the
equation obtained before for A ∩B, therefore A ∩B = A ∩B′. �

6.4 Matrix notation: an alternative way of writing a system of

linear equations

We will now introduce the matrix notation, which is just another way of writing a system of
linear equations. If we have the system

2x− 3y = 21
2

x+ 4y = 4

then the matrix notation of this system is[
2 −3
1 4

] [
x
y

]
=

[
21
2

4

]
�is notation separates variables and coe�cients (scalars), but is completely equivalent to the
system of equations. It is just another way of writing the system of equations. We gain a bit
in e�ciency, because we only have to write each of the variables once. We call the structure[
2 −3
1 4

]
a matrix (here, a 2 by 2 matrix) and the structures

[ x
y

]
and

[
2
1
2
4

]
column vectors

(here, of length 2). �e matrix and column vector wri�en next to each other,
[
2 −3
1 4

][ x
y

]
is

called a matrix multiplication. Since we de�ne this matrix notation as being equivalent to the
system of equations above, we have also implicitly de�ned the rule for multiplying a matrix by
a column vector, namely that each row of a matrix is multiplied by the column vector, and then
added up. Suppose we know the values of x and y, and want to calculate the right hand side of
the equation. So, for example x = 2 and y = 3. Substituting in the equation above, but without
writing down the right-hand side of the equation, since we want to calculate that, gives us the
matrix equation[

2 −3
1 4

] [
2
3

]
=?

Since the outcome must be the same as the outcome of the two linear equations, we have to
multiply the �rst element in the �rst row of the matrix by x, the second element in the �rst row
by y and add up these two terms, yielding 2× 2 +−3× 3 = −5 for the �rst equation. Similarly,
we have to multiply the �rst element of the second row by x and the second element of the
second row by y and add up the terms, yielding 1× 2 + 4× 3 = 14 for the second row. So, the
system of equations in matrix notation will become:[

2 −3
1 4

] [
2
3

]
=

[
2× 2 +−3× 3
1× 2 + 4× 3

]
=

[
−5
14

]
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�is rule also applies for larger matrices and column vectors, namely if we have a matrixA,
and a column vector v (note that symbols indicating vectors or matrices are wri�en in bold font)
then the notationAv (which we call “matrix multiplication”, speci�cally the multiplication of a
matrix by a column vector) is equivalent to the system of linear equations where every element
in the rows ofA is multiplied by the element in the corresponding row of the vector, and the
terms are added up. �e notation A, v and Av, as well as the names “matrix”, “vector” and
“matrix multiplication” already show some abstraction. We regard these as new mathematical
objects, on which operations can be performed. However, in this syllabus we will stick very
closely to the origin of these objects, namely systems of linear equations. It’s a good idea when
working with these new objects to go back and forth, and to realize what operations on matrices
mean in terms of the equivalent systems of linear equations. Many of the operations on matrices
that you will encounter can be directly translated into manipulations of the corresponding
system of linear equations, and vice versa.

Matrix notation also allows us to view the system of equations in a di�erent way, namely by
separating the coe�cients in the matrix for each of the variables in individual column vectors,
like [

2 −3
1 4

] [
x
y

]
=

[
2
1

]
x+

[
−3

4

]
y (6.3)

To be able to reconstruct the original set of equations from this vector equation, we have
implicitly de�ned two new rules: that of multiplying a vector by a scalar and that of adding two
column vectors. We de�ne the rule that multiplication of a vector by a scalar (here the scalar is
a variable) is done by multiplying every component of that vector by the scalar:

1
3
...
6

x =


x

3x
...

6x


And we de�ne that addition of vectors with equal length (only equal lengths are allowed) is
done by adding the corresponding components:

1
3
...
6

+


2
4
...
3

 =


1 + 2
3 + 4

...
6 + 3

 =


3
7
...
9


With these rules, can you see why the le� and right hand sides are equivalent?[

2 −3
1 4

] [
x
y

]
=

[
2
1

]
x+

[
−3

4

]
y
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Rules for linear algebra

To summarize, we have de�ned the matrix notation of a system of linear equations, and
we have de�ned a way to split the matrix of coe�cients into column vectors. Implicit with
these de�nitions come a set of rules to guarantee that these new structures and operations
on them remain fully equivalent with the system of linear equations that they represent:

Multiplying a matrix by a column vector. A matrixA with n columns can be multi-
plied by a vector v with n rows (wri�en asAv) by doing the following for each row
in the matrix: multiply each element in the row by the element in the corresponding
row of the vector and adding up all terms. �e result is a column vector of the same
length as the number of equations, or (which is the same) the number of rows in the
matrix A.

Av =


a11 a12 . . . a1n
a21 a22 . . . a2n

...
...

...
am1 am2 . . . amn



v1
v2
...
vn

 =


a11v1 + a12v2 + . . .+ a1nvn
a21v1 + a22v2 + . . .+ a2nvn

...
am1v1 + am2v2 + . . .+ amnvn


Multiplying a column vector by a scalar. A column vector v can be multiplied by a

scalar a, wri�en as va = av by multiplying each element of the vector by the scalar.

va = av = a


v1
v2
...
vn

 =


av1
av2

...
avn


Adding two column vectors. Two column vectors u and v of equal length can be added

(wri�en as u+ v) by adding the elements in the corresponding positions.

u+ v =


u1
u2
...
un

+


v1
v2
...
vn

 =


u1 + v1
u2 + v2

...
un + vn


Clearly, u+ v = v + u

at this moment, there would be no reason to not de�ne Av = vA. However, we will not do
this, because we will later de�ne general matrix equationsAB, whereA andB are matrices.
In that case in generalA×B 6= B×A. Since we may, and will de�ne column vectors as n× 1
matrices, we should also say that in generalAv 6= vA.

When de�ning multiplication of a vector and a scalar, we have also implicitly de�ned the
multiplication of a matrix and a scalar. If we multiply every equation in a system of linear
equations by a scalar c on both sides of the equations, then in the equivalent matrix equation
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every element of the matrix is multiplied by that same scalar c. For example, the system of
equations above:

2x− 3y = 21
2

x+ 4y = 4

becomes

2cx− 3cy = 21
2c

cx+ 4cy = 4c

or in matrix notation:[
2c −3c
c 4c

] [
x
y

]
=

[
21
2c

4c

]
From our de�nition of multiplying a column vector by a scalar, the right hand side is equal
to c
[
2
1
2
4

]
. �erefore, to obtain a scalar multiplication for matrices where cAv = cb can be

interpreted consistently, we have to de�ne an additional rule for multiplying a matrix by a
scalar:

Multiplication of a matrix by a scalar

When multiplying a matrixA by a scalar c (wri�en as cA = Ac) every element inA is
multiplied by c.

Ac = cA = c


a11 a12 . . . a1n
a21 a22 . . . a2n

...
...

...
am1 am2 . . . amn

 =


ca11 ca12 . . . ca1n
ca21 ca22 . . . ca2n

...
...

...
cam1 cam2 . . . camn



6.5 Geometric interpretation of column vectors and the “dual

representation” of a solution to a system of linear equations

Now we have something new: since the column vectors
[
2
1

]
and

[−3
4

]
in the matrix

[
2 −3
1 4

]
are

equivalent to tuples, in this case 2-tuples, we can map them on the plane by using Descartes
trick again of mapping pairs of numbers on a plane. �en these column vectors map to the
points represented by the tuples (−3, 4) and (2, 1). �ese vector tuples are usually displayed
on the plane by an arrow that ends in the point representing the tuple (�g. 6.6). �e reason is
that these vectors may be viewed as extensible constructs that cover a set points (set of tuples)
that are generated from the original tuple by multiplying by a scalar. �e grey line through
the origin and the point (−3, 4) represents the set of tuples (−3x, 4x) that is equivalent to the
vector multiplication

[−3
4

]
x where x can be any real number.

We know now how the tuple set generated by
[−3

4

]
x can be mapped on the plane. �is

corresponded to the operation of multiplying a column vector by a scalar. �e other operation
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Figure 6.6. Mapping column vectors of length 2 to the plane. �e grey lines represent the sets of
tuples that are formed by multiplying the column vectors by arbitrary numbers from R.
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Figure 6.7. �e geometrical construction of the sum of two column vectors.

on column vectors that we know is addition. What is the geometrical analog of vector addition?
For example, if both x = 1 and y = 1 then

[
2
1

]
x+

[−3
4

]
y =

[
2
1

]
+
[−3

4

]
=
[−1

5

]
. �is point

is shown in �g. 6.7, as well as how the point is found by le�ing one of the vectors start at the
arrow-side of the other vector.

We now actually have the tools at hand to geometrically solve the system of linear equations
that we started out with, using the geometrical representation of the column vectors! �e
system of equations was

2x− 3y = 21
2

x+ 4y = 4
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Figure 6.8. �e geometrical equivalent of solving a system of equations using the column vector
perspective. To construct the solution, draw help-lines through the target point parallel to the
vectors and, if necessary, trough the vectors intersecting the parallel help-lines (le� �gure). �en
draw the target point as the sum of these vectors each multiplied by a scalar (right �gure)

In matrix notation:[
2 −3
1 4

] [
x
y

]
=

[
21
2

4

]
and split in column vectors:[

2
1

]
x+

[
−3

4

]
y =

[
21
2

4

]
�e point corresponding to

[
2
1
2
4

]
is shown in �g. 6.8. We draw two lines through this “target”

point, parallel to the two column vectors, and extend lines through the column vectors until
they coincide with these parallel lines. We can then read the solution from the �gure: we need
two times the vector

[
2
1

]
, so x has to be equal to 2, and add half the vector

[−3
4

]
, so y has to be

equal to 1
2 , to get to the target point.[

2
1

]
× 2 +

[
−3

4

]
× 1

2 =

[
4
2

]
+

[
−11

2
2

]
=

[
4− 11

2
2 + 2

]
=

[
21
2

4

]

6.6 Solving the matrix equationAx = 0

6.6.1 Vector spaces

Before we continue, we need to de�ne a mathematical structure called a vector space. �e notion
of a vector space is based on the idea that a set of vectors can be de�ned that are “connected”
through linear operations, by which we mean that in this set any linear combination of vectors
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yields a vector that is again a member of the set. �is is called a “space” because of the clear
connection with a continuum of points in a geometric space. Although in this short introduction
we only discuss the tuples of numbers and their mapping in geometric space as “vectors”, the
subject of vector spaces is actually much broader than these mathematical objects. A formal
de�nition of a vector space is based on a set of 8 rules or axioms:

De�nition 8 (Vector space*) A vector space is a set V of objects (vectors). Suppose u, v and
w are three elements of V , and a and b are scalars. �en

1. u+ (v +w) = (u+ v) +w (associativity of addition)

2. u+ v = v + u (commutativity of addition)

3. V contains an element 0, called the zero vector, such that for all vectors v in V v+0 = v

4. For every v in V there exists an element −v in V such that v + (−v) = 0 (existence of
the additive inverse)

5. For every v from V 1v = v

6. For every v from V (ab)v = a(bv) (scalar and vector multiplication are compatible)

7. For every v and u from V b(u+ v) = bu+ bv (scalar multiplication is distributive with
respect to vector addition)

8. For every v from V (a+ b)v = av+ bv (scalar multiplication is distributive with respect
to scalar addition) �

Although not explicitly mentioned, clearly, when u and v are objects of V then u+ v is also an
object of V . Speaking of u+ v would be useless if u+ v did not exist. �e same is true for au,
where a is any scalar value. �ese two properties together imply that any linear combination
au+ bv is again a member of the vector space. �is property is called the closure property. �e
most important thing to remember is that a vector space must contain a 0 element and has the
closure property, i.e. it contains all linear combinations of its elements.

If we stick to the column vectors of length n here, as introduced above, then it is clear what
the 0 element is: it is the column vector containing only 0’s:

0 =


0
0
...
0


Because, with our de�nition of vector addition on page 86, we get

v + 0 =


v1
v2
...
vn

+


0
0
...
0

 =


v1 + 0
v2 + 0

...
vn + 0

 = v
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as required by rule 3 for a zero vector.
�e concept of vector spaces is important because solution sets of systems of linear equations

can be de�ned in terms of vector spaces, where the column vectors take over the role of the
number tuples. We will �nd that solution sets to linear equations are either a vector space, or
are the sum of a vector space and a single particular vector. In the process of de�ning these
solution sets we will also encounter the concept of a vector subspace. A vector subspace V ′ is a
subset of a vector space V , having all the properties of a vector space. So, in particular, a vector
subspace should itself contain a 0 element, and should also contain all linear combinations
of its member vectors. We can demonstrate these concepts by their geometrical equivalents.
�e two-dimensional plane (or an n-dimensional geometry) corresponds to a vector space. It
contains a 0 element, corresponding to the origin (0, 0), or

[
0
0

]
, and the sum of any two 2-tuples

is again in the plane. �is vector space is called R2 because it consists of all combinations of
real numbers (x, y) where x ∈ R and y ∈ R. A proper vector subspace of the plane would
correspond to a line through the origin. �at line contains the origin (our 0 element) and any
linear combination of vectors on the line is again on the line! You can imagine that there are
in�nitely many lines throught the origin, with di�erent angles. Hence, there are also in�nitely
many vector subspaces of the vector space consisting of 2-tuples. Notice that this line, or the
1-dimensional subspace of R2 can not be wri�en as R1, because it still consists of 2-tuples (x, y)
where x and y can not each just take any value from R, but only very particular combinations
of values, for example y = 2x. So, there is a dependency between x and y.

Would a line not going through the origin also correspond to a vector subspace? No, for
two reasons:

1. We can not de�ne a zero-vector on that line

2. Not every linear combination of vectors on the line also falls on the line

In three dimensions, i.e. in the vector space R3, subspaces can be the origin itself (a vector
space with a single element), lines through the origin or planes through the origin. In higher
dimensions (Rn) they can be higher dimensional slices of the space. However, all these slices
should contain the origin!

6.6.2 Homogeneous system of linear equations

We will de�ne the solution set of systems of m linear equations in n variables of the form

a11x1 + a12x2 + . . .+ a1nxn = 0

a21x1 + a22x2 + . . .+ a2nxn = 0

...
...

...
am1x1 + am2x2 + . . .+ amnxn = 0

Systems with only 0’s on the right-hand side of the equations are called homogeneous systems
of equations. Such a system corresponds to the matrix equation Ax = 0, where 0 is the
zero-vector of length m. We will now show that solution sets of such systems, when formulated
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in linear algebra terms, correspond to vector spaces, usually subspaces of the vector space Rn
that contains all vectors of length n. �e �rst thing to demonstrate is that the solution set
contains the zero vector. �is is almost trivial when you look at the system of linear equations.
Filling in 0’s for all variables x1, . . . xn yields a solution for the system because the le� and
right hand sides become equal! Second, it is also easy to show that any linear combination of
solutions is again a solution.

Proof Suppose that u and v are two solutions, which means that Au = 0 and Av = 0.
Is au + bv, for any scalars a and b, also a solution? To �nd out, we multiply by A to get
A(au+ bv). Matrix multiplication is distributive, i.e. A(x+ y) = Ax+Ay 6. �erefore, we
have

A(au+ bv) = Aau+Abv = aAu+ bAv = a0 + b0 = 0 + 0 = 0 �

So, we know that solution sets to a homogeneous system of equations corresponds to a vector
space, but this hardly helps us to describe that space speci�cally (apart from knowing for sure
that always 0 is in the solution set). To obtain a full description of the solution set for a particular
system of equations we will, of course, use Gaussian elimination.

An example: we have the system of equations

u+ v + w = 0

u+ 2v + 3w = 0

v + 2w = 0

(6.4)

or the equivalent (homogeneous) matrix equation1 1 1
1 2 3
0 1 2

uv
w

 =

0
0
0


We solve this system of equations (matrix equation) by Gaussian elimination. In our shorthand
notation, we can leave out registration of changes to the right hand side. It contains only 0’s,
and multiplying these by scalars, adding, subtracting or exchanging equations will not change
this.

1 1 1
1 2 3
0 1 2

⇒
1 1 1
0 1 2
0 1 2

⇒
1 1 1
0 1 2
0 0 0

We have two pivots, and since the number of variables is 3, the solution must be described using
one free variable. �e eliminated set of equations, with the same solution set as the original set
of equations, is

u+ v + w = 0

v + 2w = 0

0 = 0

6We haven’t shown this, but the proof is rather easy.
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We could choose any of the three variables u, v, w as being the free variable. But a systematic
way of obtaining that description is to continue the steps of Gaussian elimination starting
from the upper-triangular form. �e goal is to let all pivots obtain value 1 and to subsequently
remove all pivot variables (u and v, which will be our non-free variables) from the equations
above the corresponding pivot by subtracting multiples of the equation with the pivot. In this
case, the pivots are already equal to 1, so we continue by removing the second pivot (the one
corresponding to the variable v) from the �rst equation

1 1 1
0 1 2
0 0 0

⇒
1 0 −1
0 1 2
0 0 0

�is is called the reduced row-echelon form, and the procedure is called Gauss-Jordan

elimination. It leaves us with two equations, each containing only one pivot variable and one
or more free variables (here only one). �is allows us to express each non-free (pivot) variable
in terms of free variables:

u +−w = 0

v + 2w = 0
⇒

u = w

v = −2w

�e solution set can be wri�en as {(u, v, w)|w ∈ R and u = w and v = −2w}. An alternative
way of writing this solution set in terms of a vector space isuv

w

 =

 w
−2w
w

 =

 1
−2

1

w (6.5)

or in set notation and explicitly showing that the free variable can take any real value:
 1
−2

1

w∣∣∣∣∣w ∈ R


Is the zero-vector a member of this set? Yes, sure just take w = 0 and we get

[
0
0
0

]
as part of the

solution set. It is also easy to show that any linear combination of two members of this set is
again a member of the set. In geometric terms, the solution set corresponds to a line through
the origin in 3-dimensional space.

Let’s take another example.

6.6.3 Some terminology: rank and null space of a matrix

In linear algebra some terminology has entered that makes talking about matrices easier once
you know it. �e background of the terminology is rather simple to explain, now that we have
arrived at this point.
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�e rank of a matrix. �e rank of a matrixA, wri�en as rank(A), is just equal to the number
of pivot variables a�er Gaussian or Gauss-Jordan elimination. If a matrixA has n columns
and m rows then it is called full row-rank if rank(A) = m or full column-rank if
rank(A) = n.

�e null space of a matrix. We saw that solutions to the homogeneous equation Ax = 0
are always vector spaces. �ey contain at least the element 0 and if they contain any
other vectors then they also contain all linear combinations of these vectors. �e vector
space V that is the solution set toAx = 0 is called the null space or kernel of the matrixA.
�ese are symbolically wri�en asN (A) or ker(A). �e null space will play an important
role in solving the more general, non-homogeneous equation Ax = b, as we will see
below.

In our previous example (eq. (6.4)), the matrix A =
[
1 1 1
1 2 3
0 1 2

]
had rank(A) = 2 and N (A) =

ker(A) =
[

1
−2
1

]
w with w ∈ R. Remember that N (A) or ker(A) is a set (a vector space) and

that rank(A) is an integer.
�e dimension of the null space, dim(N (A)), de�ned as the number of free variables needed

to describe the null space, is also an integer and is called the nullity of the matrix. �e number
of columns in a matrix equals the total number of variables, which equals the number of free
variables plus the number of non-free variables. �e la�er equals the number of pivots or the
rank of the matrix. So, there is a theorem, called the rank-nullity theorem, that says that

rank(A) + dim(N (A)) = n

where n is the number of columns of the matrix. �e theorem is almost trivial when you realize
that it is equivalent to saying that

n = #columns
= total #variables
= #non-free variables + #free variables
= #pivots + #free variables

6.6.4 Basis of a vector space

A basis of a vector space V is a minimal set of vectors v1, v2, . . . , vn for which all w ∈ V can
be wri�en as a linear combination a1v1 + a2v2 + . . .+ anvn. I.e. V can not be described by
linear combinations of less than n vectors. We say that a basis “spans” the vectors space V . A
basis is not unique. For example, two di�erent bases for the vector space R2 are

{[
1
0

]
,
[
0
1

]}
and

{[
1
1

]
,
[
2
1

]}
. �ere are in�nitely many bases for a vector space. It is also possible to span

a vector space with more vectors than present in a basis. For example, R2 is also spanned by{[
1
0

]
,
[
0
1

]
,
[
1
1

]}
, although the la�er set is not a basis! In general, the number of vectors in a

basis for Rn equals n.
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6.7 Solving the matrix equationAx = b

6.7.1 �e column space

We saw that the null space of a matrixA was the set of vectors x that solve the homogeneous
matrix equationAx = 0. Another very particular vector space corresponding to a matrixA is
its column space. Suppose we try to solve the non-homogeneous matrix equationAx = b,
where b 6= 0. We saw that sometimes such an equation (or the equivalent system of linear
equations) sometimes does not have a solution, i.e it has the empty set ∅ as a solution set. What
can we say about b if the solution set would not be empty, or to say it di�erently, which b would
be admissible to letAx = b have a non-empty solution set? Well, we know that an equation
like

Ax =


a11 a12 . . . a1n
a21 a22 . . . a2n

...
...

...
am1 am2 . . . amn



x1
x2
...
xn

 =


b1
b2
...
bm


can also be wri�en as a sum of column vectors (see eq. (6.3)):

Ax =


a11
a21

...
am1

x1 +


a12
a22

...
am2

x2 + . . .+


a1n
a2n

...
amn

xn =


b1
b2
...
bm


�is way of writing the matrix equation shows that we have linear combinations of all column
vectors from the matrix A on the le� hand side of the equation, since the x1, x2, . . .xn are
scalars. So the le� hand side is the vector space composed by linear combinations of the columns
fromA, and is called the column space. Clearly, admissible vectors b must be in that column
space (i.e. be members of the column space) to obtain non-empty solution sets for the vector x!

As a trivial example, if we have a matrix[
1 2
0 0

]
then [

1 2
0 0

]
x =

[
1
1

]
can never give a solution for x, because there are no values of x1 and x2 to get both sides of
the equation[

1
0

]
x1 +

[
2
0

]
x2 =

[
1
1

]



96 Short introduction to linear algebra

equal. In general, only vectors of the form
[
a
0

]
, where a can be any real value, are in the column

space. A li�le bit less trivial example is[
1 2
4 8

]
I.e [

1 2
4 8

]
x =

[
1
1

]
will not yield a solution for x, because

[
1
1

]
is not in the column space of this matrix. However,

all vectors of the form
[
1
2

]
a, where a can be any real value, are in the column space of this

matrix. For a 2× 2 matrix this conclusion still seems trivial, but it becomes less trivial for larger
matrices to �nd out which vectors are in the column space.

We have now arrived at a conclusion for the matrix equation Ax = b that di�ers from
our conclusion for the homogeneous equationAx = 0, namely that, whereas solution sets for
the homogeneous equation always have at least one member (namely 0), solution sets for the
non-homogeneous equation can be empty sets! �at is because 0 is always in the column space
(or in any vector space), but an arbitrary vector b is not necessarily in that column space.

6.7.2 Constructing the solution set forAx = b

Suppose we know that a particular vector xp is a solution to Ax = b, or that Axp = b. We
will now prove that the set of vectors consisting of xp + xn where xn ∈ N (A) are also in
the solution set, in fact that this formula describes the complete solution set. To show that
x = xp + xn also satis�esAx = b we �rst need to remind ourselves of the fact thatAxn = 0.
It now becomes quite trivial:

Proof

Ax = A(xp + xn) = Axp +Axn = b+ 0 = b �

It also describes the complete solution set forAx = b.

Proof Suppose that we have any other vector y that is also a solution, soAy = b. �en the
di�erencey′ = y−xp must be in the null space ofA, sinceA(y−xp) = Ay−Axp = b−b = 0.
�erefore, y itself must be a member of the set described by xp + xn where xn ∈ N (A), since
it can be wri�en as y = xp + y′, where y′ ∈ N (A). �

To practically solve the problem of obtaining a description of the solution set forAy = b, we
need a method to obtain a particular vector xp and we need a description of the null space. For
the la�er we already know a method: Gaussian elimination. For the former we will need Gauss-
Jordan elimination. And we will see that we can actually solve both questions in one elimination.
Let’s take our previous homogeneous example, eq. (6.4), but now solve a non-homogeneous
case: 1 1 1

1 2 3
0 1 2

uv
w

 =

4
8
6
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We perform Gauss-Jordan elimination, but now, of course, with the right-hand vector augmented
(because row operations will change it!).

1 1 1 4
1 2 3 8
0 1 2 6

⇒
1 1 1 4
0 1 2 4
0 1 2 6

⇒
1 1 1 4
0 1 2 4
0 0 0 2

⇒
1 0 −1 0
0 1 2 4
0 0 0 2

which yields the matrix equation1 0 −1
0 1 2
0 0 0

uv
w

 =

0
4
2


which is equivalent to the system of equations:

u − w = 0

v + 2w = 4

0u+ 0v + 0w = 2

Clearly, it is impossible to solve this system with any choice of u, v an w, because the last
equation reduces to 0 = 2. �is shows that the solution set of this system is the empty set ∅.
�e right-hand vector is incompatible with the le� hand equation, or, in other words, it is not
in the column space of the matrix. Now let’s try another right hand side:1 1 1

1 2 3
0 1 2

uv
w

 =

4
5
1


Again, we perform Gauss-Jordan elimination:

1 1 1 4
1 2 3 5
0 1 2 1

⇒
1 1 1 4
0 1 2 1
0 1 2 1

⇒
1 1 1 4
0 1 2 1
0 0 0 0

⇒
1 0 −1 3
0 1 2 1
0 0 0 0

which yields the matrix equation1 0 −1
0 1 2
0 0 0

uv
w

 =

3
1
0


�is yields a description with one free variable (w):

u − w = 3

v + 2w = 1

0u+ 0v + 0w = 0
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�e last equation, which reduces to 0 = 0, shows that the right hand vector is compatible. We
can make the �rst two equations valid by choosing the right expressions for the pivot variables
in u and v in terms of the free variable w:uv

w

 =

 3 + w
1− 2w

w

 =

3
1
0

+

 1
−2

1

w where w ∈ R

We see that this equation is of the form x = xp + xn where xn ∈ N (A), with xp =
[
3
1
0

]
and

xn =
[

1
−2
1

]
w. �e la�er is equal to the description of the null space (eq. (6.5))!

How can we see that this right hand side vector,
[
4
5
1

]
, is in the column space of the matrix?

Our solution shows that it does. For example, set the free variable w = 1. �en u = 4, v = −1,
and we get as follows:1 1 1

1 2 3
0 1 2

 4
−1

1

 =

1
1
0

 4−

1
2
1

+

1
3
2

 =

4
5
1


In fact, our solution showed that any choice for w will do the job:1 1 1

1 2 3
0 1 2

1
2
1

 =

1
1
0

 (3+w)+

1
2
1

 (1−2w)+

1
3
2

w =

 3 + w + 1− 2w + w
3 + w + 2− 4w + 3w

0 + 1− 2w + 2w

 =

4
5
1


6.7.3 Constructing the column space ofA

We saw in the example above that
[
4
8
6

]
was incompatible with the matrix, whereas

[
4
5
1

]
was

compatible. How can we construct general right hand side vectors b for the equationAx = b
that are compatible with the matrixA? Or, in other words, how can we formulate the complete
column space? Again, we use Gaussian elimination, but now on the general equation1 1 1

1 2 3
0 1 2

uv
w

 =

b1b2
b3


where we leave the entries for b undetermined. Performing Gaussian elimination yields

1 1 1 b1
1 2 3 b2
0 1 2 b3

⇒
1 1 1 b1
0 1 2 b2 − b1
0 1 2 b3

⇒
1 1 1 b1
0 1 2 b2 − b1
0 0 0 b3 − b2 + b1

We don’t have to continue until obtaining the reduced row-echelon form because we can already
see that the last equation 0 = b3 − b2 + b1 yields a condition on b1, b2, and b3 independent of
u, v and w, whereas the �rst two equations can be satis�ed for any values of b1, b2 and b3 by
choosing the right u, v and w. Using the last equation, we can express one of the variables b in
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terms of the other two, for example b3 = b2 − b1. �erefore, the most general formulation of
the column space C(A) ofA is the set of vectors:

C(A) =

 b1
b2

b2 − b1

 =

 1
0
−1

 b1+

0
1
1

 b2 =

 1 0
0 1
−1 1

[b1
b2

]
where b1 ∈ R and b2 ∈ R (6.6)

Clearly,
[
4
5
1

]
satis�es this condition, whereas

[
4
8
6

]
does not. We saw here that we formulated b

using the two free variables b1 and b2: they can independently take any real values to obtain a
compatible right hand vector.

We can also make a general statement about the number of free variables that we need to
describe the column space, or of the dimension of the column space: dim(C(A)). It is equal to
the rank ofA, i.e. dim(C(A)) = rank(A)

Wait a minute, didn’t we say before that the column space equals all linear combinations of
the columns of a matrix? So, in this case

C(A) =

1
1
0

x1 +

1
2
1

x2 +

1
3
2

x3 where x1 ∈ R and x2 ∈ R and x3 ∈ R

�at is true: in fact both this statement and the previous formulation are valid. However, the
three vectors in the formulation above are not a basis for the column space, whereas the two
vectors in the �rst formulation are. �e �rst formulation uses 2 free variables and this one 3.
�e reason is that by Gaussian elimination we “ironed out” dependencies between columns
and rows, and were able to calculate a basis, whereas there is still a dependency present in the
original matrix. Namely, the third column equals 2 times the second column minus the �rst
column:1

3
2

 =

1
2
1

 2−

1
1
0


�is means that there are e�ectively only two free variables among the x1, x2 and x3, since1

1
0

x1 +

1
2
1

x2 +

1
3
2

x3 =

1
1
0

x1 +

1
2
1

x2 +

1
2
1

 2−

1
1
0

x3 =

1
1
0

 (x1 − x3) +

1
2
1

 (x2 + 2x3) =

1
1
0

x′1 +

1
2
1

x′2
It is not so di�cult to show that this representation of C(A) is equivalent to the one we obtained
a�er Gaussian elimination in eq. (6.6): substitute x′1 = 2b1−b2 and x′2 = b2−b1 in the equation
above.
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6.8 Multiplying and adding matrices

Until now we have limited the matrix multiplication to equations of the formAv whereA was
an m rows × n columns matrix and v a column vector of length n, or with n rows. We saw
that the rules for a multiplication like[

2 −3
1 4

] [
2
3

]
=

[
−5
14

]
follows from the equivalence of such matrix equations with system of linear equations. �ere is
a logical extension of these rules to a situation where we multiply a matrix by a matrix, instead
of by a column vector. For example, how could we de�ne the following matrix multiplication:[

2 −3
1 4

] [
2 5
3 −1

]
=?

An obvious way would be to treat this equation as two separate matrix equations[
2 −3
1 4

] [
2
3

]
=

[
−5
14

]
and

[
2 −3
1 4

] [
5
−1

]
=

[
13
1

]
and glue the resulting column vectors together to one matrix[

−5 13
14 1

]
So that the matrix multiplication is now de�ned as[

2 −3
1 4

] [
2 5
3 −1

]
=

[
−5 13
14 1

]
Using such a rule for a matrix multiplicationA×B, it is clear that the number of columns in
the le� hand side matrix A must equal the number of rows in the right hand side matrix B.
However, there are no restrictions on the number of rows inA and the number of columns in
B. In general, if A is an m × n matrix and B is an n × p matrix, then they are compatible
for the multiplicationA×B, and the result of the multiplication will be an m× p matrix. In
general, they will not be compatible for theB ×A multiplication, unless m = p.

6.8.1 Identity and permutation matrices

An identity matrix In is de�ned as a square (n×n) matrix which has 1’s as its diagonal elements
and 0’s as its o�-diagonal elements, like:

In =


1 0 . . . 0
0 1 . . . 0
...

... . . . ...
0 0 . . . 1
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�e reason that it is called an identity matrix is the fact that, having an m× n matrixA (where
n could be equal to 1) the multiplicationsAIn and ImA both yieldA as a result.

It is easy to see why that is the case. Consider the type of matrix multiplication that we
started out with, the multiplication of a matrix by a column vector:

1 2 3 4
5 6 7 8
9 10 11 12




1
0
0
0

 =

1
5
9


or 1 2 3 4

5 6 7 8
9 10 11 12




0
0
1
0

 =

 3
7

11


We see here that using a column vector with 0 entries and just one 1-entry is a way of selecting
one of the columns in the matrix, namely the column corresponding to the position of the 1. In
the �rst example, the 1 is in the �rst position, so we “select” the �rst column of the matrix, and
in the second example the 1 is in the third position, and we select the third column of the matrix.
When using our de�nition of matrix multiplicationA×B, a square matrixB where the �rst
column has a 1 in the �rst position, and every subsequent column has a 1 in the subsequent
position (so, an identity matrix) every column has a 1, selects every column from the matrixA,
starting with the �rst column. �ese are glued together, and hence, this procedure reconstructs
the matrixA, column by column:

1 2 3 4
5 6 7 8
9 10 11 12




1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1

 =

1 2 3 4
5 6 7 8
9 10 11 12


Similarly, multiplying on the le� hand side by a 1× n vector with just one 1-entry:

[
0 0 1

] 1 2 3 4
5 6 7 8
9 10 11 12

 =
[
9 10 11 12

]
selects the row in the right hand matrix corresponding to the position of the 1 in the le� hand
matrix. And the multiplication1 0 0

0 1 0
0 0 1

1 2 3 4
5 6 7 8
9 10 11 12

 =

1 2 3 4
5 6 7 8
9 10 11 12


reconstructs the right hand matrix row by row. Now, knowing that an identity matrix selects
and pastes columns (inA× I) or rows (in I ×A) we may ask: what happens if we swap rows
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or columns in I? For example in the example above, swapping the �rst and third row of I we
get
[
0 0 1
0 1 0
1 0 0

]
. If we multiply our matrix by this we obtain0 0 1

0 1 0
1 0 0

1 2 3 4
5 6 7 8
9 10 11 12

 =

9 10 11 12
5 6 7 8
1 2 3 4


which is identical to the original matrix with the �rst and third rows swapped! So: multiplying
a matrixA on the le� side by an identity matrix I ′ with swapped rows (I ′ ×A) yields a matrix
A′ with the same rows swapped. Similarly, multiplication on the right side (A× I ′) with an
identity matrix with columns swapped yields a matrixA′ with the same columns swapped.

Because of this property, identity matrices with swapped rows or columns (actually it
doesn’t ma�er whether you swap rows i and j or columns i and j: you get the same result
for a diagonal matrix) are called permutation matrices, because they make permutations of
columns and rows in a matrix.

6.8.2 Gaussian elimination as a matrix multiplication

We saw that le� multiplication of a matrix by a permutation matrix swaps its rows. Swapping
rows is one of the operations used in Gaussian or Gauss-Jordan elimination. So we can reproduce
a swap of rows in matrixA by le�-side multiplication by a permutation matrix I ′ ×A.

We will now show that it is also possible to reproduce the other two operations in Gaussian
or Gauss-Jordan elimination: multiplication of a row by a scalar a and addition of a row to
another row by a le�-side multiplication by a modi�ed identity matrix.

�e �rst operation, multiplication of a row by a scalar a is actually quite simple, if you
followed the logic in the previous section. Suppose we want to multiply the �rst row of our
example matrix by a factor 5 (which would be the �rst thing we would do when performing
Gaussian elimination). Instead of multiplying by I , we would multiply by5 0 0

0 1 0
0 0 1

1 2 3 4
5 6 7 8
9 10 11 12

 =

5 10 15 20
5 6 7 8
9 10 11 12

 (6.7)

�e subsequent operation we would perform is to subtract this �rst row multiplied by 5 from the
second row. �is is actually reproduced by subtracting the �rst row from the second row in our
modi�ed identity matrix, and using this to multiply the original matrix by this double-modi�ed
identity matrix. So, in5 0 0

0 1 0
0 0 1

 (6.8)

we subtract the �rst row from the second and obtain 5 0 0
−5 1 0

0 0 1

 (6.9)
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and use this to le�-multiply the original matrix to obtain: 5 0 0
−5 1 0

0 0 1

1 2 3 4
5 6 7 8
9 10 11 12

 =

5 10 15 20
0 −4 −8 −12
9 10 11 12

 (6.10)

What these examples show is that every step in Gaussian elimination can be reproduced by
starting with an identity matrix and performing the same row-operations on that matrix.
Subsequently, this modi�ed identity matrix can be used to le�-multiply the original matrix, to
obtain the �nal result of Gaussian, or Gauss-Jordan elimination. To make a complete example
of this, we take a previous example (eq. (6.4)). �ere we have a matrix

A =

1 1 1
1 2 3
0 1 2


To simplify the replication of the elimination process of the identity matrix easy, we glue it
on the right side (augment it toA, is the o�cial term, symbolically expressed as

[
A
∣∣I]), and

continue until we have the reduced row-echelon form (Gauss-Jordan elimination)

1 1 1 1 0 0
1 2 3 0 1 0
0 1 2 0 0 1

⇒
1 1 1 1 0 0
0 1 2 −1 1 0
0 1 2 0 0 1

⇒
1 1 1 1 0 0
0 1 2 −1 1 0
0 0 0 1 −1 1

⇒
1 0 −1 2 −1 0
0 1 2 −1 1 0
0 0 0 1 −1 1

�e modi�ed identity matrix now is

I ′ =

 2 −1 0
−1 1 0

1 −1 1


Making the multiplication indeed yields

I ′ ×A =

 2 −1 0
−1 1 0

1 −1 1

1 1 1
1 2 3
0 1 2

 =

1 0 −1
0 1 2
0 0 0


�e trick to see why this works is to forget (for a while) any old rules you might have known
about calculating individual entries in a matrix multiplication, and just see le�-multiplication
of a matrix as a recipe for multiplying, adding and swapping rows in the right-hand matrix. So,
the �rst line in I ′ above says that the new �rst row in the product matrix will be formed by
taking 2× the �rst row fromA and subtract 1× the second row from it. �e second row in I ′
says that the second row in the product will be formed by taking −1× the �rst row from A
and adding the second row to it, and �nally, the third row in I ′ says that the third row in the
product will be formed by adding the �rst row inA to the third row and subtracting the second
row from it.

Of course we can make the same statements about how the right-hand matrix provides a
recipe to multiply, add and swap columns in the le�-hand matrix to make new columns in the
product matrix. Try it out on the example above!
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Note, that I ′allows us to easily formulate the column space. By multiplying both sides of
Ax = b by I ′ we obtain:

I ′Ax = I ′b1 0 −1
0 1 2
0 0 0

x1x2
x3

 =

 2 −1 0
−1 1 0

1 −1 1

b1b2
b3


�e row(s) of interest are the ones that have only 0’s on the le� hand side, i.e. the rows
corresponding to the (0-valued) pivots of the free variables. �ose are the rows that give us
dependencies between the b’s only. Here we obtain 0 = b1 − b2 + b3, the same expression as in
eq. (6.6).

6.9 �e inverse of a matrix

Having a square matrix A, it is sometimes possible to �nd a matrix A−1, called the inverse
of A for which A−1A = AA−1 = I . Having such an inverse is actually a way to �nd the
unique (single point) solution to a matrix equation likeAx = b. If we multiply both sides of
this equation byA−1 we obtain

A−1Ax = A−1b

Ix = A−1b

x = A−1b

where we have the column vector of unknown variables on the le� hand side and the known
matrixA−1 and column vector b on the right hand side. So, if solving a matrix equation is that
easy, why don’t we always calculate the inverse if we want to solve a system of equations?
�ere are two reasons: a) there are many case when there is no unique solution, but where
we have in�nite solution sets, and b) the algorithms for calculating inverse matrices are as
complicated or more complicated in terms of numbers of elementary operations than Gaussian
elimination In fact, one of the ways to calculate an inverse is to use Gaussian elimination, as we
will see below. �ere are cases where calculating an inverse may pay o� when solving systems
of linear equations. For example, when you have many systems with the same matrixA on the
le� hand side and di�erent vectors b on the right hand side.

�ere are a few ways to calculate an inverse, if it exists. One way is to use Gauss-Jordan
elimination (i.e. elimination until a reduced row echelon form is obtained) with a so-called
augmented identity matrix. Suppose we have a square, 3× 3 matrix1 2 3

0 1 4
5 6 0


To calculate the inverse with Gaussian elimination, we write down the table of coe�cients in
the usual way, augmented with a 3× 3 identity matrix, and proceed with Gaussian elimination
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until the reduced row echelon form is obtained as follows:

1 2 3 1 0 0
0 1 4 0 1 0
5 6 0 0 0 1

⇒
1 2 3 1 0 0
0 1 4 0 1 0
0 −4 −15 −5 0 1

⇒
1 2 3 1 0 0
0 1 4 0 1 0
0 0 1 −5 4 1

We now have a triangular form, and continue until we have the reduced row echelon form

⇒
1 2 0 16 −12 −3
0 1 0 20 −15 −4
0 0 1 −5 4 1

⇒
1 0 0 −24 18 5
0 1 0 20 −15 −4
0 0 1 −5 4 1

and we are �nished. �e le� side now contains the identity matrix, and the right side the inverse
of the original matrix. Let’s check this:1 2 3

0 1 4
5 6 0

−24 18 5
20 −15 −4
−5 4 1

 =

1 0 0
0 1 0
0 0 1


So indeed−24 18 5

20 −15 −4
−5 4 1

 =

1 2 3
0 1 4
5 6 0

−1
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