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Abstract

Introns are regions in eukaryotic genes that are cut out of the mRNA before
translation in a process known as splicing. When completed, polyadenylated mRNAs
are sequenced using massively parallel sequencing methods (RNA-Seq), small
amounts of intronic sequence are still detected. The specific amounts vary between
introns and between samples, and this was hypothesised to be related to properties
of the sequence of the introns or surrounding regions. Exploring RNA-Seq data
from the livers of inbred rats of the BN-Lx and SHR strains gave insight into several
of these properties. Intronic expression turned out to correlate closely to (exonic)
expression of the genes, suggesting that mRNAs may simply not have finished
splicing after polyadenylation. Examination of splice site sequence variation and
the expression of introns at different position along their transcripts did not reveal
a clear pattern. Finally, analysis using an R package named DEXSeq revealed a
number of differentially expressed introns between the two strains. These results
may be correlated with genetic differences, and suggest a more general difference
between BN-Lx and SHR.

Introduction
Many genes in eukaryotic organisms consist of multiple protein-coding sequence regions
called exons, interleaved with long noncoding stretches called introns. An ensemble
of several proteins and small RNAs known as the spliceosome recognises the introns
and removes them from the transcribed pre-mRNA in a mechanism known as splicing,
before the mRNA is transported out of the nucleus to be translated into protein (Hoskins
and Moore 2012).

The basic mechanism by which the introns are removed starts with the recognition
of three conserved sequence patterns in the intron by components of the spliceosome,
mostly small nuclear ribonucleoproteins (snRNPs). These sequence patterns are the
5′ splice site (the start of the intron) and the 3′ splice site (the end of the intron), the
latter of which is preceded by a polypyrimidine tract (a stretch of uracil and cytosine
nucleotides) and a short region known as the branch site. After binding of the snRNPs,
two transesterifications occur: the 5′ splice site binds to the 2′ carbon of an adenine
nucleotide at the branch site, forming a loop structure named the intron lariat. Next, the
now-detached upstream exon binds to the downstream exon at the 3′ splice site, releasing
the intron (Kornblihtt et al. 2013).

Splicing not only facilitates recombination of individual domains of proteins through
exon shuffling or exonisation of intronic sequence, it has also evolved to be a powerful
mechanism of regulation. Through alternative splicing, one gene can produce multiple
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transcripts, which may have different functions. This is achieved by varying splice
sites, or by entirely skipping specific introns or exons. Retention of introns is the most
common route in ‘lower’ eukaryotes such as yeast but also in plants, while animals
more commonly skip the inclusion of exons (Keren, Lev-Maor and Ast 2010). Since
alternative splicing is such a powerful method of regulation, directly determining the
sequence of mRNA, it is not surprising that various diseases are associated with errors
in the selection of splice sites (Tazi, Bakkour and Stamm 2009).

The presence of the different mRNA isoforms can be determined on a large scale
using a method known as RNA-Seq (short for RNA sequencing). In RNA-Seq, the RNA
is isolated (often targeted for the poly-adenine tails that are attached after mRNAs are
fully transcribed, if the experiment is only concerned with processed mRNA), cDNA is
synthesised by reverse transcription, and the nucleotide sequence of fragments of these
cDNA molecules is determined using massively parallel DNA sequencing technologies
(often referred to next-generation sequencing or NGS). Rather than sequencing only one
end of such a fragment, some technologies also support sequencing both ends, resulting
in two paired sequence reads some distance apart in the transcript (Ozsolak and Milos.
2011).

To map from which transcripts these fragments originated, the sequence reads are
then aligned back to the genomic reference sequence of the organism. Since some of
the reads will span a splice junction, starting in one exon and ending in another without
containing the intron inbetween, these will not align to the genome using regular methods.
Specialised mapping tools have been developed that insert large gaps in the alignment to
align these reads too, as they do not only comprise a significant fraction of the data, they
also provide direct evidence for splicing events (Garber et al. 2011).

One of the next-generation sequencing technologies that can be used for RNA-Seq
is Applied Biosystems/Life Technologies’ SOLiD system. Rather than by synthesis
as most other technologies, SOLiD identifies the sequence by iteratively ligating short
fluorescently-dyed probes hybridising to the template. This makes it possible to sequence
overlapping di-bases rather than single bases, interrogating each base twice and repres-
enting the sixteen possible pairs by four dyes using a carefully-constructed scheme. The
reads are aligned to the reference in this ‘colour space’ encoding and converted to bases
in the process, distinguishing sequencing errors from actual reference mismatches to
some extent but requiring specific mapping software that accounts for this (Breu 2010).

Numerically assessing expression of transcripts based on RNA-Seq data is more
complicated than it may sound at first, as alternative splicing implies that different
transcripts can share large parts of their sequence. It is often not possible to determine
unambiguously from which transcript a read originated. Methods have been developed
to estimate the expression of each of the isoforms based on maximum likelihood. Several
software packages for statistical evaluation of differential expression are also in common
use, often applying models accounting for both technical and biological variation in the
read counts (Garber et al. 2011).

Even with poly-A-tail-enriched samples, some intronic sequence can often be found
in RNA-Seq reads. Their amounts can vary between introns and between samples, the
cause of which may not always be clear. Analysis of RNA-Seq data may reveal patterns
that explain the effect, for example patterns in the sequence of the pre-mRNA. This
thesis describes a project to find these kinds of patterns.
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Methods
The project started out with single-end SOLiD colourspace mRNA reads from the liver
of a rat of the BN-Lx strain. This is a strain of polydactylous Brown Norway rats with a
mutant Lx gene, whose genome is otherwise similar to the reference genome. These
reads had been mapped using TopHat 2.0.6 (Trapnell, Pachter and Salzberg 2009) to the
previous build of the rat reference genome, RGSC3.4. This mapping was combined with
annotation from Ensembl Genes version 69 (the last version to use RGSC3.4, released
in October 2012)(Flicek et al. 2012) to determine the locations of exons in the genome.
Only protein coding genes and transcripts annotated as ‘known’ were used, meaning that
they were annotated in rat in at least one database external to Ensembl.

To explore this data set and visualise patterns, intronic expression had to be quantified.
A simple measure for this can be obtained by counting the number of reads in a region
and normalising for the size of the region and the total number of mapped reads in the
experiment, expressing it as reads per kilobase per million mapped reads or RPKM
(Mortazavi et al. 2008).

In alternatively spliced genes, multiple versions of an intron may exist, and reads
mapped to a region that is intronic in one transcript may actually belong to an exon in
another. Therefore introns that overlapped exonic regions in other isoforms were ignored
in the intial data exploration, effectively only including the smallest versions of introns.
This is illustrated in Figure 1. In addition, only reads that originated unambiguously
from within a region where counted, and reads with bases mapped in an intron as well
as ones mapped outside it were not.

These steps were performed in the R environment for statistical computing (R Core
Team 2013), using several packages from the Bioconductor project: Rsamtools (Morgan,
Pagès and Obenchain 2010) to load the read mappings into R,GenomicFeatures (Carlson
et al. 2009) to load the Ensembl annotation in, and GenomicRanges (Aboyoun, Pagès
and Lawrence 2010) to format the annotation into the form just explained and count the
reads mapped in the introns. Several possible explanations for the intronic reads were
explored in the BN-Lx rat sample.

Next, expression of introns was compared between rats of different strains using
the R package DEXSeq (Anders, Reyes and Huber 2012). This package is designed
for detecting differential expression of exonic regions. It applies statistical models to
read counts in disjoint exonic regions, as illustrated in Figure 2. For this study, the
intronic regions in between were included as well. One of the authors of the package
has recommended against leaving out the exons entirely in this case, as that may leave
too few reads to estimate the distribution of noise in the data set (Reyes 2013).

The statistical methods of DEXSeq require biological replicates, multiple rats of
each strain. Therefore a data set was used that consisted of single-end SOLiD liver
mRNA-Seq reads of three BN-Lx rats and three SHR rats (a spontaneously hypertensive
rat strain of very different ancestry). The reads were mapped to the RGSC3.4 reference

Figure 1: Illustration of how introns were selected for data exploration. In genes with
multiple isoforms, introns that overlapped (parts of) exons in other transcripts were
excluded.
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Figure 2: Illustration of how DEXSeq splits exonic regions. Exons overlapping other
exons are split up so each region is covered by a uniform number of transcripts.

using BWA version 0.5.10 (Li and Durbin 2009), the last version to support colourspace
alignment of SOLiD reads. BWA is not a spliced mapper, but as DEXSeq bases its
analysis on read counts in individual exonic regions this should not make a difference;
reads mapped to exon-exon junctions would be discarded.

Some introns may only have high read counts because of a local region with high
coverage, e.g. a low-complexity region or an unannotated exon. As the techniques used
so far consider only total read counts, these introns will be detected as highly expressed.
Therefore, the differentially-expressed introns detected by DEXSeq were filtered for the
percentage of bases covered by at least one read. The Bioconductor package rtracklayer
(Lawrence, Gentleman and Carey 2009) was used to export a GTF track file describing
the intronic regions, and this file was provided to the coverage command of the BEDTools
suite (Quinlan and Hall 2010) along with BAM files to calculate the statistic for each of
the six rats. A cut-off value was then chosen for the average fractional coverage width in
the strain in which this value was highest.

A set of reliable filtered SNPs based on genome sequencing of the ten rat strains was
available as well. Some of these sequence differences between strains may be causal
to the intron expression differences observed with DEXSeq. SNPs that were different
between BN-Lx and SHR were selected from the genes that contained an intronic region
expressed differentially between these two strains.

Results
Ensembl annotation was downloaded and transformed into an R object listing the introns
not overlapped by exons. TopHat read mappings of a BN-Lx rat liver sample were loaded
into R as well and filtered for mapping quality scores of 5 and higher, and reads mapped
in the introns were counted and expressed as RPKMs. For comparison the expression
level of their genes was calculated as well, simply averaging over the full union of exonic
regions. The most highly expressed introns are listed in Table 1.

Many of the most highly expressed introns seem to belong to genes that are highly
expressed in liver. This suggests that there is a relation between intron expression and
gene expression even in this mRNA data set enriched for processed molecules with a
poly-A-tail. Indeed, after selecting introns with at least 1 read in genes with at least 5
exonic reads, the base-10 logarithms of the RPKMs of the introns correlate with those
of the corresponding genes with a Pearson correlation of 0.47 and a p-value below
2.2 × 10−16. The intronic values were normalised by dividing them by their genes’
expressions and expressed on a log10 scale, and Figure 3 shows that the resulting values
follow an approximate normal distribution.
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Table 1: Table of the five purely intronic introns most highly expressed in the BN-Lx
liver sample.

RPKM exonic RPKM Gene Gene description

880.14 4854.35 Fgg Fibrinogen gamma chain
199.86 320.15 LOC299282 Serine protease inhibitor 2.1
114.71 153.46 Cyp4a2 Cytochrome P450 4A2
92.85 3.37 RGD1309079 ‘Similar to Ab2-095’
87.81 1278.04 Itih3 Inter-alpha-trypsin inhibitor chain
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Figure 3: Histogram showing the distribution of log-10 transformed ratios of intronic
expression values to their genes’ exonic expression

5



Chromosome 5

135.875 mb

135.88 mb

135.885 mb

135.89 mb

135.895 mb

tx
re

ad
s

Figure 4: Visualisation of reads mapping in the Cyp4a2 gene, plotted using the R
package Gviz (Hahne et al. 2012). The yellow bars near the top represent exons, the
blue bars below represent reads. Reads were sampled randomly to a smaller number
for visualisation. As indicated by the arrows in the introns, this gene lies on the minus
strand. Many reads can be seen mapped in the 3′-most intron.

Visual inspection of the mappings around highly expressed introns (see Figure 4
for an example) suggested there might also be a bias for more reads to be present in
introns near the 3′ end of transcripts than in other introns. To visualise this apparent
difference and see if it occurs more widely, the introns were ranked from 5′ to 3′ within
their transcripts. Introns that occurred in transcripts with different total intron counts
were removed, as well as introns that had different ranks in different transcripts. The
intronic-to-exonic log ratio (as suggested in the previous paragraph) of the remaining
introns was visualised for eight-intron transcripts in Figure 5. This does not show a
conclusively different distribution in 3′-most introns though; the presumed effect does
not seem to be present throughout the data.

Another possible effect was that of different sequences at the splice sites. Introns
typically start with a 5′ GT-dinucleotide and end with a 3′ AG, with a few less consist-
ently predisposed bases around them. The spliceosome recognises these sequences
to determine the splice site, so non-canonical splice site sequences are likely to affect
splicing. To examine whether high intron expression in this data set could be attributed
to splice site sequence variation, the 1000 introns with the highest intronic to exonic
expression ratio (approximately the top 2.3%) were compared to the 1000 unexpressed
(spliced-out) introns with the highest exonic RPKMs. The sequence around these introns’
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Figure 5: Box plots of the intronic/exonic log ratio of introns per position from 5′ to 3′.
Each column is based on between 200 and 300 introns which occur only in transcripts
with 8 introns in total, and have the same rank in all of these transcripts.

boundaries was extracted from the reference genome, and visualised in Figure 6. Again,
the observed variation between the groups does not look too convincing, and may be
attributable solely to noise.

The next part of the project involved identifying intronic regions expressed differen-
tially between BN-Lx and SHR using a data set with three replicates per strain and the
R package DEXSeq, to identify genetic differences that may account for these intron
expression differences. Again, a mapping quality threshold of 5 was applied. 171 intronic
regions where found to be differentially expressed with a Benjamini-Hochberg corrected
p-value smaller than 0.05. A coverage width cut-off of 0.8 was chosen based on the
distribution in Figure 7; 15 of the regions were covered by reads along at least 80 per
cent of their lengths. These regions are listed in Table 2. A total of 489 positions within
the genes containing the widely covered differentially expressed intronic regions had a
different base in SHR than in BN-Lx according to the SNP call dataset.

7



Overexpressed introns

0

0.5

1

1.5

2
In

fo
rm

at
io

n 
co

nt
en

t

0

0.5

1

1.5

2

In
fo

rm
at

io
n 

co
nt

en
t

0

0.5

1

1.5

2

In
fo

rm
at

io
n 

co
nt

en
t

0

0.5

1

1.5

2

In
fo

rm
at

io
n 

co
nt

en
t

Spliced-out introns
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Figure 6: Sequence logos visualising the sequence before the 5′ end, at the 5′ end, at the
3′ end and after the 3′ end of the top 1000 introns most highly expressed relative to their
gene and the top 1000 unexpressed introns with the highest gene expression. Plotted
using the Bioconductor R package seqLogo (Bembom 2007)
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Figure 7: Histogram of the fraction of differentially expressed intronic regions that is
covered by at least one read. For each region, the values are averaged per strain and
(since they are differentially expressed regions) the maximum of the two strain averages
is plotted.
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Table 2: List of intronic regions differentially expressed according to DEXSeq and
covered by reads along at least 80% of their widths, with p-values and log2 fold changes
calculated by DEXSeq.
Gene Intronic region p-value log2fold(shr/bn) Gene description

Srprb 15 4.63× 10−7 1.19 Signal recognition particle receptor
subunit beta

Prodh 11 6.04× 10−6 0.56 Proline dehydrogenase, mitochon-
drial

Cyp2d3 8 9.29× 10−5 1.39 Cytochrome P450 2D3
Pck1 5 1.09× 10−4 0.82 Phosphoenolpyruvate carboxykin-

ase, cytosolic [GTP]
Pck1 3 1.08× 10−3 0.84 Phosphoenolpyruvate carboxykin-

ase, cytosolic [GTP]
Aox4 50 1.76× 10−3 0.87 Aldehyde oxidase 4
Itih4 11 2.96× 10−3 0.29 Inter-alpha-inhibitor H4 heavy chain
Cyp2d26 7 3.60× 10−3 0.95 Cytochrome P450 2D26
Hp 2 1.55× 10−2 0.66 Haptoglobin
Cyp2e1 2 1.85× 10−2 0.91 Cytochrome P450 2E1
Alb 2 2.00× 10−2 -0.38 Serum albumin
Acox2 1 2.27× 10−2 0.98 Peroxisomal acyl-coenzyme A oxi-

dase 2
Pck1 8 2.76× 10−2 0.73 Phosphoenolpyruvate carboxykin-

ase, cytosolic [GTP]
Pzp 1 4.01× 10−2 0.40 Alpha-1-macroglobulin
A1i3 20 4.62× 10−2 0.31 Alpha-1-inhibitor 3
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Discussion
The first data exploration already showed that intronic reads are most often found in highly
expressed genes and that intronic expression correlates strongly with the corresponding
exonic expression, when both numbers are expressed as log-transformed RPKMs. This
may mean that splicing simply hasn’t finished yet for these RNA molecules even though
they are already polyadenylated, and that the chance of this happening in a highly
expressed gene is greater simply because more molecules are produced for these.

A difference between the expression of exons at different positions along the transcript
was not very apparent throughout the data. The highly expressed final introns found in
some transcripts may actually be exonic regions in the 3′ UTR erroneously annotated
as introns; the annotation of the UTR does not benefit from sequence evidence on
protein level, and may therefore be slightly less reliable than the rest of the transcript.
Alternatively, it may be an artifact of the RPKM normalisation, as they tend to be
relatively short regions and RPKM may be biased towards these.

The comparison of splice site sequences between overexpressed and purely spliced-
out introns did not reveal significant differences either. This does not disprove that the
effect exists in a subset however. The groups were selected by a somewhat arbitrary
cut-off, the top 1000 introns on each side. If this number has been chosen too low,
coincidental fluctuations in the selected subset are the cause of the minor differences
visible in Figure 6. If it is chosen too high on the other hand, the overexpressed group may
be composed largely of introns that are not actually retained, causing relevant differences
between the groups to barely be visible. However, no clear peak of overexpressed introns
can be distinguished in the distribution in Figure 3 on which to base a more informed
threshold.

In all analyses so far, expression of sequence regions was represented by RPKM
values. Since the data was not based on paired-end sequencing, the number of sequenced
reads is equivalent to the number of sequenced fragments, making the RPKM measure
equivalent to the more recent FPKM measure (Trapnell, Williams et al. 2010). Although
commonly used and more robust than raw read counts, these normalisations are flawed
and may not allow for between-sample comparisons (Wagner, Kin and Lynch. 2012).
This poses no problem here however, as all these data analyses concerned only a single
BN-Lx rat liver sample. Furthermore, later steps used ratios of intronic and exonic
RPKMs within the same sample, which are normalised not to the total number of reads,
but to their genes’ exonic expression. Even if this does not make for a more consistent
measure of intronic RNA concentration relative to total RNA concentration, it may be a
consistent measure of intron retention.

A greater concern is the way in which exonic expression was defined. It was defined
as the RPKM over the full union of exons defined for a gene, effectively an average
expression over this entire region. As noted in Garber et al. (2011), this method tends to
underestimate expression levels for alternatively spliced genes since spliced-out exons
are included in the average. This may have caused a slight bias in the steps comparing
normalised expression of introns in different genes.

After this exploration within one BN-Lx rat sample, intronic expression was com-
pared between rats of the BN-Lx and SHR strains in a data set with biological replicates
using the software package DEXSeq. The list of intronic regions with statistically signi-
ficant differential expression was further narrowed down based on the fraction of bases
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covered by reads, to get rid of introns that were not truly retained along their full width.
Finally, bases that differed between the two strains were selected in the genes to which
this introns belonged, as these could have influenced splicing of the pre-mRNA and
caused the difference in intron expression found.

This list of single-nucleotide variants is still quite long and not very explanatory. It
could be made shorter by validating the alleles’ correlations with intronic expression
in more strains. The BN-Lx reads used in the initial analyses came from a data set
with 10 rats of different strains, and variant calls are available for each of these strains.
Expression of the introns could be compared between strains with the reference allele
and strains with the alternate allele. The location of the variants within the genes, relative
to the retained introns, can also be worth looking into. Especially sequence differences
near the splice and branch sites are likely to be relevant, but more surprising effects may
also be found.

A few critical points can be made about the 15 introns found to be differentially
retained in Table 2. First, they seem to include several genes that are known to be highly
expressed in liver: blood plasma proteins and metabolic cytochrome P450 enzymes.
This may be a bias in the p-values, these regions being more likely to have enough
reads for a significant result. It may also be caused by the coverage width filtering step,
again because these regions simply have more reads. In the latter case, the dispersal of
mappings along the transcript may more appropriately be expressed in a different way,
such as the the distance between the leftmost and rightmost mappings relative to the
total length of the region.

Another possible issue shown in the table is that the log2 fold change is almost
always positive; intron expression in general seems to be higher in the SHR rats than in
the BN-Lx rats. If this is truly a biological effect, made more likely by the fact that the
values are calculated from a model using three biological replicates per strain, it may
involve differences in the splicing machinery itself between the strains. While this may
make differential expression results for individual introns seem less significant, it does
not make them entirely useless—they still distinguish more strongly affected introns
from unaffected ones.

Finally, this project has only focussed on single-nucleotide sequence patterns and
their position relative to the 3′ and 5′ splice sites. However, more complex patterns
may be relevant as well. Not only could multi-nucleotide patterns be recognised by
spliceosomal snRNPs, but they may also form secondary structures in the unspliced pre-
mRNA and thereby inhibit or enhance splicing. Tools for detecting enriched motifs may
reveal these patterns, for example the HOMER suite often used in ChIP-Seq data analysis
(http://biowhat.ucsd.edu/homer/) (Heinz et al. 2010). Another option might be
to predict secondary structure based on the sequence, and test if intronic expression
correlates with that.

Conclusions
Some intronic reads are present in mRNA-Seq data, even if the sample was enriched
for completed mRNA molecules with a poly-A tail. Intronic reads are more common in
genes that are highly expressed exonically. This could be explained by a simple chance
that splicing has not yet finished for any given mRNAmolecule when it is polyadenylated
and the tail is added.

Overexpression of introns relative to their genes did not differ clearly between
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introns at different positions along their transcripts. No significant overrepresentation of
non-canonical splice site sequences was observed in the top 1000 introns most highly
overexpressed either. These effects were not disproved however, and different data sets
or analyses may prove them to exist after all.

Using the DEXSeq method, 171 intronic regions were found differentially expressed
between BN-Lx rats and SHR rats. 15 of these regions were covered by reads along at
least 80 % of their lengths, and a total of 489 positions the genes of these introns had a
different base in SHR than in BN-Lx. Intronic expression in general seems to be higher
in SHR than in BN-Lx, possibly because of differences in the splicing machinery itself.
And although highly-expressed genes seem to be overrepresented among the identified
differentially-expressed introns, further analysis of the sequence differences found may
give insight into what causes these introns to stand out from others.
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