
Master Computer Science

High-level Programming of
the Single-chip Cloud Computer
with S-Net

Merijn Verstraaten

19th January 2012

Supervisor: dr. Clemens Grelck
drs. Michiel W. van Tol

C
om

pu
te

r
Sc

ie
nc

e
—

U
ni

ve
rs

it
y

of
A

m
st

er
da

m





High-level Programming of the Single-chip Cloud
Computer with S-Net

Master’s Thesis
written by

Merijn Verstraaten
under the supervision of dr. Clemens Grelck and drs. Michiel W. van Tol,

and submitted in partial fulfilment of the requirements for the degree of
M.Sc. in Computer Science
at the University of Amsterdam

Date of public defense:
February 2, 2012

Members of the Thesis Committee:
dr. Clemens Grelck

dr. ing. habil. Thilo Kielmann
dr. Inge Bethke





Abstract

The Intel Single-chip Cloud Computer (SCC) is an experimental 48-core
processor that was developed as an experiment in alternative, scalable pro-
cessor designs. Its most prominent features are the on-chip message passing
buffers, reprogrammable memory page lookup tables and the lack of cache
coherency.

S-Net is a declarative coordination language that aims to simplify the
programming of parallel systems. As a pure coordination language it de-
scribes the data dependencies between sequential code that is written in an
auxiliary language.

In this thesis we investigate whether we can use S-Net to program the
SCC at a higher level of abstraction. We start by benchmarking the com-
munication methods that are available on the SCC. We then use the results
of these benchmarks to develop an SCC implementation of S-Net. This
SCC implementation of S-Net shows itself to be more than an order of
magnitude more efficient than the existing S-Net runtime.

While we were not able to directly compare the performance of S-Net
with existing SCC programming frameworks, we have good reason to believe
that the new S-Net implementation achieves performance that is, at least,
comparable with the existing frameworks. This despite the fact that S-Net
programs are written on a much higher level of abstraction.
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CHAPTER 1

Introduction

The demand for compute power has always exceeded the supply. As a result,
performance has always been the main focus processor designers. In recent
years, however, clock speed and power efficiency constraints have begun
limiting possible processor designs [9, 10].

In the past, increasing the processor clock speed was one of the easier
solutions to the demand for performance, but this is no longer feasible. As
clock speeds increased and transistor sizes shrank, the problems caused by
heat and interference grew. It is therefore, barring any new breakthroughs,
unlikely that clock speeds will increase past their current rate.

Another problem is power efficiency. Higher clock speeds require more
power and produce more heat. High temperature, in turn, also increases
power consumption. This results in high clock speeds having a double neg-
ative impact on power efficiency.

In short, we want to keep increasing compute power while lowering power
consumption. Although clock speeds may have stagnated, transistor size is
still shrinking. Recent work [38] suggests that Moore’s Law will remain in
effect for some time to come. Most processor manufacturers are using the
space gained by using smaller transistors to place multiple compute cores
on a single die. The reason for this is the fact that compute power scales
linearly with the number of cores [32].

Simply putting hundreds or thousands of cores on a single die is, however,
not going solve the performance problem. Additional cores will just sit idle
and waste power if software is not capable of utilising them. Most, if not
all, non-trivial computation needs access to data located in off-chip memory.
This, combined with the fact that memory access speed has not kept up with
processor speed, has turned the access speed of off-chip memory into one of
the biggest computational bottlenecks. As a result, caching is now one of
the biggest influencers of performance.

The most common method of programming multicore processors is sym-

1



metric multiprocessing (SMP). SMP assumes that all cores have the same
view of memory. This simplifies programming, but complicates caching.
Each core’s cache has to keep itself consistent with the other caches. The
overhead and complexity of this task increases with the core count. This
means that each additional core slows down the caches of all other cores, af-
fecting their memory access speed and, by extension, their effective compute
power.

To avoid this and other bottlenecks, chip manufacturers have started ex-
perimenting with alternative chip designs. The Single-chip Cloud Computer
(SCC) experimental processor [8, 22, 31] is such a design.

The SCC is a 48-core processor created by Intel Labs as a platform for
many-core software research. Its design was inspired by cluster computing.
In cluster computing, programs have to account for non-uniform memory
access (NUMA) since memory is not shared between cluster nodes. As such
they require a programming approach that is different from the approaches
used for SMP systems.

The most popular paradigm for programming cluster systems is message
passing. With message passing, programs use messages to explicitly move
data from remote nodes to the location where it will be used. This removes
the need to maintain a coherent view memory from the cluster system. The
upside is that these message passing clusters can scale up to large numbers
of nodes. The downside is that programming becomes more complicated,
since programmers are now responsible for managing data coherency.

The SCC takes the design ideas of the clusters and scales them down to a
single chip. Cache-coherency was removed, letting the chip’s design scale to
more cores than possible with SMP designs. On-chip message passing buffers
were added to make the implementation of (software) messaging-based data
coherency easier. And lastly, the hope is that a system programmed using
message passing will prove easier to program for people with experience
using cluster systems.

The different approach to memory coherency is not the only interesting
feature of the SCC. Power consumption, as mentioned earlier, is also an
important problem in processor design. To minimise power consumption,
the frequency of core clocks can be actively scaled and a voltage-regulator
allows for fine-grained voltages changes. This allows software to exert much
preciser control over power consumption than is possible with current pro-
duction processors.

Unfortunately, the SCC’s design does not automatically eliminate all our
problems. As mentioned earlier, having multiple cores does not help us if
software is not capable of utilising those cores. It is well known that parallel
and concurrent programming are hard [33]and making memory coherence
part of the programmer’s responsibilities only makes matters worse.

This is where S-Net comes into the picture. S-Net [16, 20] is a declar-
ative coordination language inspired by the theory of streaming networks.
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It is a pure coordination language that does not provide the usual features
for expressing computations. Instead, it provides a notation for describing
the data dependencies in a computation. This notation makes state and
data movement explicit, making it, simpler to automatically map S-Net
computations to multiple cores. There are currently two implementations:
S-Net and Distributed S-Net. The former is aimed at SMP systems, the
latter at MPI [26] clusters. In both cases S-Net has shown that it can sim-
plify the development of parallel programs, without a big negative impact
on performance [21].

In this thesis we investigate whether S-Net can simplify programming
for the SCC. Our goal is to use S-Net to abstract low level tasks, such as
managing memory coherency, away from the programmer. Resulting in a
simplified way of programming the SCC, and possibly similar future designs,
without losing too much efficiency. The main contributions of this work are
a new unified S-Net implementation and two communication libraries for
S-Net on the SCC.

The starting point for our work was the existing MPI-specific implement-
ation of Distributed S-Net. We determined the functionality we needed
to implement on the SCC by studying at the MPI-specific code. We then
stripped the MPI code from the S-Net implementation and used this as the
starting point for a single new, modular Distributed S-Net implementation,
supporting both the SCC and MPI.

The next step was to investigate all the features provided by the SCC
and how we could use them to implement the communication functionality
needed by S-Net. We ran performance benchmarks for all sensible com-
munication approaches and used these to inform our design decisions for
the SCC implementation of S-Net. The benchmarks showed that the most
efficient design would not be fully backwards compatible. As a solution we
implemented both this and less efficient, but backwards-compatible, fall-
back.

This thesis is organised as follows. In Chapter 2 we provide a detailed
overview of the SCC, its features and the existing programming frameworks.
This is followed by Chapter 3 and Chapter 4, which provide an overview of
the design and implementation of S-Net and Distributed S-Net, respect-
ively. Chapter 5 covers the design criteria, design decisions and the perform-
ance benchmarks that guided our design. The implementation of the new
unified S-Net runtime and SCC communication functionality is covered in
Chapter 6. We conclude with an evaluation of the performance of S-Net
on the SCC in Chapter 7.

3
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CHAPTER 2

Single-chip Cloud Computer

The Single-chip Cloud Computer (SCC) experimental processor [8, 22, 31]
is a 48-core ‘concept vehicle’ created by Intel Labs as a platform for many-
core software research. The SCC has on-chip message passing buffers and
support for dynamic frequency and voltage scaling [3]. Its 48 P54C cores
are connected to each-other and main memory via a high-speed, on-die,
packet-switched mesh network.

In this chapter we look at the SCC’s technical background (§ 2.1), fol-
lowed by an overview of the available programming frameworks (§ 2.2).

2.1 Technical Background
Figure 2.1 [22] shows the SCC’s chip layout. Its 48 cores are grouped into 24
tiles, two cores per tile, and 6 voltages islands, four tiles per voltage island.
A router connects each tile to the on-chip mesh network. The four DDR3
memory controllers, Voltage Regulation Controller (VRC) and system in-
terface are likewise connected to this network.

The rest of this section will cover the mesh network (§ 2.1.1), power man-
agement features (§ 2.1.2), control register bank (§ 2.1.3), message passing
buffers (§ 2.1.4) and memory architecture (§ 2.1.5).

2.1.1 Tiles and the Mesh Network
The right-hand side of Figure 2.1 shows a zoomed in view of a single tile. As
shown in this picture, a tile has two P54C cores, each with its own 16 KiB
L1 instruction cache, 16 KiB L1 data cache (not shown) and 256 KiB L2
cache. The two cores share a 16 KiB message passing buffer (MPB), a mesh
interface unit (MIU) and a router.

The MPB is accessible to all cores, not just those on the same tile. This
means the chip effectively has a total of 24×16 KiB = 384 KiB of on-chip
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Figure 2.1: The Single-chip Cloud Computer chip layout.

memory accessible to all cores.
The MIU is responsible for packetising outgoing data to the mesh and

de-packetising incoming data from the mesh. It uses a round-robin scheme
to arbitrate between the cores on its tile. The MIU forms the last layer
between memory requests and their destination. After a request misses in
both the L1 and L2 caches the MIU decodes the 32-bit core address into
a system address using the lookup table (LUT). The resulting request is
placed in one of three queues:

• the configuration registers queue, which is handled by the mesh inter-
face unit,

• the MPB queue, which sends the request to the tile’s message passing
buffer,

• the router queue, which sends the request on to the memory controllers
using the router.

2.1.2 Voltage & Frequency Scaling
The SCC cores are divided into seven voltage islands. Six contain a 2×2
array of tiles, the seventh contains the entire mesh network. Using the
Voltage Regulation Controller the voltage can be adjusted on a per island
granularity. The voltage can be varied between 0.7–1.3 volts with 6.25 mV
steps.
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Figure 2.2: LUT Address Translation.

The frequency of core clocks can be adjusted in 15 non-linear steps on a
per tile granularity. The maximum clock speed is dependent on the current
voltage level, with an absolute range of 100–800 MHz.

The voltage and frequency of the mesh network can be configured to
either 800 or 1600 MHz. This frequency can be set independently on each
tile’s router. However, if this is done, any message crossing between routers
with different frequencies will be damaged or lost.

Each core can change the settings of any other core, allowing for dif-
ferent power management schemes. For example, Intel’s SCC application-
programming library RCCE [34, 35] defines a “master” core in each voltage
island, which is responsible for the voltage and frequency scaling of the is-
land [5, 34]. Another possibility would be to have one dedicated core be in
control of power management of the entire chip.

2.1.3 Control Register Bank
The Control Register Bank (CRB) is in the MIU. It holds a lookup table
together with the configuration, test-and-set and L2 cache configuration
registers for both cores on its tile. It also holds the shared TileID, global
clock configuration and sensor registers.

The lookup table is used to address main memory. The SCC has four
memory controllers which can each access up to 16 GiB of main memory,
resulting in up to 64 GiB of memory in total. However, each core only has
32 bits of addressing space, limiting them to 4 GiB of addressable space.
Whenever a core does a memory request which misses in both the L1 and
the L2 cache it ends up in the MIU. The MIU then turns the 32-bit core
address into a 34-bit system address and a destination memory controller,
allowing the full 16 GiB of a each memory controller to be addressed.

This LUT address translation step is shown in Figure 2.2 [3]. The first
8 bits of the core physical address are used to index the core’s lookup table,
which gives a 22 bit destination. The lowest 10 bits of the destination are
combined with the remaining 24 bits of the core address, resulting in the
new 34-bit system address. The remaining 12 bits of the destination consist
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of the bypass bit, the 8-bit tile address and the 3-bit sub-destination.
The bypass bit specifies that a MPB access is local to this tile, allowing

it to bypass network arbitration. However, according to Intel there is a bug
in the arbitration logic [2], meaning that the bypass bit doesn’t function
correctly and should not be used.

The tile address specifies to which tile the memory request should be
routed. The sub-destination specifies whether to address Core0, Core1,
CRB, MPB or the N/E/S/W ports on the destination tile. The N/E/S/W
ports of some tiles are connected to memory controllers or the Voltage Regu-
lation Controller. This means that even though the produced system address
is only 34-bit the full 64 GiB of the machine can still be addressed by routing
34-bit requests to different memory controllers using LUT entries.

The configuration register is in control of a core’s mode of operation
and some external events that can be triggered. Most of the options that
can be set in these registers are not relevant for application programming,
the major exception being interrupts. The register has three interrupt bits
which can be toggled to trigger either a non-maskable (NMI), maskable
(INTR) or soft-reset interrupt (INIT). The last one resets the CPU while
retaining internal caches and FPU registers; the other two trigger a switch
to the installed interrupt handler.

The test-and-set register can be atomically read and set. Reading the
register will set it and return 0 if it was not set or 1 if it was; writing the
register will unset it.

The L2 cache configuration register covers various L2 options such as en-
abling error-correction (ECC), disabling and controlling sleep modes. Most
are, again, not relevant for application programming. The TileID register
can be read to determine the location of the tile on the chip.

The global clock configuration controls the clock frequencies of the tile
and router. These frequencies do not need to be the same; there is a clock
crossing FIFO between the MIU and the router which handles the syn-
chronisation between the two clocks. It is important that all routers in the
network run on the same frequency, if they do not any data transferring
between two routers of different speeds will be damaged or lost.

The two sensor registers are responsible for thermal monitoring, the first
disables or enables thermal monitoring and the second can be read to obtain
the sensor values.

It is important to keep in mind that any core can address the CRB of any
other core on the chip. This means cores can modify LUTs, trigger interrupts
or otherwise reconfigure any core on the chip, including themselves.

2.1.4 Message Passing Buffer
A tile’s 16 KiB MPB has the same access speed as its L2 memory, but is
addressable by any core. The typical use is to split it in into two halves and
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give each core 8 KiB of “private” MPB, but it can be used differently. For
example, using the entire 384 KiB as a global scratchpad. Of course not all
16 KiB parts will be addressable at the same speed, since the off-tile sections
of this 384 KiB have some delay from traversing the mesh network.

The fact that all cores can write to the message passing buffer intro-
duces a problem. Since there is no cache coherency the following scenario is
possible:

1. Core c reads from the MPB, the read data is stored in L1.

2. Core c′ writes to the MPB address that c just read.

3. Core c reads from the MPB again, the L1 returns the cached data.

In other words, it’s possible to read stale data from cache.
To alleviate this problem the MPBT flag was added to the virtual memory

system. This bit identifies a piece of memory as being MPB Type and can be
set by the OS. Any reads from MPBT memory will bypass the L2 cache and
be flagged as MPBT in the L1 cache. The cores were given a new instruction
CL1INVMB which marks all L1 cache lines with this flag as invalid. Using
this instruction before reading invalidates all MPBT entries in a core’s L1
cache. This will force all reads of MPBT memory address to go to actual
memory, since there are no valid cache entries for them.

The MPBT flag also enables the use of the Write-Combine Buffer (WCB),
this buffer combines adjacent writes, up to a single cache line, and writes
them to memory in a single write operation.

2.1.5 Memory Architecture
So far we have seen several bits and pieces of the SCC’s memory architecture.
To provide a better overall understanding we will quickly go over the entire
architecture and introduce some details we left out so far.

The P54C cores used in the SCC did not originally have an on-chip L2
cache. Therefore, the L2 caches of the SCC are external to the cores; which
means that the WBINVD and INVD instructions do not affect them. To
remedy this situation an L2 invalidate pin was put into the core’s control
registers. Unfortunately the implementation of this pin was faulty, causing
the cores to hang when they try to invalidate their L2 cache [6, 36].

The lack of invalidate instruction is worsened by the fact that caches are
write-around. This means that write misses are treated as a write directly to
main memory. This is a big problem since the P54C supports only a single
outstanding write. The result is that writes stall a core until they complete.
In case of a write to main memory this stall lasts as long as a roundtrip over
the mesh network and a store operation in the memory controller.

There are three settable flags which control the behaviour of the virtual
memory system:
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Page Write-Through (PWT) flag sets the L1 cache to behave as a write-
through rather than write-back cache. The L2 cache behaviour re-
mains unchanged.

Page Cache Disable (PCD) flag all data will bypass both the L1 and
the L2 cache. However, any data in the L1 cache will still cause cache
hits after setting this flag, so the L1 should be flushed before enabling
it on a previously cached address range.

Message Passing Buffer Type (MPBT) flag all data will bypass the
L2 cache and writes will utilise the write-combine buffer, collecting
subsequent writes to a single cache line and pushing them as a single
write to memory.

The MPBT flag has an especially large impact on performance due to the
enabling of the WCB. In case of a cache miss the WCB will allow sequential
writes to the same cache line to complete in one go, instead of going directly
to main memory for every word. This reduces the number of stalls caused
by memory operations.

2.2 Programming Frameworks
Making use of the SCC’s power management, LUT-translation and other
functionality requires applications to have access to them. In this section we
will discuss the SCC’s software environments and programming frameworks.
We begin with the “bare metal” and Linux environments (§ 2.2.1), followed
by a more detailed overview of the frameworks available under Linux. These
are RCCE and its RCCE comm and iRCCE extensions (§ 2.2.2), and RCK-
MPI, the SCC specific implementation of MPI (§ 2.2.3).

2.2.1 Bare Metal & Linux
Executing applications on bare metal is possible, but can be complicated as
it requires the application to be its own minimal operating system. E.T. In-
ternational, Inc. (ETI) [1] and Microsoft Research [4] have both released
frameworks to simplify bare metal development. These frameworks provide
programmers with common, basic functionality, such as an implementation
of libc, so that programs do not have to be written from scratch.

As an alternative, Intel has provided a modified version of Linux. Using
the system interface the host PC can boot separate instances of this Linux
version on each core, resulting in up to 48 independent Linux instances on the
SCC. Device drivers written by Intel allow access to the SCC’s functionality
using memory-mapped I/O. A special network driver implements TCP/IP
allowing the cores to communicate with each other and the host PC over
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the mesh network. In addition, Intel has provided RCCE [5, 34, 35], an
MPI-inspired communication library developed specifically for the SCC.

2.2.2 RCCE

The RCCE communication library implements the following functionality:

• point-to-point communication,

• (limited) global communication,

• synchronisation,

• shared memory allocation and use,

• power management.

RCCE divides the MPB on each tile into two halves, giving each core
8 KiB of buffer for message passing.

The point-to-point communication primitives consist of a blocking send,
a blocking receive and a non-blocking receive operation. Both receive op-
erations are required to specify the sender of the message they are trying
to receive. This means that applications which want to accept incoming
messages from arbitrary senders are forced to repeatedly poll every possible
sender for incoming messages.

The global communication primitives consist of only broadcast, reduce
and all-reduce operations. The synchronisation primitives are restricted to a
barrier and a fence operation. In both cases these primitives behave similar
to their MPI counterparts.

The shared memory primitives consist of allocating, flushing and freeing
memory. The allocation function has to be called simultaneously on all cores
and causes all cores to allocate the same piece of off-chip DRAM memory.
This memory is uncached, causing accesses to bypass the caches and go
directly to memory. Cores have to issue a flush operation before reading
from or writing to this shared memory to ensure that the data read or
written is up-to-date. The free operation simply deallocates the previously
allocated memory.

In § 2.1.2 we already mentioned the RCCE way of dealing with power
management. Each voltage island has a power domain master, which is
responsible for managing that island. RCCE exposes multiple voltage and
frequency combinations that can be set, rather than allowing each to be set
separately. The reasoning behind this is that setting the frequency too high
for a given voltage can damage the chip.

11



RCCE comm

The RCCE comm [11] extension was implemented by Ernie Chan from the
University of Texas. It supplements RCCE’s global communication primit-
ives with several MPI primitives which did not have a corresponding RCCE
version, such as: scatter, gather, allgather, reduce-scatter and alltoall. For
more details we refer to Chan [11].

iRCCE

The iRCCE [12, 13] extension was implemented by a group at RWTH
Aachen in an attempt to improve RCCE performance and provide a bet-
ter asynchronous communication interface.

For small messages the performance of iRCCE and RCCE are approxim-
ately the same, but iRCCE outperforms RCCE on larger message, as shown
in Bakker [7, § 4.2, Figure 4.1]. This performance increase was accomplished
by using pipelining and prefetching.

iRCCE pipelines its communication by splitting each core’s 8 KiB MPB
section into two 4 KiB sections. While one of these sections is being read,
the other can be written. Once both read and write are finished the sections
are swapped and the process repeats.

The other significant performance gain comes from iRCCE’s prefetching.
Before copying data from the MPB to the core’s private memory the core’s
memory is first read, causing it to be cached in the L2 cache. This guarantees
a cache hit while writing to main memory, avoiding the expensive write-
around penalty.

2.2.3 RCKMPI

RCKMPI [23] is a modified version of MPICH2. In addition to the usual
SOCK channel, which uses TCP/IP, there are three new SCC specific MPI
channels: SCCMPB, SCCSHM and SCCMULTI.

SCCMPB

The SCCMPB channel is implemented using the MPBs. It provides the
best throughput and lowest latency for messages smaller than 4 KiB. This
gives it the best overall performance since most typical MPI applications
use messages smaller than 4 KiB. It relies only on a basic low level SCC
API, has had the most testing and requires the smallest amount of memory
to operate. Its main downsides are that it requires exclusive access to each
MPB, and the small MPB size can make it inefficient when sending big
messages.
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SCCSHM

The SCCSHM channel is implemented using shared memory. Each core
maps a part of its private memory space into the address space of all the
other cores by using the LUTs. While it outperforms the SOCK channel it
does not perform well in most circumstances. The LUT remapping allows
it to copy one or more 16 MiB pages at a time, but the shared memory
requires cores to flush their L2 cache after writing and before reading. Res-
ulting in performance that is typically worse than SCCMPB, except in some
pathological cases where many big messages are sent.

SCCMULTI

The SCCMULTI channel aims at combining the advantages of both the
above channels. It uses the MPBs for control flow and small payloads while
shared memory is used for larger payloads. Whether the MPI functions use
the MPB or shared memory is based on the size of the message payload.
This means all control and small messages can utilise the superior speed of
SCCMPB, whereas larger messages take advantage of being able to write
entire 16 MiB pages at a time. There is a small loss of performance for small
messages compared to SCCMPB, but for applications which occasionally
need to send big messages it can show considerable speed-up [23].
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CHAPTER 3

S-Net

S-Net [16, 17, 20] is a declarative coordination language that aims to sim-
plify the programming of parallel systems. As a pure coordination language
it does not provide the usual features for expressing computations. Instead,
it provides a notation for describing the data dependencies in a computa-
tion, relying on an auxiliary language to implement computation in stateless
components called boxes.

This separation of coordination and computation means that implement-
ing an algorithm and parallelising it become two separate tasks that can be
done by different people, such as separate application programmers and con-
currency engineers. The aim is to make it easier to reuse existing sequential
code and create new parallel programs.

In this chapter we will first look at the design of S-Net (§ 3.1), followed
by an overview of the implementation (§ 3.2)

3.1 S-Net Design
S-Net is inspired by the theory of streaming networks. Computational work
is performed by boxes with a single, typed input stream and a single, typed
output stream. Network combinators can combine these single input, single
output (SISO) boxes into larger streaming networks that are again single
input, single output.

These combinators allow for the inductive construction of networks by
using simple algebraic formulae. Large and complex networks are described
by combining smaller SISO components together. These SISO components
are either boxes or previously defined networks.

Data travels through the streaming network in the form of records. A
record is a collection of label–value pairs. Computation by boxes consists of
taking a single record from its input stream, performing some computation
and then sending zero or more records to the output stream.
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To gain a better understanding of how S-Net describes programs, we
will first take a look at the S-Net type system (§ 3.1.1), then cover boxes
and computations (§ 3.1.2), followed by an overview of the S-Net network
combinators (§ 3.1.3).

3.1.1 Type System
The type system of S-Net is based on non-recursive variant records with
record subtyping. An S-Net type is a non-empty set of variants, where each
variant is a, possibly empty, set of record entries. These record entries are
one of three types of label–value pairs: fields, tags and binding tags.

Fields are labels associated with opaque data that is only inspected and
manipulated inside boxes. Tags and binding tags are labels associated with
plain integer numbers which can be inspected and manipulated on both the
S-Net level and inside boxes. We cover the difference between tags and
bindings tags later in this section.

We represent types as “|”-separated variants and variants as “{}”-enclosed
sets of fields, tags and binding tags. Plain strings represent fields, “<>”-
enclosed strings represent tags and “#”-prefixed tags represent binding tags.
An example type is:

{<#circle>, <x>, <y>, radius} | {<#square>, <x>, <y>, width}

The above type has two variants: a circle, having an x and y tag and a
radius field; and a square, having an x and y tag and a width field.

Record Subtyping

To aid in code reusability S-Net provides polymorphism in the form of
structural subtyping. Informally, a type s is a subtype of t if it is more
specific than t.

Let BT (x) denote the set of binding tags in variant x. Variant v1 is a
subtype of variant v2, v1 ⊑ v2, if v1 has more entries than v2 while having
the same binding tags:

v1 ⊇ v2 ∧ BT (v1) = BT (v2)

Type t1 is a subtype of type t2, t1 ⊑ t2, if t1 has less variants than t2:

(∀v1 ∈ t1 ∃v2 ∈ t2) v1 ⊑ v2

In other words, a variant with fewer entries matches all of its entries
more easily than a variant with more entries. Similarly, a type with more
variants has a bigger chance of matching a given record than one with fewer
variants.
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This definition of subtyping also illustrates the use of binding tags and
the difference between them and normal tags. If S-Net had just tags and
fields and we had the variant

{<circle>, x, y}
then the variant

{x, y}
would be a supertype, which is not desirable in all situations. Binding tags
provide a form of control to prevent “accidental” subtyping, by forcing sub-
and supertypes to always have an identical set of binding tags.

The most general supertype of the above example is the empty record,
{}. If we change the example to

{<#circle>, x, y}
then its most general supertype has to have the <#circle> binding tag.
This prevents, for example, the type {x, y} from being a supertype.

Type Signatures

A type signature is a non-empty set of type-to-type mappings which describe
the stream-to-stream transformation performed by a box or network. The
input types specify the variants accepted by a box or network; the output
types specify the variants that the box or network may produce in response.
For example, the type signature

{a, b} | {c, d} -> {<x>} | {<y>},
{e} -> {z}

shows two mappings. The first from the input type {a, b} | {c, d} to
the output type {<x>} | {<y>}, the second from the input type {e} to the
output type {z}.

Note that allowing a type with multiple input variants per mapping is
syntactic sugar for a set of variant-to-type mappings. For example, the
signature

{a, b} | {c, d} -> {x} | {y}
can be rewritten as the equivalent type signature

{a, b} -> {x} | {y},
{c, d} -> {x} | {y}

We will refer to signatures with only single input variants as normalised
type signatures. It is important to note that we cannot normalise the output
type of a signature in the same way.

A normalised type signature with multiple variants in its output type
signifies that the box or network it belongs to can produce any number of
records, including zero, of any of those variants in response to an input
record. This includes producing multiple output records matching different
variants in response to a single input record.
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Flow Inheritance

The possibility of structural subtyping on records introduces the issue of
how boxes and networks deal with this subtyping. Suppose we have a box
with the type signature

{a} -> {x}
and an incoming record

{a, b}
The variant {a, b} is a subtype of the variant {a}. The box can simply

use the a field for computation, but what should happen to the b field?
Simply discarding it and outputting {x} records is a solution, but this elim-
inates any reusability advantage that subtyping might have had. Instead,
any fields and tags which appear in the input record, but do not appear in
the input variant(s) of the box or network are flow inherited; that is, the box
appends a copy to each produced output record. In the previous example
this would result in output record(s) with the variant

{x, b}
Note that this flow inheritance causes duplication of the b field when the
box produces multiple output records for one input record.

This brings us to a second issue: What do we do when a flow inherited
value is already in the output variant? For example, our {a, b} record goes
into a box with the type signature

{a} -> {x, b}
in this scenario the output version of b supersedes the flow inherited version.
The box simply discards the b field of the input record.

3.1.2 Boxes, Filter Boxes & Synchrocells
In this section we will take a look at the basic components of a network,
the boxes. Boxes implement the actual computation of an S-Net network.
Conceptually they can be implemented in any language, but the current
S-Net implementation only has support for boxes implemented in C or
SaC [18, 19]. In addition to boxes written in other languages there are two
built-in types of boxes, the filter box and the synchrocell.

Boxes

Boxes are stateless, sequential components which turn a single input record
into a, possibly empty, sequence of output records. They are identified by a
unique name and a box signature. A box signature is essentially a normal-
ised type signature (i.e. it has a single input variant) that uses parentheses
instead of braces. This change is to express the fact that in box signatures
sequence matters.
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The reason sequence matters in box signatures comes from the need to
call external code. If we have a box implemented in C we will, at some point,
have to call this C code and it is impossible to do this in a sensible way if
we do not know the argument order of the C function. To solve the issue
the order of fields, tags and binding tags in the box signature is defined to
be the argument order expected by the box implementation.

{a, b, <t>} {a, b} | {<t>}
foo

Figure 3.1: An S-Net box with its typed input and output streams.

Figure 3.1 shows an example with the box signature

(a, b, <t>) -> (a,b) | (<t>)
This signature declares a box foo, which takes a record of variant {a, b, <t>}
(or subtype thereof) as input and turns it into zero or more output records
of variant {a, b}, variant {<t>}, both, or any flow inherited variation of
these. Figure 3.2 shows an example implementation of the foo box.

snet_handle_t *foo(snet_handle_t *handle, int *a,
mytype_t *b, int t)

{
/* some computation on a, b and t */
snetout(handle, 1, a, b);
/* some computation */
snetout(handle, 2, t);
return handle;

}

Figure 3.2: Example box function implementation in C.

The handle argument provides an opaque context which the box code
passes back when calling runtime functions. This lets the runtime determine
the context in which the call is made. An example of these runtime functions
is the snetout function which produces an outgoing record, in this case for
foo. The first argument to snetout is the runtime context, the second
argument indicates which output variant is being generated. Any remaining
arguments are the contents of that output variant in the sequence given by
the box signature.

As the example shows, the fields can be pointers to any type, whereas
tags and binding tags are passed to the box code as ints.
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Filter Boxes

Filter boxes are built into S-Net. They are meant to express simple opera-
tions on records which do not require any knowledge of field contents, such
as:

• removing fields and (binding) tags from records,

• duplicating fields and (binding) tags,

• adding (binding) tags,

• splitting records into multiple records,

• simple computations on (binding) tag values.

A filter box consists of a single input variant, an optional sequence of
guarded actions and one unguarded action, all enclosed in brackets. The
following example shows a filter box with just the unguarded action

[ {a, b, c} -> {a, b} ]
This filter box takes a record {a, b, c} and removes the c field, sending
out an {a, b} record. The slightly bigger example

[ {a, b, c} -> {a, b}, {c} ]
still only has one unguarded action, but instead of stripping of the c field it
splits the {a, b, c} records into a {a, b} and a {c} record.

A guarded action is an action and a boolean expression based on the
input record. If the expression in a guarded action evaluates to true then
that action is performed, otherwise the next guarded action is checked. The
unguarded action is performed if none of the guarded actions were performed
or if there were no guarded actions.

The slightly more complex filter box
[ {<a>, b, c} -> {<a>}, {b, c}, {c, <d=a>} ]

takes an input record with the tag a, field b and field c. It produces three
output records: the first containing just tag a, the second containing fields b
and c, the third contains field c and a new tag d which is set to be equal to
the value of tag a. All three records flow inherit copies of any extra entries
in the input record. For the exhaustive definition of filter boxes and their
semantics we refer to Grelck et al. [16].

Synchrocells

As shown above, both normal and filter boxes are capable of splitting up
records. However, neither is capable of combining two or more records into a
single record. This is problematic in scenarios where a box expects multiple
independent inputs. For example, a box expecting the fields c and d, which
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are computed from the inputs a and b, respectively. Theoretically we could
run the computation of c and d in parallel, but in practice we would be
forced to perform these computations in sequence to keep both values in the
same record.

The built-in synchrocells are the solution to this problem, they are state-
ful one-shot synchronisation primitives used to merge records. A synchrocell
specifies a sequence of guarded, disjoint input variants. Any incoming re-
cord is compared with this sequence of input variants. The guard expression
associated with the matched variant is evaluated; if the expression is true
or if there is no guard expression the record is stored, else it is sent on.
Any subsequent matches for an already matched variant are also sent on
immediately. Once all variants have been matched all the stored records are
merged together and the resulting record is sent on.

The example synchrocell
[| {a, b}, {c, d} |]

matches the variants {a, b} and {c, d}. Once both these variants have
been matched, they are merged into an {a, b, c, d} record, which is sent
on. The synchrocell becomes an identity filter box after this because syn-
chrocells are one-shot and any previously matched pattern is sent on imme-
diately. How synchrocells can be used practically will become clear when
we discuss the network combinators.

This merging of records does complicate the semantics of flow inher-
itance. If we reuse the example synchrocell [| {a, b}, {c, d} |] and
imagine two incoming records {a, b, e} and {c, d, e}, then it is unclear
which e field should be flow inherited.

There is no clear logical solution to this problem, but programmers still
require a deterministic solution that allows them to reason about the beha-
viour of flow inheritance. The decision was made to only flow inherit fields
from the first variant listed in the synchrocell’s definition.

Of course, as mentioned before, flow inheritance only occurs for record
entries which are not already part of the output type. So if the above
synchrocell receives the record {a, b, c}, it will still send out the c field of
the {c, d} record, rather than flow inheriting it from the {a, b, c} record.

3.1.3 Network Combinators
With the basics of S-Net types and boxes covered, it is time to look at
networks and the combinators used to describe them. There are five com-
binators plus deterministic variations of three of these. These combinators
are binary operators which produce SISO networks. Since all of these com-
binators can work with both boxes and networks we will introduce the term
component to mean either box or network. In the rest of this section we will
quickly cover all of them, but ignore some of the corner cases.
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Serial Combinator

The serial combinator .. takes two components as arguments and places
them in sequence. In the network foo..bar the output records of foo are
written to the input stream of bar.

net example {
box foo ((a, b) -> (c, d));
box bar ((c) -> (e));

} connect foo..bar;

{a, b} {c, d} {e, d}
foo bar

Figure 3.3: An example of serial network composition.

Figure 3.3 shows an example network using serial composition. Here we
see how the output of the combined network contains the field d. The field
is flow inherited by bar because it does not appear in bar’s input type. This
gives the following network type signature for foo..bar:

{a, b} -> {e, d}

Star Combinator

The star combinator * takes one component and a termination variant as
arguments. The component is placed in a serially composed, infinite se-
quence of instances. Instantiation happens on-demand as it is impossible to
actually create an infinite number of instances. At the transition between
instances records are compared to the termination variant. If they match,
the record is forwarded to the output stream of the star network. If they
do not match, the next instance is created if needed. This process repeats
until the records, eventually, exit the star network.

net example {
box foo ((a, b) -> (a, b) | (<stop >));

} connect foo*{<stop>};

{a, b}
foo foo

{<stop>}

. . .
{a, b} {a, b}

Figure 3.4: An example of star network replication.

22



Figure 3.4 shows an example network using star. The box foo produces
either an {a, b} or a {<stop>} record. In case of the former, a new instance
of the foo box is instantiated and the record is forwarded to it. In case of
the latter, the record is instead sent onto the star network’s output stream.
Resulting in the following type signature for foo*{<stop>}:

{a, b} -> {<stop>}
One of the most common use cases of this combinator is to combine

it with a synchrocell. If two values a and b are computed separately, but
need to be combined for use in a box computation, we run into the problem
that synchrocells only offer one-shot synchronisation. The result is that the
network:

[| {a}, {b} |] .. foo
would only combine the first {a} and {b} into an {a, b} record. Any future
{a}’s and {b}’s will just be forwarded straight to foo. This problem can be
solved by doing:

[| {a}, {b} |]*{a, b} .. foo
In the above example the star will replicate and create new synchrocells on-
demand, making sure that only {a, b} records reach foo. For more details
we refer to Grelck [14].

Feedback Combinator

The feedback combinator \ takes one component and a continue variant as
arguments. A record going into the feedback network is forwarded to the
component. When it comes out of the component it is matched against the
continue argument. If the record matches the continue variant it is sent back
into the component, if it does not match the continue variant it is forwarded
to the output of the feedback network.

This sounds suspiciously similar to the star combinator we just covered,
but there are three differences: the variant argument determines continu-
ation instead of exit condition, records go through the argument component
at least once and, most importantly, the component of feedback is only
instantiated once.

In Figure 3.5 an example feedback network is shown. The type signature
of this network is:

{a, <cont>} -> {b}

Parallel Combinator

The parallel combinator | takes two components as arguments and places
them in parallel. Incoming records are matched with the input types of
both branches. They are then forwarded to the branch whose input type
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net example {
box foo ((a, <cont>) -> (a, <cont>) | (b));

} connect foo\{<cont>};

foo
{a, <cont>}

{a,<cont>}
{b}

Figure 3.5: An example feedback network

was most closely matched. We refer to Grelck et al. [16] for the exact details
of this matching calculation.

net example {
box foo ((a, b) -> (c, d));
box bar ((c) -> (e));

} connect foo | bar;

foo

bar

{a, b} | {c}{c, d} | {e}

Figure 3.6: An example of parallel network composition.

As Figure 3.6 illustrates, the type signature of the network foo | bar
is simply the union of the type signatures of both foo and bar:

{a, b} | {c} -> {c, d} | {e}

Index Split Combinator

The index split combinator ! takes one component and an index tag as
argument. For each possible value of the index tag it creates, on-demand,
a parallel replica of its component. Each incoming record is routed to the
replica associated with its tag value.

Figure 3.7 shows this parallel replication. The type signature for this
network is identical to that of the component argument with the addition
of the index tag, in this case:

{<a>, b} -> {c, d}
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net example {
box foo ((<a>, b) -> (c, d));

} connect foo!<a>;

{<a>, b} {c, d}

foo

foo

foo

foo

...

Figure 3.7: An example of parallel network composition.

Deterministic Combinators

The behaviour of the parallel, split and star combinators is not deterministic.
For example, if two records go into a network with two parallel branches and
each record takes a different branch the resulting output records may be in
the same order, reversed order or even interspersed. This has the advantage
that implementations can be allowed non-deterministic if this would produce
better performance. However, there are situations where this ambiguity is
a problem.

The solution comes in the form of three alternative, deterministic ver-
sions of parallel (||), split (!!) and star (**) which guarantee a deterministic
order on their output. This means that all output records produced by the
first incoming record are written to the output stream before the output
record of any other incoming records.

3.2 S-Net Implementation
The implementation of S-Net consists of a collection of box language in-
terfaces, a runtime library and a compiler. The box language interfaces
provide the common operations that the S-Net runtime requires to inter-
act with field data. These operations include: creating, copying, serialising,
deserialising and freeing box language data.

The runtime library has functions and data types that provide generic
implementations of the S-Net combinators, boxes, filter boxes and syn-
chrocells. The provided instantiation functions are parameterised over their
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bazbar

foo

|

..

Figure 3.8: foo|(bar..baz) shown as a tree of combinators.

internal networks, network type signature, box function, filter actions, pat-
terns and/or guards.

The S-Net compiler is responsible for generating wrapper code for boxes
and instantiation functions for S-Net networks. The instantiation functions
are just wrappers around calls to the runtime’s generic instantiation func-
tions. The compiler extracts the required parameters, such as patterns and
type signatures, from the S-Net network specification. These generated
parameters are stored as local variables in the instantiation functions.

In the rest of this section we will look at how this process works, using
the network shown in Figure 3.8 as a running example.

The compiler generates an instantiation function for each section of the
network. At runtime these functions are used to instantiate the network
sections they correspond to. These wrappers have only two arguments:
an input stream and an info structure. The input stream is where the
network’s incoming records will be read from. The info structure is used by
the runtime to pass state throughout the instantiation process. The return
value of these functions is the stream to which the instantiated network will
write its output records. This produces the following (pseudocode) type
signature for wrapper functions:

stream *wrapper(stream *, info_t *);
In Figure 3.8 we have the boxes foo, bar and baz. The runtime’s box

instantiation function needs to know a box’ input variant, the function im-
plementing the computation and the possible output variants. The compiler
stores these parameters in the wrapper function’s local variables, passing
them to the runtime’s instantiation function together with the input stream
and info structure.

Figure 3.9 shows a simplified example of the instantiation functions that
the compiler would generate for the network shown in Figure 3.8. To in-
crease the readability we left out the specific arguments for the SNetBox,
SNetSerial and SNetParallel functions. These arguments consist of com-
piler determined information that is needed to instantiate the combinator,
such as type signatures or child networks.

The compiler uses the instantiation functions generated for the leaf nodes
to create the instantiation functions for their parents. In the case of our ex-
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extern void foo(...);
extern void bar(...);
extern void baz(...);

stream *box_foo(stream *input, info_t *info)
{

return SNetBox(input, info, &foo, ...);
}

stream *box_bar(stream *input, info_t *info)
{

return SNetBox(input, info, &bar, ...);
}

stream *box_baz(stream *input, info_t *info)
{

return SNetBox(input, info, &baz, ...);
}

stream *serial_bar_baz(stream *input, info_t *info)
{

return SNetSerial(input, info, &box_bar, &box_baz, ...);
}

stream *parallel_foo_serial_bar_baz(stream *input,
info_t *info)

{
return SNetParallel(input, info, &box_foo,

&serial_bar_baz , ...);
}

Figure 3.9: S-Net
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ample: the serial combinator. The instantiation function calls the runtime’s
serial combinator instantiation function with the input stream, info struc-
ture and the bar and baz instantiation functions as arguments. This causes
a new bar and baz instance to be created and connected together when the
serial combinator is instantiated.

Similarly, the wrapper for the parallel combinator is instantiated us-
ing the foo and the serial combinator instantiation functions. The parallel
combinator takes as parameter the type signatures of the network in each
branch, this parameter is stored in a local variable. When the parallel com-
binator wrapper is called the parallel combinator is instantiated, together
with both its child branches.

The generation of instantiation functions for the other combinators dif-
fers only in the number and types of arguments stored inside their wrapper
functions.

An important difference between the runtime’s static combinator instan-
tiation functions and the instantiation functions for dynamic combinators
(such as the star and index split) is that the latter do not instantiate their
child networks directly upon creation. Instead, they instantiate child net-
works on-demand as records enter the network.

This is the reason why the compiler generates wrapper functions for each
section of the S-Net network. Any section within such a dynamic combin-
ator can be dynamically instantiated at any time. The wrapper functions
provide a convenient and consistent interface for the dynamic combinators
to instantiate their child networks without having to take their structure
into account.

Running an S-Net program boils down to creating a new input stream,
calling the top level instantiation function with it and storing the resulting
output stream. All the program has to do is write input into the input
stream and read output from the output stream.

For more exact details on the implementation we refer to: Grelck and
Penczek [15], Grelck et al. [16], Penczek [27].
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CHAPTER 4

Distributed S-Net

Distributed S-Net [21, 24] is an intermediate step between no cluster sup-
port and having network distribution fully managed by the S-Net runtime.
It was created to allow easier experimentation with S-Net in cluster en-
vironments. This is accomplished by adding placement annotations to the
language, which programmers can use to manually specify the distribution
of an S-Net network over multiple nodes.

In this chapter we will look at how Distributed S-Net extends the S-Net
syntax and semantics (§ 4.1), followed by a quick overview of how Distributed
S-Net is implemented (§ 4.2).

4.1 Distributed S-Net Design
Distributed S-Net introduces the concept of compute nodes and placement.
A compute node is an abstract location where network sections can be
placed. These locations are deliberately restricted to being plain integer
values, in order to keep the model as general as possible. This leaves the
concrete mapping from nodes to machines implementation-dependent.

Of course, a way to identify compute nodes is useless without the ability
to place a box or network on them. In Distributed S-Net the root of a
network is implicitly placed on node 0, all other parts inherit the location
of their parent, unless explicitly overwritten by a placement combinator.
Two such placement combinators exist, one for static and one for dynamic
placement.

4.1.1 Static Placement Combinator
The static placement combinator @ takes a component and a location as
argument, and changes the location where the component will be instanti-
ated. Any network sections within the component inherit this new location,
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Figure 4.1: foo|(bar@1..baz)@2 shown as a tree of combinators.

unless explicitly overwritten by another placement combinator. Figure 4.1
illustrates this behaviour, using the network

foo | (bar@1 .. baz)@2
as an example. Here baz inherits its location from the serial combinator,
while bar has its location explicitly overwritten by another placement com-
binator. In the above example the streams in the network traverse multiple
node boundaries, the details of how this is implemented are discussed in
§ 4.2.

4.1.2 Dynamic Placement Combinator
The dynamic placement combinator !@ is a variation of the index split com-
binator. It takes as arguments a component and a tag. Incoming records
are sent to parallel replicas of the combinator’s component network. Which
replica they are sent to is based on their tag’s value. Instantiation of these
replicas is done on-demand. The only difference with the index split combin-
ator is that each replica is instantiated on the node whose location matches
the tag value.

For example, the network
foo!@<a>

instantiates a replica of foo on node 1 for records that have the value 1 for
tag a, whereas records that have the value 2 for that tag will cause a replica
to be instantiated on node 2, and so on.

4.2 Distributed S-Net Implementation
In § 3.2 we saw how the S-Net compiler generates instantiation functions
for an S-Net network. And in § 4.1 we introduced the notion that parts of
a network can be placed on different nodes. This means the instantiation
functions and their generation process need to be made location aware. In-
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stantiation has to support placement inheritance, has to make sure that
network sections are only instantiated on the compute nodes where they are
supposed to run and, lastly, has to set up communication between nodes for
the streams that traverse node boundaries.

Figure 4.2 [24] shows the basic architecture of a Distributed S-Net com-
pute node. In this figure we see that each node has an input manager, an
output manager and a data manager. The input and output managers are
tasked with setting up and maintaining connections between the nodes in
a network. The data manager is responsible for transferring data between
nodes. We will explain the purpose and behaviour of these managers further
in the following sections.

4.2.1 Network Instantiation
The instantiation functions generated by the S-Net compiler take an input
stream and info structure as arguments and return the output stream of
the instantiated network. Distributed S-Net was designed with a single
program, multiple data (SPMD) approach in mind since this is what is used
by MPI. This means that all nodes in an S-Net network execute the same
code. To control on which node a network section is actually instantiated,
the instantiation functions are extended with a new argument: the location.
Whether a network section is instantiated is determined by comparing this
location with the location of the node executing the code.
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It is important to note that the runtime’s instantiation functions always
have to call the instantiation functions of any child networks, even if the
locations do not match. The reason for this is that parts of the child networks
may be located on this node. Take the network in Figure 4.1 as an example.
Since the parallel combinator is placed on node 0, the runtime does not
need to instantiate it when node 2 calls its instantiation function. However,
if the runtime skips the instantiation functions of the child branches, node 2
would never encounter the serial combinator and baz box that it does need
to instantiate.

The compiler hardcodes the location argument of statically placed net-
work sections in their instantiation functions, overriding any previous loca-
tion. All other instantiation functions just use the location argument their
parent combinator called them with. This takes care of both the location
inheritance and dynamic placement. The dynamic placement combinator
simply calls the instantiation function of a new child network with the ap-
propriate tag’s value rather than its own location.

There are some difficulties with the instantiation of dynamic networks
that we have glossed over in this section. We will look at the creation of
dynamic networks and these problems in more detail in § 4.2.3.

4.2.2 Dealing with Node Boundaries
Determining which network sections to instantiate on which node is only
part of the problem. We also need to set up communication between nodes
whenever a stream crosses node boundaries. There are three locations to
account for: the location of the node executing the instantiation function,
the location of the parent combinator (stream origin) and the location of the
child combinator (stream destination). This gives four possible scenarios:

1. Both origin and destination are on this node.

2. Origin is on this node, but destination is not.

3. Destination is on this node, but origin is not.

4. Neither origin nor destination are on this node.

Each of these cases needs to be treated differently, so we need to be able
to distinguish them during network creation. The location argument passed
to instantiation functions gives us the destination of the input stream. If
we have a way to retrieve the origin of the stream, we can easily distinguish
between cases by comparing origin, destination and the current process’s
location. The solution is to have each instantiation function store its location
in the info structure that is passed throughout the instantiation process.
This provides a convenient way for the runtime to retrieve the origin of a
stream.

32



In the first scenario we instantiate the component and behave as normal
since both origin and destination are on this node. In the second scenario
we know that the origin of the input stream we received is on this node,
but the destination is on a different node, so we need to set up an outgoing
connection on this node to send any records from this stream to the proper
receiving node. The third scenario is the reverse of the previous one. We
don’t have a valid input stream, so we need to create a new stream, setup
an incoming connection for it and then pass this stream on as input stream
for this component. The last scenario is simple, we can just do nothing since
neither the current nor the previous location affect us.

This leaves the question, how do we actually setup these incoming and
outgoing connections between nodes? Each node calls the instantiation func-
tions in a deterministic order when a network is instantiated. This means
all nodes encounter all connections in the same order. We can use this
knowledge to generate deterministic identifiers for each connection by using
a counter.

In Figure 4.2 we saw that each node has an input and an output manager.
These are responsible for setting up and coordinating connections. The
output manager is given a stream, destination node and connection identifier
whenever an outgoing connection is encountered during the creation process.
The same happens for the input manager and incoming connections. The
input and output manager are then responsible for moving records from the
stream on the origin side to the stream on the destination side, hiding the
presence of a connection from all other components.

4.2.3 Dynamic Networks
The above approach works for networks that only use static combinators,
but any network which uses the star, split, dynamic placement combinators
or their deterministic variations has corner cases which we need to handle.

As discussed in § 3.1.3 and § 4.1.2 the above mentioned combinators
instantiate their subnetwork(s) on-demand. This means we need a way to
instantiate parts of a network on-demand on each node, when the dynamic
placement combinator creates a new instance of its subnetwork on node 1,
for example.

There are two problems. First, dynamic combinators need to start the
instantiation process of a new child network on all affected nodes. Secondly,
the connection identifier generation mechanism described above relies on in-
stantiation being done in a deterministic order. If two different combinators
trigger creation of a subnetwork on different nodes then we must make sure
the connection identifiers remain consistent across all nodes.

The Distributed S-Net solution to these problems is to store the instan-
tiation functions belonging to the subnetworks of dynamic combinators in
a routing table together with an identifier. This identifier is derived from
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the subnetwork’s instantiation function, guaranteeing that it is identical and
unique across all nodes. We then assign connection identifiers relative to the
dynamic network they are located in. This gives us a deterministic way of
creating connection identifiers, since all static connections within a dynamic
network are traversed deterministically and the dynamic network itself has
a globally unique identifier.

When a record triggers the dynamic creation of a network, a creation
message with that network’s identifier is sent to all other nodes. Each node
then looks up the network identifier in the routing table and runs the relevant
creation function for that network, causing any sections which are located
on that node to be instantiated.

4.2.4 Data Manager & References
Repeated (de-)serialisation and transmission of data is costly. There are two
important points we need to take into account:

• Fields are the only big components of a record.

• Flow inheritance causes many fields, tags and binding tags to bypass
large numbers of boxes.

Fields can contain arbitrary, potentially large box level data. The rest
of a record consists of tags, binding tags and some meta-data all of which
are integers, making them relatively small.

An easy way to avoid the cost of constantly (de-)serialising and transmit-
ting fields is to replace them with qualified data references. These references
can refer to data that is, potentially, on other nodes. When a box actually
needs to use the data of a field, it can retrieve the data using the reference.

This is where the data storage and data manager, shown in Figure 4.2,
come into play. They are responsible for tracking references throughout the
network. The runtime uses the references to query the data manager for a
field whenever a box requires that field. If the data is stored locally, it is
returned immediately. If not, the data manager messages the node where
the data is stored, retrieves the data and caches it for future use. This lets
us avoid transmitting the data of a field until we are certain that a node will
actually use it.
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CHAPTER 5

Communication on the SCC

In this chapter we discuss the design criteria and trade-offs that are im-
portant to our SCC implementation of S-Net (§ 5.1), followed by perform-
ance benchmarks of the features and programming frameworks discussed in
Chapter 2 (§ 5.2). We conclude with a discussion of what these benchmark
results mean for the S-Net implementation on the SCC (§ 5.3).

5.1 S-Net SCC Design Decisions
In this section we introduce the types of communication we deal with in
Distributed S-Net (§ 5.1.1), the metrics we are concerned with (§ 5.1.2)
and, finally, the trade-offs this results in (§ 5.1.3).

5.1.1 Types of Communication
We can distinguish three categories of communication in Distributed S-Net:

• Control messages

• Records

• Field data

Control messages are used to update runtime state, they include requests
of the input and output manager to block and unblock connections and the
control messages of the data manager. These messages all have sizes in the
order of tens of bytes.

Records are S-Net records, which consist of tags, binding tags, refer-
ences and a small amount of meta-data. Records can be arbitrarily big in
theory, but in practice we don’t expect to see records with more than several
tens of tags, binding tags and fields. This puts the size of records in the
order of 50–500 bytes.
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Field data messages can contain arbitrary box language data and are
only sent when a box actually uses a field. Their size can range from a
single byte to a large multi-dimensional array. Meaning that there is no real
upper bound to field data size.

5.1.2 Metrics
There are two metrics we concern ourselves with: latency and overhead.

Latency

By latency we mean the number of cycles between the start of sending a
message and its receipt. The most important question to ask here is: Do
any of the three message types have special latency requirements? In other
words, is there a message type that unnecessarily blocks the runtime system
if its receipt is delayed?

Both records and field data messages are capable of blocking the runtime.
Without the former, the runtime has no computation to run. Without the
latter, there is no data to compute on. This makes them both equally likely
to block the runtime.

In the control message category, the unblock and fetch request messages
can cause the runtime to become or remain blocked. Data manager messages
and block messages will not cause the sender or receiver to block, but it is
desirable for both of these to have a low latency. This ensures the data
managers do not spend large amounts of time being out of sync and avoids
having to do large amounts of buffering in the input manager.

The conclusion is that we have roughly the same latency requirements
for all message types. This lets us avoid the complication of introducing a
priority system for communication. A simple first in, first out model suffices.

Overhead

Normally latency figures are accompanied by throughput, but we think
throughput is not a particularly useful metric for informing S-Net design
decisions. Instead, we use overhead as a metric. We define throughput as
the amount of data that can be transferred in a unit of time. It is measured
by dividing data size by the cycles between start and end of sending that
data. We define overhead as the amount of data that can be transferred in
a unit of time actually spent working. It is measured by dividing data size
by the number of cycles actually used to send the data. That is, idle cycles
are not counted.

One of the basic assumptions of Distributed S-Net is that each node is
assigned a non-trivial amount of computation. This means that the S-Net
runtime can pipeline communication and computation, using the idle cycles
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during data transfer to do computation. This pipelining effect is import-
ant since we are interested in maximising the throughput of entire S-Net
networks, which includes computation, rather than maximising their data
throughput.

The reason we consider overhead a better metric than throughput is that
overhead accounts for both overall transfer time and the pipelining effect. If
two implementations have the same data throughput, one of them may still
produce better network throughput if it has more idle cycles during data
transfers. Similarly, if two implementations have different throughputs the
one with the lower throughput may produce better network throughput if
the idle time has increased more than the total sending time.

5.1.3 Trade-offs
The two biggest factors influencing latency and overhead on the SCC are how
data is transferred and how receivers are notified of new messages. Based
on our discussion of the SCC’s architecture in Chapter 2 we can identify the
following trade-offs to make:

• bare metal vs Linux,

• on-chip message passing buffer vs off-chip main memory,

• L2-cached vs uncached vs MPB type memory,

• polling vs sparse polling vs interrupt-driven notifications.

Bare metal vs Linux

The first and most fundamental design decision to make is the choice between
programming bare metal or under Linux.

The advantage of using Intel’s SCC Linux version is that it provides
a complete POSIX compliant environment. This means that the S-Net
runtime will run without modification. However, this convenience comes
at a price. If we want to use the SCC’s features, we can only do so via
Intel’s drivers, resulting in costly context switches between our user mode
application and the kernel mode drivers.

If we program bare metal we can avoid this cost by running S-Net in
kernel mode, but programming bare metal introduces its own set of issues.
When we began the work to port S-Net to the SCC there were no debugging
facilities or documentation for bare metal development. We decided that the
limited amount of time, combined with the needed extra work and lack of
documentation made bare metal development unsuitable for this project.

As mentioned in Chapter 2, both E.T. International Inc. and Microsoft
Research later released frameworks that simplify bare metal development.
We decided to stay with Linux since both these frameworks were rather
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unstable and neither had publicly available sources, making it difficult to fix
the problems we encountered. As a result the rest of this chapter will only
concern itself with the implementation of S-Net running on SCC Linux.

MPB vs Main Memory

The access speed for MPBs is similar to that of the L2 cache, meaning the
MPBs always outperform main memory. The downside of the MPBs is that
they provide a limited space, only 8 KiB. This means that messages larger
than 8 KiB need to be split into chunks and sent one chunk at a time, with
all the associated extra synchronisation and overhead.

Main memory can be anything from slightly slower to two orders of
magnitude slower than the MPBs. This variation exists because the actual
speed difference depends on the type of caching and on the access patterns.
For example, the L2 cache will cause large sequential reads to be close to the
MPB’s speed. Non-sequential reads, however, are drastically slower due to
cache misses. The difference is even worse when writing, due to the cache’s
write-around behaviour.

The advantage of main memory is that the sending core can write large
chunks of data in a single sweep, without requiring the receiver to do any-
thing until the write is completed. This cuts down on synchronisation over-
head and lets the receiver do useful computation in the meantime.

The reduction of synchronisation overhead scales linearly with message
size. This means that above a certain size it will be faster to send messages
using main memory.

L2-cached vs Uncached vs MPB Type Main Memory

There are three different ways to map memory on the SCC, each with its
own advantages and disadvantages. The type of mapping influences how
memory is cached and whether the write-combine buffer is used or not.

Mapping memory as L2-cached memory gives the highest read speed, if
the reads hit in the L2 cache. Cache hits read at up to 285 MiB/s, cache
misses, however, read at up to only 20 MiB/s. Similarly, cache hits write at
up to 125 MiB/s, but cache misses write at up to only 20 MiB/s. Addition-
ally, using L2-cached memory as shared memory means having to flush the
cache whenever another node needs to access data, costing approximately
1,000,000 cycles [7, 37].

Uncached memory is uniformly slow. All reads and writes achieve speeds
of up to only 20 MiB/s. The advantage of uncached memory is that there is
no synchronisation or flushing required for other cores to see the data stored
in uncached memory.

The last alternative is MPB type memory, this mapping has the advant-
age that it enables the write-combine buffer. This dramatically improves
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the write speed, as mentioned in § 2.1.4. The result is that reads happen at
up to 115 MiB/s and writes at up to 125 MiB/s. In other words, the write
speed is only marginally slower than the write speed of an L2 cache hit, but
5 times faster than that of an L2 cache miss. Similarly, the read speed is less
than half that of an L2 cache hit, but 5 times faster than a cache miss. This
means that MPB type memory has a much more consistent performance
than L2-cached memory. Additionally, MPB type memory can avoid the
1,000,000 cycle cost of flushing the L2 cache since reads and writes to MPB
type memory bypass the L2 cache.

Uncached memory is so slow that we can ignore it; MPB type memory
outperforms it in all circumstances. Much more interesting is the question
whether L2-cached memory will sometimes outperform MPB type memory.
The answer to this question depends on the size of data and how frequently
it will be accessed. For sequentially accessed data the twice faster read speed
of L2-cached memory may outperform the extra cost of flushing the cache
at some point.

Polling vs Sparse Polling vs Interrupt-driven Notifications

Cores need to be notified when a new message arrives. There are three
approaches to doing this:

• polling to check if a new message has arrived,

• waiting for interrupts,

• polling as long as there is work to do and waiting for an interrupt
when work runs out (sparse polling).

The advantage of polling, as shown in Verstraaten et al. [37], is that
it has a latency that is significantly lower than that of an interrupt-driven
approach. The downside is that a lot of cycles are wasted busy-waiting.
This is especially counter-productive with the SCC cores’ lack of hardware
multithreading since this means busy-waiting prevents all computational
work from progressing.

An interrupt-driven approach is the exact opposite of polling. It doesn’t
waste any cycles, leaving more time for computation, at the cost of having
an increased latency.

The third approach is to poll for work until work runs out, then block
until an interrupt is received, at which point polling starts again. This
combines the advantages of both of the above approaches, at the cost of
being more complex to implement. Another small downside is that, if the
rate of handling messages exceeds the rate at which messages arrive, the
poll before blocking is always wasted. As a result sparse polling has slightly
more overhead in this scenario.
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5.2 Performance Measurements
To inform our design decisions we extended the set of benchmarks used in
[37] to cover all the cases described above. The benchmark we used consists
of a simple pingpong program that sends a message back and forth between
two cores. This benchmark is run with message sizes from 8 bytes up to
256 MiB, doubling the size at each step.

We measure the roundtrip latency and the idle time in core cycles. To ob-
tain the number of busy cycles we subtract the idle time from the roundtrip
time. The number of busy cycles is the number of cycles used to actually
send the message, or “overhead” as we named it in § 5.1.2.

The measurements can be divided into the following four categories:

• MPI,

• iRCCE,

• MPB-based,

• Shared memory.

5.2.1 MPI Performance Results
The MPI implementation uses the asynchronous send and probe functions
to have as much idle time as possible. There are, as described in § 2.2.3, four
MPI backends for the SCC: the SOCK, SCCMPB, SCCSHM and SCCMPB
channels. Figure 5.1 shows that the performance of all four implementations
is almost identical, with the SCCMPB channel being slightly faster than the
others, as predicted by Intel in the documentation.

The SOCK channel shows a weird dip in the graph where it suddenly
has much less overhead. This happened repeatedly for message with a size
of ∼2 KiB, but we were unable to determine why this happens.

5.2.2 iRCCE Performance Results
We only benchmarked iRCCE since plain RCCE does not support receiving
from arbitrary senders and the S-Net runtime does require that function-
ality. iRCCE’s busy time is equal to its roundtrip latency, since its receive
function is implemented using polling. Figure 5.1 shows iRCCE’s results.

5.2.3 MPB Performance Results
The MPB-based implementation uses only the MPB for communication.
This means that messages bigger than 8 KiB are split into smaller chunks
and sent one chunk at a time. The measurements were done for each of the
three notification mechanisms described in § 5.1.3. Figure 5.2 shows that
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Figure 5.1: MPI & iRCCE benchmark results.

performance of all three is close, with the interrupt-only approach slightly
outperforming the others.

5.2.4 Shared Memory Performance Results
It is possible to write data directly into another core’s memory. We can do
this by setting aside a fixed set of the 256 16 MiB LUT entries. A sending
core can read the relevant LUT entries of the receiving core and determine
where they are located in physical memory. There are different ways to
make use of this functionality and, based on this, we can divide the shared
memory implementations into three sub-categories:

• naive,

• single-copy,

• LUT-based.

Naive Shared Memory Results

The naive shared memory implementation is the same as the MPB im-
plementations with the exception that it uses a buffer specially allocated
in off-chip shared memory, rather than the MPB. Messages are split into
chunks which will fit into this receive buffer and then written one chunk at
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Figure 5.2: MPB benchmark results.

a time. The receiving core copies the message from this receive buffer into
its private memory. We repeated this benchmark with multiple sizes for
the receiving area, ranging from 16 MiB (1 LUT page) to 128 MiB (8 LUT
pages).

This was repeated for all combinations of memory types (L2-cached,
uncached and MPB type) and all combinations of notification mechanisms
(polling, interrupts and sparse polling). Figure 5.3 shows the results of the
benchmarks. For readability reasons we left out the uncached results since
they were consistently several orders of magnitude worse than the alternat-
ives. Similarly, we only show the measurements using the maximum receive
area, since those performed consistently better than the smaller alternatives.

The MPB type memory, as expected, outperforms the L2-cached memory
by a large margin. The flushing of the L2 cache costs more than is gained
from faster read speeds. The purely interrupt driven implementation slightly
outperforms the polling and sparse polling implementations, as it did with
the MPB implementation.

Single-copy Shared Memory Results

The naive implementation copies the data twice. The sender copies it from
the source to the receiving area. The receiver copies it again from the
receiving area to its destination. If we can control the destination of the
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Figure 5.3: Naive shared memory benchmark results.

message, it is possible to avoid the second copy operation. We simply send
the sending core the LUT entry and offset of the destination and the sender
can then copy the message directly to its destination on the receiving core.

The reason that we need to control the message’s destination is that
we need the LUT entry and offset that point to it. To get this data the
destination must be in a memory area of which we know the virtual-to-
physical address mapping.

As with the naive implementation, we repeated the measurements for
all combinations of memory types and notifications. Figure 5.4 shows the
results of these measurements. Again we leave out the uncached results for
readability. Figure 5.4, like the previous shared memory graph, shows a
large difference between the L2-cached and MPB type memory. Again the
interrupt-only implementation is slightly faster than the polling and sparse
polling implementation.

LUT-based Shared Memory Results

The LUT-based implementation takes the above behaviour one step further,
if we can control not only the destination, but also the message’s source, then
we do need not to copy the message at all. We can use the MPB to send
the relevant LUT entries from the sending to the receiving core, which uses
them to map the data directly into its own memory. In the case of L2-
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Figure 5.4: Single-copy shared memory benchmark results.

cached memory this still requires a cache flush, but, without the penalty of
copying data directly in main memory, this should still be faster than the
other solutions.

As Figure 5.5 shows, this implementation produces an almost constant
speed for transferring messages. Above 32 MiB the roundtrip time increases
slightly, but we could not determine why. Once again the L2 cache flush
causes a drastically higher number of cycles for the L2-cached memory solu-
tion.

5.2.5 Implementation Comparison

Figure 5.6 shows the best performing implementation from each category in
a single figure. The clear winner is the interrupt/MPB LUT-based imple-
mentation, with a shared second place for the interrupt/MPB single-copy
and the interrupt MPB implementations. The former being the second best
for messages of 8 KiB and above and the latter being second best for mes-
sages below 8 KiB in size.

The results in Figure 5.6 seem rather close, but this is the result of
plotting the graphs on a log-log scale. Figure 5.7 shows the measurements
for messages of size 16 MiB and up, plotted on a linear Y axis. This shows
that there are, in fact, huge differences between the implementations.
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Figure 5.5: LUT-based shared memory benchmark results.

10
0

10
2

10
4

10
6

10
8

10
10

10
12

2
0

2
5

2
10

2
15

2
20

2
25

2
30

B
u
s
y
 t
im

e
 (

in
 c

o
re

 c
y
c
le

s
)

Message size (in bytes)

iRCCE
MPI - SCCMPB
MPB - Interrupt
SHM - Sparse Polling - MPBT
Singlecopy - Interrupt - MPBT
LUT-mapping - Interrupt - MPBT

Figure 5.6: Comparison of best implementations in each category.

45



0.0×10
0

2.0×10
9

4.0×10
9

6.0×10
9

8.0×10
9

1.0×10
10

1.2×10
10

2
24

2
25

2
26

2
27

2
28

B
u
s
y
 t
im

e
 (

in
 c

o
re

 c
y
c
le

s
)

Message size (in bytes)

iRCCE
MPI - SCCMPB
MPB - Interrupt
SHM - Sparse Polling - MPB
Singlecopy - Interrupt - MPB
LUT-mapping - Interrupt - MPB
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5.3 Evaluation of Performance Measurements
From Figure 5.6 and Figure 5.7 we could conclude that the LUT-based
interrupt/MPB implementation is the most suitable and therefore should
be the only implementation that we consider. Unfortunately things are not
as clear-cut as they seem.

The interrupt-only implementation slightly outperforms the sparse polling
implementation in the benchmarks. However, the benchmark sends only a
single message at a time. This means that the runtime makes an extra
polling pass for every message, even though this pass will never find any
work to do. Real S-Net networks have multiple sending nodes and nodes
can send more than one message at a time. This, combined with the small
performance difference makes it likely that the hybrid implementation out-
performs the interrupt implementation in actual networks since the polling
will actually find work sometimes.

Worrying about the performance difference of the interrupt-only and
sparse polling implementations is probably not worthwhile, though. Even
if the sparse polling implementation outperforms the interrupt-only imple-
mentation, the difference is likely to be insignificant.

A more fundamental problem is that an interrupt/MPB LUT-based im-
plementation requires a virtual-to-physical mapping for all the data that will
be sent. This means that all this data needs to be allocated in a section of
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MPB type memory where we know this mapping. At the same time we do
not want to allocate everything in this MPB type memory section since the
runtime can only map a limited amount of memory. Additionally, allocating
everything in MPB type memory would cost us the benefit of the L2 cache
for all data, including the data that is never transferred.

An alternative is to send all small messages (control messages and re-
cords) using the MPB-based implementation. For small messages the MPB-
based implementation is only slightly slower than the LUT-based imple-
mentation, but it has the advantage that it does not restrict where data can
be allocated. This restricts the use of the LUT-based implementation to
the transfer of field data, shrinking our problem scope from “ensure all data
that will be sent is allocated in MPB type memory” to “ensure all field data
is allocated in MPB type memory”.

The above does not solve our problem, but provides a good starting point
for controlling allocation: the language interface. In § 3.2 we mentioned that
each supported box language provides a language interface for the S-Net
runtime to use. This interface does not provide allocation functions, but
we can add this functionality. The difficulty of this task depends on the
language interface.

Adding allocation functionality to the C language interface is a simple
matter. All that it requires is a thin wrapper around an SCC specific alloca-
tion function. Box code then has to use this new C4SNet function instead of
malloc when allocating new memory. The only downside to this approach
is that it is not backwards compatible with existing box code.

A solution is to implement the above functionality and provide a fallback
to the single-copy implementation for legacy box code. This means box code
using the new allocation function can achieve optimal performance while
legacy box code will remain functional.
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CHAPTER 6

S-Net on the SCC

In Chapter 3 and Chapter 4 we described S-Net and its extension Distrib-
uted S-Net. There are two implementations of both, the original pthread-
based implementations and the new lightweight threading (LPEL) imple-
mentations created by Daniel Prokesch [30]. In this chapter we cover the
design of a new unified S-Net runtime (§ 6.1) and the implementation of
Distributed S-Net on the SCC (§ 6.2).

6.1 Designing a Unified S-Net Runtime
Creating two new Distributed S-Net implementations for the SCC (pthread
and LPEL) would bring us to a total of six parallel implementations. This
is undesirable, since the code duplication between the existing four imple-
mentations already makes it a real problem to keep them consistent with
each other. Adding two additional implementations would make the situ-
ation unmanageable. The solution is to separate the duplicated code in a
library and link to it.

As a first step in this direction, Prokesch designed a threading interface
that encapsulates the functionality of the pthread and LPEL implement-
ations. This separated the implementation details of threading from the
runtime, resulting in an S-Net and Distributed S-Net runtime that can
link with either the pthread or LPEL threading implementations. We refer
interested readers to Prokesch [30] for more details on the implementation
of LPEL and this threading interface.

Following the above approach, we encapsulate the implementation de-
tails of Distributed S-Net communication with a single distribution inter-
face. This interface hides the implementation details of MPI and the SCC
from the runtime. The result is a single Distributed S-Net runtime that
can be linked with any library that implements the distribution interface.
Of course, this requires us to adapt the existing MPI implementation to
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Figure 6.1: Modular S-Net runtime design.

conform to this new interface, but after this initial time investment it is
easier to add new distribution implementations, such as for the SCC.

This leaves us with two runtime implementations, S-Net and Distrib-
uted S-Net. However, even this separation is redundant. The key insight
is that S-Net is just a special case of Distributed S-Net; that is, the case
where the entire network is placed on node zero and no placement combinat-
ors are used. This means that linking the Distributed S-Net runtime with
a dummy implementation of the distribution interface is sufficient to imple-
ment the S-Net runtime. The end result, as shown in Figure 6.1, is a single
runtime implementation that can be linked with one of multiple language
interface implementations, one of multiple threading implementations and
one of multiple distribution implementations.

The first step in creating a new distribution interface is to study the ex-
isting Distributed S-Net implementation and determine what functionality
is needed. This results on the following list of operations:

• comparing a process’s node with a given location x;

• checking whether a process is running on the root node (i.e. node 0);

• creating connections that forward records between nodes;

• instantiating new dynamic networks;

• handling qualified addresses of field data:

– creation,
– copying,
– fetching data,
– destruction.

To compare the node that is executing a process with a given location we
only have to provide a function that takes an integer, compares this integer
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to the implementation defined location-to-node mapping and returns true
or false. In the case of MPI this means comparing against the MPI rank
of a node, in the SCC case we compare with a core’s index in the network.
Checking whether a process is executing on the root node is just the special
case of calling the above comparison function with the value 0. In the non-
distributed dummy implementation both functions can simply always return
true, as non-distributed S-Net cannot have differing placements.

In the rest of this section we will discuss how the remaining items on
the above list are dealt with. We first discuss the handling of connections
(§ 6.1.1), followed by the instantiation process for dynamic networks (§ 6.1.2)
and concluding with the data manager’s handling of references (§ 6.1.3).

6.1.1 Connections
The most prominent task of the distribution implementation is the creation
of connections that forward records between nodes. We need one such con-
nection for each stream between S-Net network sections on different nodes.

The original Distributed S-Net implementation creates a dedicated send-
ing and receiving pthread for each connection. The sending thread reads
records from the sending side’s stream, serialises them and then sends the
records to the receiving thread using blocking MPI send and receive calls.
The receiving thread in turn deserialises the record and writes it to the
receiving side’s stream.

There are two downsides to this design. The first is that MPI, by default,
uses polling for its blocking receive operations. As a result, each node has
one polling pthread per incoming connection. The second issue is that we
plan to use the MPBs to send and receive messages on the SCC. Using one
polling thread per connection would cause a lot of contention for access to
the MPBs. Even worse, with the SCC core’s lack of hardware multithreading
each of these polling threads would waste compute time on polling.

To remove these problems, we decided to multiplex all connections through
the input and output manager, rather than having a pair of dedicated
threads for each connection. The output manager reads records from all
streams belonging to outgoing connections, serialises them and sends them
to the input manager on the appropriate receiving node. The input man-
ager deserialises these records, and writes them to the appropriate incoming
stream. The input manager is the only thread receiving messages, restricting
polling and MPB locking to this one thread.

The rest of this section covers the following aspects of this new design:

• connection identifiers,

• connection setup, or how the runtime determines which connections
need to be created,
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• input & output manager, or miscellaneous tasks performed by the
input and output manager.

Connection Identifiers

The problem with multiplexing all connections through the input and output
manager is knowing to which connection a record belongs. The output
manager needs to know where to send the records it reads from its input
streams. The input manager likewise has to know to which stream it should
write a deserialised record.

In short, we need a globally unique identifier scheme for connections.
This would let us label records with their connection identifier, letting us
determine which stream they belong to. The question is, how do we create
such an identifier and what information does it need?

The location of the receiving node is the most important piece of in-
formation to include in this identifier. This lets the output manager know
to which node a record should be sent. However, it is not sufficient inform-
ation to let the input manager determine to which stream the record should
be written.

We introduce a connection counter to solve this issue. This counter is an
integer that is incremented whenever the instantiation process encounters a
stream that crosses node boundaries. This guarantees a unique and determ-
inistic identifier since all static connections in a network are encountered in
the same order on each node.

The dynamic S-Net operators might cause network sections to be in-
stantiated in different orders on different nodes (as explained in § 6.1.2).
To solve this issue we adopt a solution similar to that of the original Dis-
tributed S-Net implementation (see § 4.2.3). The solution is to assign the
above mentioned connection counters relative to a parent network identifier.
We define the top level network to have the identifier 0, and let the compiler
assign a unique identifier to each dynamic combinator.

Knowing the node, connection counter and parent network is not yet
enough. The star, split and dynamic placement combinators can all instan-
tiate their child network multiple times. If the child network contains a
section p, statically placed on a node n, then we will need to make sure
that node n has a unique instantiation of p for every replica created by the
parent star, split or dynamic placement combinator.

To track the replicas of these dynamic combinators we use a counter
called the dynamic index. Whenever a star, split or dynamic placement
combinator creates a new replica they increment their dynamic index, en-
suring a unique identifier for the connections belonging to this new network
instance.

This leaves us with the following definition of a connection identifier:
• node location,
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• connection counter,

• parent network identifier,

• dynamic network index.

Connection Setup

In the normal instantiation process of S-Net (see § 3.2) every instantiation
function receives its input stream from its parent combinator. In the Dis-
tributed S-Net instantiation process (see § 4.2) the same happens, but the
runtime also checks whether any connections need to be created.

The instantiation process is similar to that of the original Distributed
S-Net implementation, but the creation of new connections needs to be
encapsulated by the distribution interface.

To accomplish this we define a route update function that is responsible
for the creation of connections. Each combinator instantiation function calls
route update with its input stream, info structure and current location. The
route update function returns the stream that the rest of the instantiation
function will use as input stream. This allows the route update function to
replace or modify the input stream when a stream crosses node boundaries.

In addition to the current location, route update also needs to know the
current connection identifier and the input stream’s location (stream origin).
The runtime stores these two pieces of information in the info structure, from
where the route update function can retrieve them. Using this information
the route update function can determine which of the following four scenarios
applies.

If the stream origin and the current location are both on the current
node, then the parent combinator and the new combinator are both instan-
tiated on this node. Route update does not need to update the input stream,
current connection identifier or stream origin and can return without doing
anything.

If the stream origin is on the current node, but the current location
is on a different node, then this is the sending side of a connection that
crosses node boundaries. Route update hands the input stream and current
connection identifier to the output manager. The output manager stores a
mapping between the stream and current connection identifier, and adds the
stream to its incoming stream set. Route update then updates the current
connection identifier and stream origin.

If the current location is on the current node, but the stream origin
is on a different node, then this is the receiving side of a connection that
crosses node boundaries. Route update creates a new stream and hands the
current connection identifier and this stream to the input manager. The
input manager stores a mapping between the connection identifier and the
stream. Route update then replaces the input stream it was given with
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the newly created stream and updates the current connection identifier and
stream origin.

If the stream origin and current location are both on a different node,
then both the parent combinator and the new combinator are not located on
this node. Route update does not need to touch the input stream or update
the input and output managers. However, to keep the connection identifiers
identical on all nodes, the current connection identifier and stream origin
must be updated if the current location and stream origin differ.

Input Manager & Output Manager

The input manager and output manager store the connection-to-stream and
stream-to-connection mappings, respectively, for existing connections. Each
provides a function to add new connections. These functions are used by
the route update function whenever it needs to create a new connection.

When a record is written to one of the output manager’s streams, the
output manager reads it, looks up the connection identifier associated with
that stream, serialises the connection identifier and record, then sends them
over the network using the distribution interface’s transmission functions.

When the input manager receives a message, it deserialises the connec-
tion identifier and record. The connection identifier is used to look up the
stream associated with this record’s connection, the record is then written
to the appropriate stream.

The S-Net runtime relies on the fact that streams are implemented
as bounded buffers for its fairness and absence of deadlock guarantees. In
the original Distributed S-Net implementation this bounded behaviour is
propagated across node boundaries by using blocking send functions. A
receiving thread that is blocked on a stream will prevent the send from
completing, thus blocking the sending thread as well.

This behaviour is not possible in the new design. Blocking on a stream
would prevent the input manager from receiving messages, potentially lead-
ing to deadlocks in the network. To solve this issue, the input manager uses
non-blocking writes to write records to a stream. If a write fails, the input
manager adds the record to a resizable queue and sends a block message to
the connection’s sending side. This block message stops the output man-
ager from sending further records for this connection. The input manager
sends an unblock message when all of a connection’s queued records have
been successfully written. Upon receipt of the unblock message the output
manager resumes sending records for that connection.

Even after sending a block message, the input manager still needs to
accept and buffer records addressed to a blocked destination since they may
have been sent before the remote side received the block message.
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6.1.2 Dynamic Network Creation

We will now look at the instantiation process of dynamic networks. In
S-Net the process is simple: when a new replica must be instantiated the
combinator only has to call the instantiation function of its child network.
Distributed S-Net has the problem that these child networks can span mul-
tiple nodes. To instantiate such a network, the instantiation function has
to be run on each of these nodes.

The use of a network instantiation message is ruled out by the fact that it
is not possible to determine all nodes of a child network in advance. Sending
a message to all nodes in the network is the only way this could work. Of
course, messaging all nodes in the network is inefficient when only one or
two nodes need to do any instantiation. A better solution is to treat the first
message addressed to a dynamic network as an implicit network instantiation
message. This means that nodes that are not part of the newly instantiated
network never receive any messages related to it.

Instantiating a dynamic network requires us to know which instantiation
function to run. So, in addition to assigning unique identifiers to each dy-
namic combinator (see § 6.1.1) the compiler also generates a translation
function that takes a dynamic combinator’s identifier and returns the in-
stantiation function associated with that combinator.

In § 6.1.1 we describe the behaviour of the input manager. When a
message arrives the input manager uses the connection identifier to look
up the stream it has to write the message to. The only time a connection
identifier can be missing from this map is when the message is the first
message sent to a newly instantiated dynamic network.

When this happens, the input manager uses the parent network iden-
tifier, which is stored in the connection identifier, to get the network’s in-
stantiation function. This is done using the translation function mentioned
above. The input manager calls the instantiation function, instantiating all
network sections that are located on this node and setting up any necessary
incoming and outgoing connections. The input manager then uses the con-
nection identifier to look up the newly created stream that the record was
addressed to and writes the record to that stream.

Connection identifiers, as defined in § 6.1.1, are sufficient to uniquely
identify a connection, but they are not sufficient to successfully instantiate
new dynamic networks. The instantiation of dynamic networks requires the
following two additional pieces of information: the parent location and the
dynamic location.

The parent location is the node on which the parent dynamic combinator
of a component is instantiated. The following simple example illustrates why
the parent location is needed. The network

(foo@1)!<a>
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instantiates parallel replicas of the component foo on node 1. When a
message for a new foo instantiation arrives on node 1, the input manager will
call foo’s instantiation function. The problem is that the output stream of
foo@1 is located on node 1. This means that the connection back to node 0,
where the split combinator is instantiated, is not part of foo’s instantiation
function. The solution is to have the input manager make an additional
call to the route update function (§ 6.1.1), using the parent location as the
current location. This will create a connection back to the parent combinator
if the output stream of foo is not already located there.

The dynamic location is used by the dynamic placement combinator. In
networks such as

foo!<a> or foo*{<a>}
the component foo inherits its location from the split or star combinator.
This means that any sections of foo that are not explicitly placed on another
node are placed on the same node as their parent combinator. However,
in a dynamic placement network the unplaced sections have their location
determined by the tag value. For example, the unplaced sections in the
network

foo!@<a>
have their location set to equal the value of their <a> tag.

The input manager will pass the dynamic location to foo’s instanti-
ation function. This means that all sections of foo that are not explicitly
placed elsewhere inherit the dynamic location. The split and star combin-
ator simply set the dynamic location to their own location. The dynamic
placement combinator, however, will set the dynamic location value to the
value of the <a> tag.

The parent location and dynamic location are closely related to dynamic
network instantiation. This, combined with the fact they only need to be
set when a new network is instantiated, makes it convenient to store them
in the connection identifier. This way senders do not have to keep track
whether an outgoing record needs to have the instantiation information sent
with it since the connection identifier is always sent along with records.

We can summarise the above process of creating a new dynamic network
as the following sequence of actions:

1. Set the parent combinator identifier, parent location and dynamic loc-
ation in the current connection identifier to the new values.

2. Call the dynamic network’s instantiation function.

3. Make the final route update call to connect the instantiated network
back to its the parent combinator if needed.
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6.1.3 Data Manager
The data manager’s design remains unchanged from the one used in the
original Distributed S-Net implementation. The field entries of records
are replaced with qualified addresses. These qualified addresses uniquely
identify the data and the node on which the data is located.

The data manager provides the following functions:

• creation of a new qualified address,

• copying an existing qualified address,

• fetching the data associated with a qualified address,

• destroying a copy of a qualified address.

A qualified address consists of a location and a unique identifier. Boxes
that need access to field data call the data manager’s retrieval function.
This function takes a qualified reference and returns a pointer to the data
associated with it. The pointer can be returned immediately if the data
is already present in the data manager. This happens when the data was
created on this node or when the data is cached from a previous request. If
the data is not present, the data manager sends a fetch request to the node
stored in the qualified address.

The input manager receives the replies containing the field data and
forwards them to the data manager. The data manager stores the data in
its cache and wakes up any boxes that were blocked until the data arrived.

6.2 Implementing the SCC Distribution Library
In Chapter 5 we discussed the performance of various SCC communication
methods. The most efficient method, LUT remapping, was significantly
faster than the alternatives, but, unfortunately, not backwards compatible.
In § 5.3 we suggested a compromise. New box code will use an extension of
the language interface that supports LUT remapping. Box code written for
the old language interface will fall back to the less efficient, but backwards
compatible single-copy implementation.

6.2.1 User Space Interrupts
The performance benchmarks in § 5.2 confirm what our earlier measure-
ments in Verstraaten et al. [37] showed; sparse polling and interrupt based
notifications produce better performance than polling. Since both methods
use interrupts, we need to provide a way to send and receive them from our
user space application.

57



Sending interrupts is an easy task. With Intel’s drivers we can use
memory mapped I/O to access the configuration register bank of any core.
This includes the registers that raise interrupts.

Receiving an interrupt in user space is more problematic. When an
interrupt is raised the core switches to kernel mode and starts executing the
handler installed for that interrupt. We created a kernel module to translate
between the kernel mode interrupt handler and our user space application.
This kernel module can be configured using sysfs.

The module has a pid and signal parameter. User space processes can
set these parameters by writing to the sysfs files associated with them. The
module installs an interrupt handler that, when run, sends the configured
signal to the configured pid. By default this signal is SIGUSR1. This lets
user space applications respond to hardware interrupts using the familiar
POSIX signal interface.

6.2.2 LUT-page Allocation
The single-copy and remapping implementations both rely on manipulation
of LUT entries. If we want to manipulate these in a sensible way, we have
to know the core physical address of the memory we are working with. The
Linux version we use is configured to use only 320 MiB of space. This space
is located in the low section of the address space, corresponding with LUT
pages 0–19. The LUT pages above 192 are mapped to the MPBs and CRBs
of other cores. This leaves 172 LUT pages available for our distribution
layer.

Using the mmap system call and Intel’s memory device driver we can
map the physical address range of the 20–191 LUT pages into our program’s
memory. This provides our program with a region of memory that has a
known core physical address and is mapped with the flags we want (see the
flags list in § 2.1.5). Memory within this region can be allocated using a
custom malloc implementation based on K&R malloc [25]. Using the known
physical address we can compute the LUT page(s) containing our allocation.

The number of LUT pages that is actually backed by physical memory is
determined at runtime. This number depends on the number of cores that
are executing the program since the SCC does not have enough physical
memory to provide 4 GiB of memory to all 48 cores.

6.2.3 Messaging Implementation
The benchmarks in Chapter 5 show that, for messages smaller than ∼4 KiB,
an MPB-based messaging implementation is almost as fast as the remapping
implementation. The MPB implementation, however has the advantage of
not needing the data to be allocated in any specific location. As such it is
significantly easier to implement the sending of records and control messages
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using the MPB, because it removes the need to keep track of where the
records are allocated and freed.

We use the 32 bytes of the MPB to store meta-data, the remaining space
is used as a circular receive buffer. The meta-data consists of a writing flag,
handling flag, start pointer and end pointer. The writing flag indicates that
a core is writing to this buffer, but had to temporarily release the lock. The
handling flag indicates whether the receiving core is currently polling or
waiting for an interrupt. The start and end pointers indicate which section
of the circular buffer is filled with data.

The process of sending a record or control message is as follows. The
sender spinlocks on the receiving core’s test-and-set register. This ensures
mutual exclusion while the MPB is in use. Next, the sender checks whether
the writing flag is set. If the flag is set, the core unsets the test-and-set
register, sleeps for a short period and then goes back to spinlocking step.

If the writing flag is not set, the sender sets it. The sender then appends
data to the end of the circular buffer, until all its data is written or the buffer
is filled. If the buffer is filled, the sender unsets the test-and-set register and
sleeps for a short period. The sender then spinlocks until it has reacquired
the test-and-set register and continues writing. These steps repeat until the
entire message has been written.

When the sender is done, it unsets the writing flag and then checks the
handling flag. If the handling flag is not set, it raises an interrupt on the
receiving core. The sender then unsets the test-and-set register and returns.

The process of receiving records is as follows. The receiving core blocks
the SIGUSR1 signal using the POSIX signal interface. It then uses the
sigwait function to block until a SIGUSR1 signal arrives. When the receiver
wakes up it spinlocks on its own test-and-set register. When it acquires the
test-and-set register it sets the handling flag and reads one message from the
start of the circular buffer. After reading the message the receiver unsets
the test-and-set register and returns the message. On the following receive
calls it will immediately try to acquire the test-and-set register and read a
message. When the receive function encounters an empty buffer, it unsets
the handling flag and uses sigwait to block until an interrupt arrives.

Single-copy

The single-copy implementation sends the size of field data along with the
data’s qualified address. This size is used by the data manager when it has
to fetch field data from another node. The data manager uses our custom
malloc to allocate enough space for the field data. It then computes the
LUT page and page offset corresponding to this allocation and sends this
information along with the fetch request.

When the core with the field data receives the fetch request, it updates
one of its own LUT entries to match the entry that was allocated on the
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receiving core. It then copies the field data from its original location to
this newly mapped LUT entry. When the copy operation finishes, the core
sends an empty message back to the receiving core to indicate that the copy
operation has finished. The pointer allocated by the data manager now
holds the field data and can be given to the box that needed it.

Remapping

The LUT remapping implementation splits the 172 available LUT pages into
two sections. The first section is backed by physical memory and, using our
custom malloc implementation, can have memory allocated within it. The
second section is not backed by physical memory and is used to map LUT
pages from other cores.

As we have mentioned, the remapping implementation is not backwards
compatible. It relies on box code using the new allocation functions that
we added to the language interface. These allocation functions ensure that
all field data is allocated with our custom malloc, allowing the runtime to
compute on which LUT page(s) the field data is located.

When a core receives a fetch request it computes the LUT page(s) holding
the requested field data. It then sends back these LUT entries rather than
copying the data. When the requesting core receives these LUT entries, it
maps them into its own address space. Boxes on the requesting node can
now use the data, without the data ever being copied.
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CHAPTER 7

S-Net Evaluation

In Chapter 5 and Chapter 6 we discussed the design and implementation of
an S-Net distribution library for the SCC. The end result was a distribution
library which uses both memory remapping and single-copying. Which of
the two is used depends on whether the transferred data is allocated using
the new language interface allocation functions or not. In this chapter we
evaluate how the new distribution library performs on the SCC.

Our benchmarks consist of two existing applications that were imple-
mented for the original Distributed S-Net implementation and two new
benchmark applications that were implemented to stress the distribution
library. We benchmarked these applications using the dummy, MPI and
SCC distribution libraries. The SCC library’s benchmarks were performed
twice. Once with and once without the new allocation functions. This way
we can compare the performance difference between the single-copy and
remapping implementations.

Originally we planned to compare the S-Net programs with the plain
MPI implementations of our two existing benchmark applications, but these
plain MPI applications do not work out-of-the-box on the SCC. This is most
likely caused by a reliance on system buffering in the default MPI send
operation. The MPI specification [26] does not guarantee this buffering and
the SCC implementation does not provide it. Regardless, it is beyond the
scope of this thesis to investigate and fix these issues.

7.1 Existing Applications

The existing S-Net applications we used are a parallelised raytracer [29]
and an MTI-STAP signal processing application [28].
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7.1.1 Raytracer
The raytracing application uses domain decomposition approach to paral-
lelism. It consists of a splitter box that splits a single raytracing task into
multiple sections, based on the number of nodes in the network. A dynamic
placement combinator sends each task to a different node. The worker nodes
sent the result back to node 0 when they finish raytracing their section. On
node 0 the sections are merged into a single picture, which is then produced
as output. This pipeline can be illustrated by the (significantly simplified)
S-Net network:

split .. solve!@<node> .. merge
For more details on the exact implementation of the raytracer we refer to
Penczek et al. [29].

Figure 7.1 shows the results of raytracing a 700×700 pixel image. The
reason for this 700×700 size is that, when the program is executed on all 48
cores, the available memory is insufficient to hold bigger images.

Unfortunately, there is no visible speed difference between the MPI and
SCC implementations when executing on fewer than 36 cores. The most
likely explanation for this effect is that raytracing is so computationally in-
tensive that, given the very slow cores on the SCC, the compute time dwarves
the time spent on communication. It follows, from this and Amdahl’s Law,
that the speed difference between MPI and SCC implementations will always
be negligible.

7.1.2 MTI-STAP
The MTI-STAP application is a signal processing application that imple-
ments Moving Target Indication (MTI) using the technique known as Space
Time Adaptive Processing (STAP). We will not go into the algorithm de-
tails or implementation here, we refer interested readers to Penczek et al.
[28]. The MTI-STAP application does not use dynamic placement, it re-
lies on the static placement of network sections. The best placements were
experimentally determined for networks of two, four and six nodes.

Cores MPI Single-copy Remapping
1 178 178 178
2 180 176 114
4 148 - 74

Table 7.1: MTI-STAP runtimes (in seconds).

Table 7.1 shows the runtimes of the MTI-STAP application running on
one, two and four nodes. The input size of the MTI-STAP, unlike the raytra-
cing example, is not easily configurable. As a result, the cores ran out of
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Figure 7.1: Runtimes of raytracing a 700×700 pixel image.

memory when running the six node network. The single-copy implementa-
tion even ran into memory problems with the four node network.

The large data sizes used by the MTI-STAP application help to show
that there is, in fact, a significant speed difference between the MPI and
SCC distribution libraries. The remapping implementation executes the
four node network in half the time taken by the MPI library.

7.2 Communication Overhead Benchmarks

We implemented two new benchmarks to be able to better compare the
communication overhead of the MPI and SCC distribution libraries. These
benchmarks represent two common patterns in Distributed S-Net networks.
The first pattern is domain decomposition, as implemented by the raytracer
(see § 7.1).

The second pattern is a load balancer. The load balancer is used to
spread out a large number of tasks over a fixed number of nodes. The load
balancer uses synchrocells to attach node assignment tags to tasks. A split
or dynamic placement combinator is then used to route each task to its
assigned node. Using a star or feedback combinator the node assignment
tag can be attached to a new task after its current task has finished.
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net decomposition
{

box split((<nodes>, <dataSize >)
-> (<nodes>, <node>, data));

box work((<sleep>, data) -> (data));

//Merge network left out for simplicity
net merge ({<nodes>, <node>, data} -> {merged})
{ ... } connect ...

} connect split .. work!@<node> .. merge;

Figure 7.2: Domain decomposition network.

7.2.1 Domain Decomposition

The domain decomposition network, shown in Figure 7.2, takes as input: a
number of nodes, a data size and a sleep time. The split box generates one
piece of data and one record for each node. The work box waits a certain
amount of time, specified by the sleep tag, and then generates a new piece
of data of the same size as its input. The merge network fetches the data of
each incoming record, forcing it to be transferred back to node 0.

Running this S-Net network with a data size of 10 MB produces the
results shown in Figure 7.3 and Figure 7.4. These graphs show the absolute
and normalised runtimes, respectively. The results are not surprising, given
the expectations created by the benchmarks in Chapter 5. In absolute terms,
the MPI distribution library is more than an order of magnitude slower than
the SCC distribution library.

7.2.2 Load Balancer

The load balancer network, shown in Figure 7.5, takes as input: a number
of nodes, a number of tasks, a data size and a sleep time. The split box
creates a record with a field of the given size for each task and creates a
node assignment record for each node. The node assignments loop through
the feedback network until all tasks have been completed. The work box
does the same as in the domain decomposition network. It waits a certain
amount of time, then creates a new record and field. These work boxes are
spread over the nodes using the dynamic placement operator. The merge
network uses all the data fields, forcing them to be sent back to node 0.
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Figure 7.3: Runtimes of the domain decomposition network.
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Figure 7.4: Normalised runtimes of the domain decomposition network.
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net load-balance
{

net pipeline
{

box split((<nodes>, <tasks>, <dataSize >)
-> (<tasks>, <task>, data) | (<node >));

net combiner
connect [| {<task>}, {<node>} |]*{<task>, <node>};

box work((<sleep>, data) -> (data));

net separate
connect [ {<node>, <tasks>, <task>, data}

-> {<node>}; {<tasks>, <task>, data} ];
} connect (split | []) .. combiner ..

work!@<node> .. separate;

//Merge network left out for simplicity
net merge ({<tasks>, <task>, data} -> {merged})
{ ... } connect ...

} connect pipeline\{<node>} .. merge;

Figure 7.5: Load balancer network.
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Figure 7.6 and Figure 7.7 show the absolute and normalised results, re-
spectively, of producing two tasks per core. These measurements were made
using tasks of size 5 MB and 10 MB. The results confirm what we expec-
ted to see. The remapping implementation copies data in almost constant
speed. The single-copy implementation is slower than remapping, but still
considerably faster than the MPI distribution library. The MPI distribution
library did not even finish for some of the bigger cores counts.

7.3 Discussion
The new SCC distribution library outperforms the MPI library by at least
an order of magnitude when it comes to communication speed. The two
most likely explanations for this result are the fact that MPI has to do a lot
of copying and transfers the data in multiple small messages.

Before the MPI distribution library can send its data to a remote node
it first has to serialise and pack the data in memory. This is done in a
buffer that is located in plain L2-cached memory. It is likely that parts
of the buffer, or indeed the entire buffer, are not in the L2-cache when
the serialisation and packing happens. This is extremely costly since, as
mentioned in § 2.1.5, the L2 cache is write-around. The same thing happens
again when the message is unpacked and deserialised at the receiving side.

The SCC specific MPI implementations that make use of main memory,
such as SCCSHM and SCCMULTI (see § 2.2.3), do not support threading.
This means they cannot be used with the existing S-Net MPI runtime,
which requires threading support. The only MPI implementation that does
support threading has to split big messages into smaller chunks, sending one
chunk at a time. This introduces a lot of synchronisation and mutual exclu-
sion between nodes. For example, in the domain decomposition benchmark
a lot of nodes are sending their field data back to node zero at roughly the
same time. In the MPI case all nodes, except one, are blocked waiting on
their turn to send.

The backwards compatible single-copy implementation avoids many of
the above pitfalls. Copying data directly from its original location to the
remote node avoids an unnecessary copy/pack step. And copying the data
directly to its final destination lets us avoid the unnecessary copy/unpack
step on the receiving side.

Directly copying to the final destination has another benefit. When
a node needs multiple fields, each of those fields is written to a different
section of memory. As a result, multiple receives of field data can be running
at the same time. Lets take the merge step of the domain decomposition
network as an example. The MPI distribution library blocks all but one of
the data transfers, whereas the single-copy implementation can have all 47
cores sending data to node 0 at the same time.
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Figure 7.6: Runtimes of the load balancer network.
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The remapping implementation is handicapped by its need to use a spe-
cial allocation function for data, but as a result it can transfer fields in near
constant time. All it has to do is transfer a small amount of meta-data to
the receiving node so that node knows which memory to map.

Both SCC implementations of the distribution library are more than a
match for the MPI library. Perhaps a more important question is how well
they measure up against handwritten MPI code. While we, unfortunately,
were not able to obtain comparison figures for handwritten MPI, the exper-
iments in Grelck et al. [21] show that Distributed S-Net programs using
the MPI distribution library can produce performance comparable to hand-
written MPI. This seems to imply that S-Net with the SCC distribution
library might outperform handwritten MPI as the SCC distribution library
outperforms the MPI distribution library by a large margin.

On the other hand, the handwritten MPI code can use the more ad-
vanced and faster SCCMPB and SCCMULTI channels. It is possible that
these channels increase the performance of handwritten MPI enough to beat
S-Net. But, given the small performance difference we found between the
various MPI implementations (see § 5.2) and the large difference between
the MPI and SCC distribution libraries, it seems unlikely that handwritten
MPI will be significantly faster than Distributed S-Net.

Of course, all of this discussion is only relevant for S-Net networks
with a balanced mix of computation and communication. Since, as the
raytracing example shows, any sufficiently long computation will render the
communication speeds of an S-Net network moot.
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CHAPTER 8

Conclusion

8.1 Summary
We introduced the Intel Single-chip Cloud Computer and the S-Net pro-
gramming language. After this we multiple methods of implementing com-
munication on the SCC. These included the use of MPI, iRCCE, the on-chip
message passing buffers and using LUT remapping to reduce or eliminate
copying operations. We discussed how the performance of these alternative
implementations guided the design of our SCC implementation of S-Net.

Next, we showed how the four existing S-Net runtimes could be replaced
with a single, more modular runtime. This unification process required us
to redesign the implementation of Distributed S-Net. During our work on
the Distributed S-Net design we kept our earlier SCC findings in mind and
used them to motivate our changes to the Distributed S-Net design.

We then implemented a distribution library for the SSC, based on the
new unified runtime and our SCC findings. This library consisted of two
separate communication implementations: A backwards compatible imple-
mentation that would permit fast copying of data and a new, backwards
incompatible, implementation that transmitted data by making use of the
SCC’s LUT remapping capabilities.

We benchmarked both implementation of the new SCC distribution lib-
rary and compared the results with those obtained with the MPI implement-
ation. These measurements showed a large gain in communication speed.
At the same time, we saw that for any sufficiently long computation the
communication time becomes irrelevant to the program’s performance.

8.2 Conclusions
S-Net has proven itself quite successful in simplifying the programming
of the SCC. The S-Net runtime has sufficient information to manage the
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SCC’s caches and LUTs efficiently. As a result the SCC distribution library
proved itself to be significantly more efficient than the MPI-based distri-
bution library. We do not have any data to compare the S-Net networks
against handwritten MPI code, but we suspect that the S-Net implementa-
tion will not be significantly, if at all, slower than the handwritten MPI. We
base this speculation on the comparable performance of handwritten MPI
and Distributed S-Net on other systems [21] and the significant perform-
ance advantage the new distribution library has on the MPI distribution
library.

Implementing S-Net on the SCC proved to be more difficult than anti-
cipated. There were numerous subtle problems we encountered while work-
ing with the SCC’s LUT remapping and interrupt functionality. Of course,
everyone can reap the benefits of this effort now that the implementation of
Distributed S-Net’s communication functionality is finished. S-Net allows
others to use the efficiency gains of the SCC distribution library, without
having to work on the same low level of abstraction. The end result is
(efficient) support for high-level programming of the SCC.

This brings us to the lessons that we have learned about the SCC’s
design. While the SCC has many interesting features, it also has multiple
problems that hold it back. The biggest of these are the lack of fine-grained
L2 cache control and write-around behaviour. The whole cache needs to be
flushed to guarantee that data is in memory. Not only is the flush operation
itself costly in terms of cycles, the write-around behaviour of the cache causes
all writes that follow the flush to be abysmally slow.

Other significant problems include the lack of hardware multi-threading
and the restriction to a single outstanding memory operation. Both of these
form a major performance bottleneck for all applications. Finally, the 32-bit
address space means applications need to be very concerned with minimising
the number of “active” remote pages in their LUT. Moderately sized prob-
lems result in cores running out of free LUT pages if this is not done. It
is possible to use more complex or global memory allocation schemes, but
complicates application implementation a lot.

8.3 Future Work
The next step is to make use of the SCC’s power management features.
S-Net networks can evolve over time and not all network sections consume
and produce records at the same time. As a result, networks have bottleneck
cores and idle cores, and their the location changes over time. Ideally, the
voltage and frequency is increased for bottleneck cores and decreased for idle
cores. Extending the runtime with dynamic placement would even allow the
on-demand starting and stopping of cores.

Another avenue of investigation is the implementation of a smarter
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and/or global allocation scheme. This would let the distribution layer make
more efficient use of the limited amount of LUT pages; avoiding the current
scenario where moderately sized problems result in the runtime running out
of address space.
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