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ABSTRACT
Creating an objective overview of events surrounding a
particular topic can be a challenging task, due to the
ubiquity of information from potentially biased sources.
This report describes a number of approaches currently
used for such analyses, and presents a first prototype
of Extractivist, an application that aims to help users
gain insights in situation, events and other phenomena,
by providing an interface that allows users to browse
and visualize event-related data extracted from textual
sources using natural language processing tools. The
application was evaluated with social scientists and stu-
dents, using event-related data extracted from a set of
news articles about activist organizations. In general,
the application was found to be useful, although some
further improvements will be necessary.

Categories and Subject Descriptors
H.5 [Information interfaces and presentations]: User
interfaces – Graphical user interfaces; H.5.2 [Information
interfaces and presentations]: User interfaces – Pro-
totyping

General Terms
Design, Human Factors, Measurement

Keywords
Information visualization, visual analytics, prototyping,
evaluation, events

1. INTRODUCTION
The widespread availability of books, magazines, news-
papers and other printed material has done much to
disseminate information to those who want it: in fact,
they did this so well that complaints about information

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
Copyright 2013 ACM 0-89791-88-6/97/05 ...$10.00

overload often emerged from them, as people increas-
ingly felt that they were no longer able to see the forest
for the trees [48].

Near the end of the 20th century, the world saw the
rise of another medium: the World Wide Web. Com-
monly known as the Web, it differed from print media
in the sense that not only did it make access to infor-
mation much easier, it also facilitated the creation and
linking of information by individual users rather than
media companies [21], which have traditionally acted as
gatekeepers for information.

For journalists, communication scientists, social scien-
tists and many others who often have to perform content
analysis, i.e. read and analyze large volumes of text,
to carry out their work [7, 10, 11, 13], the Web thus
can be considered both a blessing and a curse: It is
a blessing, as researchers and practitioners now have
access to a much richer variety of information that can
be produced by anyone from professional journalists to
amateur bloggers covering local events and issues, which
may help in uncovering media bias [13]. At the same
time, it is also a curse, as the Web has made it much
easier for individuals and organizations to create and
spread biased or false information. As a result, the study
of large volumes of texts in order to gain an objective
understanding of a certain situation or phenomenon is
a Sisyphean task.

Many computer scientists have therefore tried to tackle
this problem by developing tools that aim to take part
of the work out of users’ hands. Linguistic text analysis
applications for example, can analyze the words used in
different texts, so that their style and composition can
be compared [43]. It is much more interesting however,
to be able to see what is mentioned in a large collection
of text: for this purpose, two main approaches exist.

The first approach, document summarization, uses statis-
tics and natural language processing to extract the most
important sentences from a text document and use those
to construct summaries [17]. Current research topics in
this area also include multi-document summarization,



which is a considerably harder challenge, due to the need
to understand relations between sentences from multiple
documents [16].

The other approach uses natural language processing to
convert (parts of) texts into structured information, so
that visual analytics can be used, which aims to “visually
represent (...) information, allowing the human to di-
rectly interact with information, to gain insight, to draw
conclusions, and to ultimately make better decisions”
[25]. The employment of information visualization al-
lows users to look at aggregated data, allowing them to
avoid – or at the very least postpone – reviewing data
at a low level.

The Extractivism project uses the latter approach, and
has as goal the development of a tool that can extract
events and their properties from textual source material,
and visualize these events so that social scientists and
others can easily browse the data to gain insights into
the events described in the source material. Previously,
a tool has been developed that extracts events from text
using a collection of existing natural language processing
tools and services [38].

This report describes Extractivist, the resulting appli-
cation that visualizes these extracted events and allows
users to interact with them. In Section 2, I provide
an overview of the general concepts behind visualizing
general information and events in particular. Section 3
describes Extractivist’s design from a user’s perspective,
whereas Section 3.4 does this from a technical perspec-
tive. I describe the method of evaluation in Section 4,
and present and discuss the results in Sections 5 and 6
respectively.

2. BACKGROUND
This section provides an overview of the important con-
cepts in information visualization, and visual analytics
in specific. Furthermore, it discusses a number of appli-
cations specifically made for the visualization of events,
and shows how our representation of events can be more
useful to researchers and professionals aiming to gain
high-level insights into a certain phenomenon or situa-
tion.

2.1 Information visualization
Humans are visually oriented beings with the ability
to quickly spot patterns, outliers, and other types of
insights in visual information. Thus, representing in-
formation as images rather than prose or numbers, can
often be much more efficient. When describing the
route to a certain location, a route drawn on a map
will be much clearer than a text-based description. A
fairly good – but nonetheless still not comprehensive –
overview of the existing visualization types can be found
in [20].

Visualizations that convey information can be used for
multiple purposes. Data visualizations (e.g. bar charts,
scatter plots) and three-dimensional visualization are
often used in science, business, and engineering to show
numerical data or data that can be described using
functions so that important discoveries can be made
[42]. Meanwhile, visualizations are often also created for
casual consumption in the form of infographics or books1,
and by newspapers such as The New York Times. Such
visualizations often have a strong focus on creating an
aesthetic appeal than visualizations made for research,
engineering of business purposes [47].

2.2 Similar applications
Due to the wealth of information that can be gathered
on news websites, social media and other online sources,
many applications with information visualization have
been built over the years to provide insights into trends
and particular topics [4, 31, 45]. I discuss some of the
more popular news-related applications.

The Lydia TextMap Access system2 does not work with
some notion of an event, but was however developed
with a similar goal of providing researchers from the
social sciences access to large amounts of quantitative
data, and can provide statistics on people, places, and
things from the Web, medical journal databases, and
historical data sources [7]. While it does not appear
to be functional anymore, the system enabled users to
generate several types of visualizations, using either
frequency or sentiment data: line charts of when certain
entities were mentioned most often (somewhat similar
to the Google Trends3 service), geographical heatmap
visualizations, and network graphs.
The ability to interact with visualizations – if any –
seems to be very limited; users are required to fill in
somewhat lengthy search forms, which then generate
the requested visualization. Furthermore, the database
is only contains frequency and sentiment data about
entities. As a result, information about the actions
which those entities took, when entities initiated events
or were involved in events, is lost.

EventRiver is another application that was developed to
show trends over time, but does work with events rather
than entities [28]. Keywords often mentioned together in
a certain period are clustered and visualized in bubbles,
with the height indicating the number of text sources
mentioned a particular event, and the width indicating
the length of time that text sources wrote about the
event. Multiple bubbles can then be visualized on a
timeline. Users have a number of possible actions at
their disposal, including filtering by keyword, zooming
to focus more on relevant events, sorting by various

1D. McCandless. Information is beautiful. HarperCollins,
2009.
2http://www.textmap.com/access
3http://www.google.com/trends
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criteria, and viewing snippets or full texts.
A major disadvantage of EventRiver when compared to
Access, is the absence of any view that can quickly show
where events occurred.

LeadLine is an interactive visual analytics system that
visualizes events mentioned in news and social media
[12]. Its event attributes are topic, time, people, and
location, which are used to generate visualizations which
allow users to directly answer four of the five questions
from the Five Ws: when an event happened, what an
event is about, who were involved, and where it occurred.
LeadLine employs a number of visualizations, including
word clouds, geographic visualizations which show data
points on a map, timelines and charts similar to those
used in EventRiver.
Unlike EventRiver however, LeadLine does not seem to
allow users to verify whether the information shown is
correct.

3. DESIGN
As current applications such as the three mentioned in
Section 2 are not able to sufficiently support users who
need to be able to efficiently perform content analysis
both on a high and detailed level, the Extractivism
project – still named the MONA project back then –
set out to develop a tool that can automatically extract
and visualize events from text, so that users may gain
insights into the events described in that source material.
As we managed to extract events from text successfully
to some degree [38], I started the design and development
of Extractivist, an application that can visualize those
extracted events.

Requirements for this application were mostly obtained
from two social scientists who had already been work-
ing on the project, and were familiar with the types
of analysis which such an application would need to
support. Feedback in subsequent phases of the design
process was obtained weekly from one computer scien-
tist, and bi-weekly from two researchers from the social
sciences. Furthermore, some feedback on specific aspects
of the user interface was obtained from a small number
of information science students who already had some
experience with interaction design.

The user interface was designed and developed by rapidly
prototyping the application in a roughly three-month
period. In the earlier phases, when many of the re-
quirements were not known yet and a number of vastly
different designs were still under consideration, throw-
away prototyping was used, so that even large design
changes could be made relatively easily. As soon as a
choice for one particular overall design was made, evo-
lutionary prototyping was used instead. This allowed
us to focus on improving one design to the point that it
would result in a fully functional application within the
three-month period assigned for this project.

3.1 Design considerations
Numerous best practices and general guidelines for de-
signing information visualizations exist.
For instance, Yi et al. [51] identified seven possible basic
types of interactions with visualizations: 1) select (high-
lighting items of interest); 2) explore (viewing different
subsets of data); 3) reconfigure (adjusting presentation
of data); 4) encode (visualize data differently); 5) ab-
stract/elaborate (overview and detail views); 6) filter
(hide data based on user-specified criteria, and 7) con-
nect (show or highlight related items. Extractivist’s
interface was designed to facilitate these interactions
as well as possible: as will be discussed later in this
section, the use of popups to show detailed information
and sidebar tools to perform various actions on the data
in particular support these interaction types.
Few [14] lists a number of often-made mistakes in dash-
board design; while not entirely applicable to Extrac-
tivist, as it is not a dashboard, some important lessons
can still be learned from it.
Furthermore, Wang Baldonado et al. [49] list a number
of guidelines for designing systems with multiple views.
Finally, general user interface design guidelines [8, 39]
were taken into account, and user interface design pat-
terns [46] were applied wherever possible. This helps in
creating designs which are usable, and as such pleasant
to use for users – the need for evaluation of designs
however, still exists.

3.2 Interface
Extractivist’s interface offers two type of pages: a main
page, which serves as a starting point, and visualization
pages, which provide information about a certain event,
actor, place, or time.

3.2.1 Main page
Extractivist’s main page4 serves as a starting point for
users’ searches. Figure 1 shows a screenshot of this page.
The page shows on a top a large search form, which
shows events and their three main attributes: actors,
places, and times. The fifth box provides an indication
of how much data the user can expect with a certain
combination of events, actors, places, and times. If
the number of events is equal to or greater than one,
the user can click a “Visualize” button to generate a
visualization.

As users not familiar with the currently loaded dataset
might not know what to look for, four boxes listing all
the event types, actors, places, and times, have been
placed below the search form. These boxes allow users
to search using recognition rather than recall, and can
help new users get a general overview of what a set of
articles roughly is about.
At the bottom of the page is an even higher-level overview
of the dataset, offering information about the number of

4http://chunfei.lung.nl/thesis/app
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Figure 1: Extractivist’s main page with (1) the
search form, (2) lists of all places, events, actors,
and times in the dataset, ordered by number of
mentions, and (3) an overview of the currently
loaded dataset on the bottom

articles in the dataset, the distribution of sources used,
and the number of extracted events and event attributes.

3.3 Visualizations
Most of the time spent in the application will be likely
be with the visualizations. In Figure 2, one can see a
screenshot of a visualization page for the actor named
Greenpeace, showing (1) a map, (2) a superimposed
timeline, (3) a word cloud, and (4) a sidebar which con-
tains a number of tools to modify the currently displayed
event subset.

3.3.1 Map
The subset that is selected generally includes places.
If these places have geographic data attached to them,
they can be displayed using a Mercator map projection
in one of two ways.

Countries which are associated with events are overlaid
with a colored polygon. A monochromatic value pro-
gression is used to show the relative number of events
associated with entire countries, i.e. events happening in
parts of countries, such as regions or cities, are excluded.

Figure 2: A page showing data for actors which
are mentioned in events which also involve the
actor “Greenpeace”, with (1) a map, (2) a su-
perimposed timeline, (3) a word cloud, and (4)
the sidebar

Markers indicate exact places for which a longitude
and latitude are known. A heatmap layer provides an
indication of how many events happened at a particular
place using a partial spectral color progression from
green (few events) to red (many events). Places with
a larger surface area, such as countries, do not have a
marker, so as to not create the false impression that an
event happened in a particular place within a country.
I also considered automatically clustering markers if
there were many near each other, but ultimately decided
to remove the feature for this first prototype, as many
people found them confusing.

This approach does not allow for as many data values
to be visualized at the same time as when a graduated
symbol map had been used [20], but has the advantage
that it makes the map less cluttered and thus feel less
daunting to the user. For this reason, we did not include
time within the geographical visualization either.

3.3.2 Timeline
The timeline allows users to get an overview of when
events, actors, or places were mentioned most often.
Each event, actor, or place is shown on a separate line,
with colored bars on the horizontal axis indicating when
the event took place. Bars are colored in the same way
as the heatmap layer in the geographical visualization,
namely according to the number of events happening at a
particular time; if an event only happened very few times
in a particular period, the bar is colored green, whereas
if there were many mentions of an event occurring at a
particular time, the bar is colored red.



3.3.3 Word clouds
Below the map and timeline are a number of tabs, each
of which contains information about a part of the sub-
set. The first four tabs show all related events, actors,
places, and times in a word cloud. I decided to use word
clouds mainly for their compact size, which allows for an
overview of a larger number of entities to be displayed
than when a bar chart or table had been used, thus
aiding with impression forming or gisting [36].

Word clouds are often criticized, mostly for their ten-
dency to misrepresent information [18]. For example, if
a sentence such as “Mr. Ackman was not buying into the
polite Canadian investing culture” were to be converted
into a word cloud, words such as “not” would usually
not end up in it, thus leading a viewer to think the
opposite of what is actually meant. Due to the method
currently used to extract the words from texts this is
unavoidable however.

3.3.4 Miscellaneous
Two remaining tabs with information can be found on
the page: The fifth tab lists all articles associated with
the entities that are currently selected, ordered by the
number of relevant events that are mentioned in them.
The sixth and final tab may show an abstract from
DBpedia (possibly with a logo or other descriptive im-
age), together with a list of entities which may be possi-
ble related due to a similarity in names, being listed in
the same categories on DBpedia, or having been men-
tioned at the same times and places in the dataset.

3.3.5 Sidebar tools
The sidebar can be found on the right as is customary
with many visualization tools [5, 40], and offers three
ways to modify the subset that is currently displayed.

The filter tools allow users to show only entities which
were mentioned less or more often than a user-specified
number of times, or which were mentioned in a certain
time period. Setting the timeframe to something small
and dragging the slider enables users to see in an ani-
mated fashion how the composition of events, actors or
places may change over time.

The sorting tools allow for entities in the cloud and
the timeline to be reordered. By default, entities are
ordered by number of mentions, which is useful if users
are interested in something like the most active actors.
When a user already knows what s/he is looking for, an
alphabetical ordering (or temporal ordering for times)
is more convenient however.

Finally, the last tool in the sidebar allows users to modify
the way entities in the cloud, map, and timeline are
colored, so that they for instance can see at a glance
which entities were mentioned most often, or which
actors are organizations.

3.3.6 Popups
Clicking on an entity’s label in either of the visualizations
will open a small popup which is opened within the
browser’s viewport area (Figure 3). When opened, such
a popup initially shows pie charts, which provide a quick
summary of related events, actors, times, and places, in
addition to the distribution of sources which mentioned
the entity, and their publication dates. Clicking on the
“Articles” tab shows excerpts of the relevant paragraphs
of articles in which the entity was mentioned, and allow
the user to read the full article either within Extractivist
or on the website where the article was originally posted.

3.4 System description
As mentioned earlier, Extractivist is a web application,
so that it can be used without the need to install or
configure any server software or natural language pro-
cessing tools. Figure 4 provides a high-level overview of
the process which involves extraction and pre-processing
of event data from text, and the subsequent visualization
by the user’s Web browser.

3.4.1 Data preparation
The data preparation phase consists of extraction of
events and the gathering of additional data that is nec-
essary for visualization and displaying miscellaneous
information. This only needs to be done once per set of
articles.

First, a collection of off-the-shelf natural language pro-
cessing tools is used to extract events, actors, places,
and times from the input texts. During this process,
named entity disambiguation is performed, and refer-
ences to DBpedia5 and Freebase6 are added to named
entities, and types such as “actor” and “organization”
are determined for times and named entities. Further-
more, relative dates and times (e.g. “last Monday”) are
converted into absolute timestamps (e.g. “August 5,
2013”). For a more thorough explanation of this process,
I refer to the article by Ploeger, who worked on the
event extraction [38].

The data generated in the previous step can be loaded
into the application’s database by running a Python
script that will search for and load files containing the ar-
ticles and their respective annotation files in pre-defined
folders.

Articles are expected to be in plain-text format, with
the first line reserved for the URL of the article, and
the actual article’s text starting on the third line. Files
containing the extracted events should be formatted
using JSON, and consist of a list of events, where each
event consists of exactly one verb (which is the actual
“event”), and zero or more actors, places, and times.

5http://dbpedia.org/About
6http://www.freebase.com/
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(a) Pie charts (b) Articles

Figure 3: A popup showing Greenpeace’s events which took place in the Arctic

Table 1 in Appendix A gives a general impression of the
structure and contents of such a file.

In the future, an interface will be added that allows
users to generate their own datasets by entering URLs
of articles which they want to have processed.

Before the data could be visualized, some further pre-
processing was performed first using a collection of
Python scripts.

The times extracted from texts are discrete time points.
In order to be able to compare times of differing granu-
larities (e.g. to see whether the time July 2013 occurs
within the summer of 2013), all times are converted to
time intervals, which are defined by two time points:
the start of the period and the end of the period [1].
For example, a time point such as “June 2013” would
be converted to a time interval from 1 June 2013 to 30
June 20137. This representation allows us to use the
interval-based temporal logic developed by Allen [3].

For all entities for which a corresponding DBpedia URI
has been identified, additional data is retrieved from
DBpedia.

Entities can be referred to in different ways, e.g. “Shell”,
“Royal Dutch Shell” or “Royal Dutch Shell plc”. To have
a consistent way of referring to entities, we use either
(in order of preference) the English attribute value of
foaf:name, rdfs:label, or the DBpedia page’s URI as
an entity’s name.

To provide more information about certain actors or
places which users might not be familiar with, we use
the dbpedia-owl:abstract property, which provides a

7In the case of a time such as “the winter of 2012” it is
somewhat ambiguous whether this refers to the winter at
the beginning or the end of 2012, but unfortunately this is
hard to solve

short description of the entity. Additionally, the URL
for an accompanying image (e.g. an organization’s logo)
is retrieved from dbpedia-owl:thumbnail.

The property dcterms:subject lists categories to which
an entity belongs. An example category for the actor
“Greenpeace”, is “Climate change organizations”. By
finding out which entities share categories, we can deter-
mine whether they are related. Furthermore, this allows
users to perform searches on general concepts such as
“climate change organizations” to find all events which
involve a climate change organization.

For places, an additional lookup is performed on DBpedia
to retrieve the longitude and latitude, and on GeoNames
to retrieve the geographical hierarchy which the place is
part of, e.g. Yale University, New Haven, New Haven
County, Connecticut, United States.

In the final step, any remaining duplicate mentions
of actors and places which have names consisting of
multiple words, are merged.

The dataset is then stored in MongoDB8, a NoSQL
database that allows for the storage of JSON-style doc-
uments. MongoDB was chosen primarily for its speed,
flexibility, and horizontal scalability, which can be a ma-
jor advantage when considerably larger datasets might
need to be processed in the future.

3.4.2 Data visualization
After the event data is loaded into the database, Extrac-
tivist is ready for use. As the application is designed and
implemented as a web application, it can be accessed
using any modern standards-compliant Web browser9.

Extractivist consists of two parts: The first part is

8http://www.mongodb.org/
9This does not include Internet Explorer 10 and lower

http://www.mongodb.org/
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Figure 4: High-level overview of the process
used to generate visualizations from text

written using the server-side scripting language PHP and
the client-side languages HTML5, CSS3, and JavaScript.
This part is responsible for handling page requests from
a user and generation of an HTML document which can
be displayed in his/her Web browser. With the exception
of the main page, which is relatively lightweight in terms
of the amount of data that needs to be displayed, such
generated pages do not include event data.

Instead, event data is retrieved only after the client has
loaded the HTML document, so as to prevent the user
from having to look at blank pages for extended times if
a large amount of data needs to be loaded. The data is
retrieved from the second part of the application, which
is written in Python and PHP and offers a number of
Web APIs. As access to these Web APIs is unrestricted
at the moment, others may build their own applications
on top of the data or incorporate parts of the data
without having to use server-side scripting [35].

When the user’s browser has loaded the event data, a
collection of client-side scripts generates the visualiza-
tion and provides interactivity with the data. This
collection includes a number of libraries written by
third parties: the Google Maps API10 was used for
the geographical visualization, and D3.js11 was used
for the timeline. Furthermore, the general purpose
JavaScript library jQuery12 was used in conjunction
with the jQRangeSlider13 and slimScroll14 plug-ins to
create parts of the user interface.

4. EVALUATION
The guidelines mentioned in Section 3 should already
lead to a user interface that – at least from a design
perspective – is somewhat usable. Nonetheless, the only
reliable method to have something of a guarantee that
an application is usable – i.e. that it is easy to use,
both for new and experienced users – is by evaluating it

10https://developers.google.com/maps/
11http://www.d3js.org/
12http://jquery.com
13http://ghusse.github.io/jQRangeSlider/
14https://github.com/rochal/jQuery-slimScroll

with users: this is so important that many argue that
even testing an application with just one user is better
than none at all [26]. Two evaluations were henceforth
carried out to evaluate the effectiveness and usability
of Extractivist: user tests with students, and a focus
group with domain experts.

4.1 User tests
Fifteen user tests were conducted using students as
participants. Notes were taken of their actions and the
insights gained while they used Extractivist.

4.1.1 Participants
The use of domain experts is generally recommended
for evaluations of visual analytics applications, as the
questions and insights they generate while examining
visualizations are much higher-level and realistic [15, 34,
50]. However, as actual domain experts have limited
availability, students were used instead. Studies such as
those by Smuc et al. [41] have shown that while domain
knowledge is required for visualizations dealing with
data from the “hard sciences” such as bioinformatics,
meteorology and mathematics, this is not so much the
case in domains such as business. Furthermore, they
showed that non-experts may still gain fairly complex
insights, even if they do not fully understand visualiza-
tions. Therefore, I found the use of students for the user
tests acceptable.

Fifteen people in total participated in the user tests,
of which 9 male, and 6 female. All participants were
students at a Dutch university or university of applied
sciences. Ages ranged from 17 to 29, with a mean of
21.4. Each participant was assigned a unique ID, which
is a randomly generated number between 100 and 999.
In subsequent sections, this number is used to refer to
individual participants.

4.1.2 Experimental design
A think-aloud protocol was used to elicit participants’
thought patterns while they made use of Extractivist.
The verbalizations can be used to gain insights into the
insights which participants gain from the visualizations,
and potential causes for usability issues which they may
encounter. In our case, I use the definition of insight
found in [41]: a discovery about data. Usability issues
in this context also include usability findings, which
are positive in nature [44]. The author of this report
served as observer, and made notes of users’ remarks
and interactions with the application.

The user studies were performed remotely, using either
Skype15 or Google+ Hangouts16, two currently popular
instant messaging and video chat services that support
sharing one’s screen. Participants who did not use either

15http://www.skype.com/en/
16http://www.google.com/hangouts/

https://developers.google.com/maps/
http://www.d3js.org/
http://jquery.com
http://ghusse.github.io/jQRangeSlider/
https://github.com/rochal/jQuery-slimScroll
http://www.skype.com/en/
http://www.google.com/hangouts/


of Skype or Google+, were provided login details for a
throwaway Google+ account.

This setup enabled us to simultaneously follow partici-
pants’ thoughts and actions in the application, and make
video and audio recordings of each session, without the
need for most participants to install any software, thus
minimizing the effort required to participate in the test.
Another intended result of this setup is a variety in
machines’ processing power, operating systems, Web
browsers, monitor sizes, screen resolutions, and to a
lesser degree, input devices. This somewhat mirrors
real-life situations, in which a similar variety in machine
configurations is likely to exist [2].

During the evaluation sessions, the dataset created as
part of the MONA project17 was used [38]. After some
further processing (as described in Section 3.4.1), this
dataset contains 2,220 events, 1,570 places, 3,341 ac-
tors, and 865 times that were extracted from a set of
news articles using a collection of off-the-shelf natu-
ral language processing tools. The set of news arti-
cles is composed of articles from numerous sources, in-
cluding online articles from The New York Times18,
The Guardian19, and Amnesty International20. An
archive containing this dataset can be downloaded from
http://chunfei.lung.nl/thesis/dataset.

4.1.3 Procedure
Prior to tests, participants were shown an informed
consent form which stated the purpose and structure of
the test, and the participant’s rights. Participants were
free to withdraw from the test at any time.
If they had not done so yet, participants were first
asked to find a quiet place. A brief introduction about
events and the application’s purpose was then given to
participants. Tests did not include a training session, as
this allows us to see how intuitive the application is, and
studies show that insights can be gained even without
prior knowledge [41].

The user test consisted of two parts. First, all partici-
pants were asked to perform five tasks, each consecutive
task more difficult than the previous one:
T1: List all countries which were mentioned together
with Greenpeace.
T2: What are the publication dates of the articles about
Greenpeace’s involvement with the Arctic?
T3: Which organizations did Greenpeace primarily
target?
T4: Between 2006 and 2010, which European country
was (or countries were) involved in events with Shell?
T5: Did any large activist organization other than
Greenpeace target Shell, and if so, which and why?

17http://monaproject.wordpress.com/
18http://www.nytimes.com/
19http://www.theguardian.co.uk/
20http://amnesty.org/

These tasks are conceptually simple and have definitive
answers, which makes it possible to measure variables
such as time-on-task, accuracy (i.e. to what degree is
the answer correct), and number of mouse-click actions
[34]. At the same time, many of the tasks are also
phrased such that some effort is required to interpret
the question or the visualizations. Finally, the tasks are
defined in such a way that in order to complete them
successfully, participants would be forced to use most
of Extractivist’s features at least once, and construct a
mental model while doing so.

The second part of the user test is devoid of benchmark
tasks. Rather participants are asked to come up with
questions of their own, and are then asked to attempt
to answer a number of them by browsing through the
dataset and examining visualizations.

Afterwards, participants were asked to answer about
their general impressions of the application, and what
they believe are the application’s strong and weak points.
Evaluation sessions end with the SUS questionnaire,
which consists of ten statements about the application’s
usability. Participants may indicate to what degree they
agree with each statement on a five-point Likert scale. A
major advantage of SUS over similar questionnaires such
as the QUIS and the SUMI, is its short length, which
makes it more likely that participants are willing to
complete it – particularly if they felt frustration during
the test [9].

4.1.4 Analysis
After all sessions were completed, the video recordings
of each session were re-reviewed to spot any issues or
remarks that might have been overlooked during the
evaluation session. Remarks from participants were
grouped into several categories to gain a higher-level
overview of what participants commented on most often.

Furthermore, for each of the predefined tasks, it was
determined to what extent they were completed suc-
cessfully (i.e. whether the answer given was completely
wrong; correct, but incomplete or partially wrong; and
completely correct), and the method used by the par-
ticipants to complete the task. This shows how well
participants are able to use visualizations to gain in-
sights.

For user-defined tasks, a similar analysis was performed,
although rather than looking at which methods partic-
ipants used, the complexity of each of the tasks was
judged based on whether the answer to a question could
be found directly from a visualization, with some minor
filtering or interpretation, or with a considerable amount
of interpretation of data.

The answers given in the SUS questionnaire are used
to calculate a score: For odd-numbered statements, the

http://chunfei.lung.nl/thesis/dataset
http://monaproject.wordpress.com/
http://www.nytimes.com/
http://www.theguardian.co.uk/
http://amnesty.org/


score for that statement is 5 minus the answer’s po-
sition on the Likert scale, whereas for even-numbered
statements, the score is the scale position minus one.
Multiplying the sum of all scores by 2.5 yields a sin-
gle SUS score between 0 and 100 that can be used to
somewhat objectively judge the system’s usability and
compare the usability with similar systems. A study by
Bangor et al. [6] showed that in practice a SUS score of
approximately 70 should be considered to be a passing
score.

4.2 Focus group
As no domain experts were included in the user tests,
a one-hour long focus group session was held instead
with four researchers from the organizational sciences
department. Purposive sampling was used to select
the participants: all used software for analysis of large
amounts of text, such as ATLAS.ti21, MAXQDA22 and
NVivo23 to conduct qualitative research.

During the focus group session, a demonstration of the
application was given, and the usefulness, potential uses
for the application, and features that were felt to be
missing were discussed. None of the participants had
seen the application before.

The author of this report acted as moderator, and made
notes during the session. Audio recordings were made
to support analysis of the notes.

5. RESULTS
In this section, the results of the user tests and focus
group are described. One participant was particularly
worried about his privacy, and used privacy protection
tools which severely limited the application’s function-
ality and thus his user experience. The data for this
participant was excluded for analysis altogether.

All participants performed two sets of tasks. The first
set consisted of predefined tasks, and is described first,
followed by the user-defined tasks. Insights gained dur-
ing the focus group session, which were also user-defined,
are described separately, so as to make a clearer distinc-
tion between insights gained by domain experts and
normal users.

5.0.1 Predefined tasks
As no introduction was given on how to use the applica-
tion, participants were required to figure out how the
application worked. Although some participants had
some trouble getting started, most understood how to go
from the main page to a visualization page where they
could find more information, and with the exception
of one participant, who completed only four tasks, all

21http://www.atlasti.com/index.html
22http://www.maxqda.com/
23http://www.qsrinternational.com/

participants managed to find an answer to the questions
asked.

In the first task, in which participants were asked to list
all countries mentioned together with Greenpeace, most
participants made use of the map, as it was displayed
most prominently, and participants with lower screen
resolutions did not notice the list of places, which were
located below the fold.
An interesting observation is that even though most of
the participants had not encountered any incorrectly
extracted events, actors, places, or times yet at this
point, many would not take the displayed data at face
value, and verify whether places really were countries,
or even plausible places at all – either by using tooltips,
clicking on markers, or cross-checking the places on the
map with the places in the word cloud below the map.

As participants were still on the page about Greenpeace,
the second task theoretically could be completed using
one click: all participants had to do was click on the
Arctic either on the map or in the list of places. This
would result in a popup being opened, with a pie chart
indicating the various publication dates. Nine of the
participants did this, although some would manually
look up the publication dates from the article snippets.
Furthermore, five participants tried listing publication
dates from the list of all articles in which Greenpeace
was mentioned.

Participants found the third task to be comparatively
less challenging, although some still had issues figur-
ing out which of the actors mentioned together with
Greenpeace were organizations. Only a few used the
coloring tools, which directly show which organizations
are (likely to be) organizations, but most clicked on the
actor labels, probably expecting to find a description,
the actor type, or other information about that actor.

The fourth task required a context switch from Green-
peace to Royal Dutch Shell. This was not immediately
obvious to all participants, although for a large part
this can be attributed to participants misinterpreting
the question, as once they noticed that the question is
about events with Shell rather than Greenpeace, they
would look up Royal Dutch Shell either on the main
page or using the search bar. Interestingly, participant
584 completed the task by searching for all events which
occurred in “European countries”, rather than finding
the answer via the Royal Dutch Shell page.
The time filter could be used to only display events
which happened within a user-specified timeframe. Many
missed the checkbox below the filter however, which
needs to be checked manually if users want to see only
events for which a time of occurrence is known.

The fifth and final task required participants to find out
which organizations targeted Royal Dutch Shell, which
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of those organizations possibly were activist organiza-
tions, and finally, why that organization targeted Shell.
The latter part of the task can only be completed if
participants examine (parts of) articles. As many par-
ticipants had already stumbled upon these in previous
tasks, they did not have much trouble unearthing the
cause of the protests.

5.0.2 User-defined tasks
In the second part, in which users were asked to defined
their own tasks, some users found it difficult to think of
any relevant questions, although most eventually man-
aged to come up with at least five questions.

In total, there were 72 user-defined questions, of which
11 were simple questions that could be answered directly
from the visualizations, 39 required some interpretation
of visualizations and were similar in complexity to the
first four predefined tasks, and 22 questions required
interpreting data from multiple visualizations or the
context in which something was mentioned.

Participants altogether managed to answer 57 of the
questions, of which 45 flawlessly, i.e. the answers were
completely correct and no “detours” due to an incor-
rect understanding of the application were made while
searching for the answer. 11 participants managed to
answer all of their self-defined questions.

Only three participants did not manage to find the
answer to two of their questions, although they did
look in the right places. Furthermore, nine questions
were unanswerable using Extractivist; a selection of
the most interesting ones (slightly rephrased for clarity)
are: “Which articles were published on December 1,
2011?”, “Which events took place around the marriage
of princess Máxima and prince William-Alexander of the
Netherlands?”, “At what day do activist organizations’
activities usually start?”, and “Do sources appear to
have consistent times for publishing certain types of
news? For instance, would they add sensational news in
the evening or mostly at lunch time?”.

5.0.3 Other findings
A recurring theme with all participants is that they felt
slightly overwhelmed at the beginning, but gradually
constructed a mental model of the application as they
progressed with the tasks. Participant 444 for instance,
remarked that after completing the first few tasks it
became much clearer how the application worked and
what information she could find with it, and as a result,
she felt that she had a much easier time completing
her self-defined tasks. Participants 226, 444, 584, and
695 suggested the addition of a help functionality in the
form of a brief tutorial or tooltips.

Most of the identified usability issues were relatively
minor, with the main types of issues being small bugs and

user interface elements which were overlooked. Searching
for information and discovering how the application
works exactly are still perceived as being somewhat
cumbersome. Finally, almost half of the participants
remarked that they did not understand what events
were and why verbs were listed as “events”, despite
having gotten a brief introduction about the event model
beforehand.

5.0.4 System Usability Scale
Not counting the SUS score from participant 607, the
mean SUS score was 58.5 (SD = 14.1, N = 14). While
this score is in the upper half of the 100-point scale, it
should not be considered satisfactory [6].

Participants were most negative about the application’s
ease of use and their confidence while using the applica-
tion, and most positive about the integration of various
functions and consistency throughout the application.

5.1 Focus group
Overall reception was positive, and most participants
said that they could see themselves using such an appli-
cation in the future once it is more mature: Participants
made comparisons to the software that they currently
used to support qualitative analysis of large volumes
of text. Positive remarks were made mostly about Ex-
tractivist’s ability to immediately produce well-looking
visualizations rather than just data. The participants
found the interface and the visualizations to be clear.
Participants also saw the value of an event-based ap-
proach over a more basic word-based analysis, and liked
the inclusion of real-world knowledge about relations be-
tween places and actors. However, they felt that it would
also be nice if some customization would be possible
as well, so that they could also create (or even import)
so-called code trees, which allow users to manually tag
parts of a text, so that they can be retrieved easily
later. Ideally, the participants said, the system would
be self-learning, so that the task of tagging information
becomes less laborious as well.

Other possible improvements were suggested as well.
With regards to the event extraction for example. If one
analyzes newspaper articles, blog posts, or interviews,
one would regularly encounter situations in which one
could be interested in things such as whether an actor
performs an action on behalf of an organization or in
a personal capacity, non-named entities (e.g. all events
which occurred in a park), and negations (e.g. “Green-
peace did not protest against Texaco in Asia”), none
of which currently can be taken into account during
the event extraction process. Furthermore, some par-
ticipants also stated that for many of the analyses they
perform, they would be more interested in times of the
day, week, and so on, rather than a complete date and
time.



Finally, some concerns were raised about possible pri-
vacy issues if source information would be uploaded or
processed by a third party, especially when it would
concern interview transcripts or other types of sensitive
or confidential information.

6. DISCUSSION
In general, the results seem to suggest that users are
able to learn how to use Extractivist to find answers
to questions and gain deeper insights into data fairly
quickly, although there is still room for improvement.

For instance, participants in the user study who had
lower resolution monitors experienced more difficulties
than those with higher resolutions, as they would often
not notice the panels below the map and on the right of
the screen.
Extractivist was initially designed for resolutions of
1400Ö900 and higher, as the Google Maps API requires
a map width of 512 or 1024 if the entire world needs to be
displayed exactly once. Six participants had resolutions
lower than 1440Ö900, and it is clear from our findings
that they had a harder time to navigate and get an ac-
curate overview of the application: the mean SUS score
for participants with a resolution lower than 1440Ö900
(M = 46.5, SD = 11.4, N = 5) are considerably lower
than for those who did use a monitor with a sufficient
amount of screen estate (M = 65.3, SD = 10.9, N = 9).
The fact that lower resolutions also caused a lack of
negative space seems to have contributed to participants
feeling somewhat overwhelmed with information as well.
The use of responsive web design, which allows for con-
tent on a web page to be dynamically resized and placed
depending on the browser’s viewport size, may prevent
pages from not fitting on the screen or being perceived
as “too crowded” [30].

Moreover, the application as it is right now is found to
be somewhat confusing to use, especially for new users.
In the version that was evaluated, many of the user
interface elements already had tooltips using HTML’s
title attribute. These tooltips are displayed when a
user keeps his/her mouse pointer stationary over the
user interface element for a roughly a second, but partic-
ipants would rarely keep their mouse over a UI element.
Additionally, they do not tell the user what happens
when s/he clicks on the UI element. A change in how
tooltips are displayed and what they tell users could
thus improve usability considerably.

6.1 Study limitations
The evaluation study has a number of limitations which
may threaten its validity.

6.1.1 Participants
The participants in the user study were a fairly homo-
geneous group with respect to age, education level, and
field of study or occupation, which may have influenced

the results. For instance, 7 of the 15 participants were
computer or information science students. This might
have introduced a bias in the findings, as participants
with a background in information technology were likely
to be more adept at (sometimes inadvertently) recog-
nizing Web design patterns than those who do not use
computers as often and extensively. However, it could be
argued that this may also result in more valuable feed-
back on possible improvements. Nonetheless, future user
studies should be conducted with users who are more
likely to resemble the target group of the application, as
well as a higher number of participants.

6.1.2 Evaluators
Hertzum and Jacobsen found that when methods such
as heuristic evaluation, cognitive walkthrough or think-
aloud are used for usability testing, the inter-evaluator
agreement can be as low as 5% to 65% [22]; different
evaluators will detect different usability issues and rate
the severity of found issues differently. In the user tests
described in this report, the author was the sole evalu-
ator. Reviewing recordings of the sessions should have
lessened the amount of bias [44], but will probably not
have eradicated it completely.

6.1.3 Dataset
As we have already briefly touched upon, the dataset
influenced participants’ opinion about Extractivist. The
small size of the dataset made it difficult for some of
participants’ questions to be answered meaningfully,
which may have caused some frustration. Additionally,
many [27, 50] argue that non-benchmarking evaluation
studies should utilize realistic scenarios and tasks, with
some highlighting the need for participants to select
and analyze their own data as well [15]. This was not
yet possible at the time of writing, but it would be
interesting to see whether and how findings would differ
if a larger or other dataset were to be used.

6.2 Future work
From the findings of this formative evaluation it seems
that while participants in general found that Extractivist
is useful and that they would be able to use it well once
they understand how it works, it is clear that quite some
work still can be done to make the application more
useful to researchers, and to improve the usability of the
application, especially for first-time users.
In future iterations, improved versions of the prototype
should be designed, developed, and evaluated with a
similarly small number of users [44]; when the prototype
is deemed to be ready, a summative evaluation with 20 or
more [33] users should be conducted, so that quantitative
findings about the prototype’s usability can be made as
well.

Furthermore, the current search interface is still fairly
basic and only allows what essentially are boolean queries
with the use of the and operator only: many users who



have not had any prior experience with Boolean algebra
generally have difficulty understanding the meanings of
or and and, and as a result experience many difficulties
formulating correct queries [29]. The use of alternative
interfaces such as Young and Shneiderman’s water flow
metaphor [52] or the Venn diagram interface by Jones
et al. [24].
Alternatively, an interface which allows users to pose
queries in natural language could be an option as well
[19] – indeed, some participants tried to search using
natural language, typing queries such as “between 2006
and 2010”. Examples of such search interfaces can be
found on Facebook24 and WolframAlpha25.

It would also be interesting to see how representing
events at a basic level, so that events such as “say”
and “tell” would be grouped together, would affect their
perceived usefulness to users [32]. Using WordNet to
show hypernyms of verbs does not lead to satisfactory
results, as the hypernyms still converge towards words
such as “communicate”, “interact”, and “be”, which feel
equally uninformative or even more so due to loss of
information. However, inclusion of dependency-based
features to classify events, as Jeong and Myaeng [23]
have done, might result in a more useful representation.
Alternatively, allowing users to create categories, and
letting the system assign events to each category based
on similarity could be a solution as well [37].

7. CONCLUSIONS
In this report, I described how computer science so-
lutions can aid researchers in other fields such as the
social sciences by offering tools which allow for large
volumes of data to be analyzed objectively. I provided
a few examples of applications which visualize event in-
formation extracted from text (e.g. newspaper articles,
blogs), and argued that these do not suffice for users
who need to analyze texts at various levels of detail.
Extractivist, a visual analytics Web application, was
therefore rapidly prototyped and evaluated with social
scientists and students without prior training. I found
that in general users understood the application and its
visualizations, and could use them to gain insights into
the data and thus answer various questions about them.
Some improvements can still be made with regards to
usability however.
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APPENDIX
A. DATA CHARACTERISTICS
Table 1 shows an event instance that has been extracted
from an article. The data was originally in JSON, but
has been converted to a tabular format for easier reading.

B. APPLICATION SCREENSHOTS
Figures 5 to 11 show screenshots of Extractivist. As
these screenshots mostly show the application as it was
before and during the evaluation, they may differ con-
siderably from the online version.



Entity type Attribute Example

event lemma "say"
index 28
text "said"
stem "said"
end 3064
pos "VBD"
begin 3060

actors lemma ["Greenpeace"]
text "Greenpeace"
index [12]
dbpedia types ["Non-ProfitOrganisation", "Organization",

"Organisation", "owl#Thing", "Agent"]
freebase types ["/organization/organization member",

"/organization/membership organization",
"/book/author", "/organization/organization",
"/business/employer", ...]

dbpedia uri "http://dbpedia.org/resource/Greenpeace"
freebase uri "http://freebase.com/m/036qv"
corenlp types ["ORGANIZATION"]
stem ["greenpeac"]
end 2980
begin 2970
pos NNP

places lemma ["New", "York"]
text "New York"
index [8, 9]
dbpedia types ["PopulatedPlace", "AdministrativeRegion",

"AdministrativeArea", "Place", "owl#Thing"]
freebase types ["/organization/organization scope",

"/book/book subject", "/location/dated location",
"/business/asset owner", "/location/citytown",
...]

dbpedia uri "http://dbpedia.org/resource/New York"
freebase uri "http://freebase.com/m/059rby"
corenlp types ["LOCATION"]
stem ["new", "york"]
end 2956
begin 2948
pos NNP

times lemma ["Wednesday"]
text "Wednesday"
index [6]
timex "<TIMEX3 tid="t1" type="DATE"

value="2012-09-19">Wednesday</TIMEX3>"
corenlp types ["DATE"]
stem ["wednesday"]
normalized ner "2012-09-19"
end 2944
begin 2935
pos "NNP"

Table 1: An example of an event instance with its attributes and attribute values



Figure 5: The original dashboard. Some minor changes were made to make more content appear
above the fold.



Figure 6: Visualization page for the actor Greenpeace. The timeframe filter is set such that only
information for events which happened between 6th June 2010 and 6th November 2011 are displayed.
Places which were mentioned in the same events as Greenpeace are shown on the map, actors are
listed on the bottom of the page, with colors indicating the actor type.



Figure 7: Visualization page for the place Arctic, showing the “Events” tab, which lists the events.
Additionally, the timeline is displayed, which shows the times at which these events took place.



Figure 8: The list of articles which mention events in 2013. The articles are ordered by the number
of events which they mention. Note that while most of these articles were published in 2013, the
sixth was published in 2012.



Figure 9: The “About” tab shows a small description retrieved from DBpedia, and a relevant image
(if applicable). Furthermore, this page lists things which may also be of interest to the user, for
instance because they have a similar name or share a DBpedia category, or were mentioned at the
same time and place.



Figure 10: The first tab in the popup shows pie charts for events, actors, times, places, sources, and
publication dates. These give an indication of what events co-occurred with a certain event, actor,
place, or time. By clicking the “Add [...] to the list of entities to filter on” button, the subset on
the visualization page is adjusted to only display events which also include the popup’s event, actor,
place, or time.



Figure 11: The second tab of the popup shows snippets from the articles from which the events were
extracted. The events, actors, places, and/or times in the snippets are displayed in bold. The user
may choose to read the entire article within the application by clicking on “click to expand” or on
the source website by clicking on the article title.
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