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ABSTRACT 
FindSter is a prototype search engine that searches manuals at the KLM Agent Support department. It 
uses 5 aspects to determine the ranking of search results: full text search, tagging, implicit tagging, 
recency and change management. The influence of these aspects on the ranking can be emphasized or 
weakened by adjusting their weigh factors. 
This research focuses on whether the performance of a search engine that combines these aspects 
outperforms a search engine, which bases the ranking solely on the full text search or tagging aspect, 
two traditional information retrieval techniques. 
The results of this research lead us to believe that using a combination of these aspects can improve 
the performance of the search engine, although the results were not tested for significance. 
Finally, a qualitative analysis of the application has shown that the user experience of FindSter can be 
considered good.  
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INTRODUCTION 
As part of an internship at KLM Royal Dutch Airlines, a portal for the Agent Support department has 
been developed. The portal is now operational and the goal of this research is to investigate whether it 
is possible to facilitate its search functionality. 

PROBLEM INDICATION 
Agent Support advises travel agents in the domain of ticketing and booking for KLM and all of its 
SkyTeam partners. Travel agents contact Agent Support by phone, email or chat. On average the 
department receives 400 phone calls per day. Bad weather can cause this number to rise to 600 calls. 
Many of the questions are either about existing regulations and procedures or about current 
circumstances that ask for deviating regulations. 
During the call, employees use all available information resources to provide the travel agent with a 
satisfying answer. Examples of information resources that are used are: manuals, websites, intranets 
and several booking systems. These information resources are decentralized and often unstructured 
which has a negative impact on the ease of access to information. 
Manuals are the most important resources for Agent Support employees because they are written 
internally, and therefore completely adapted to the department. The writers of these manuals spend 
most of their time filtering the flow of information that arrives at the department, leaving only the 
essential information in the manuals. At present the department is equipped with approximately 20 
manuals. This number is expected to rise because all required information should be incorporated in 
manuals in the future. These documents contain on average 50 pages. Although great effort is put into 
structuring the information, employees mostly use the search engine of the portal to find their 
information. 
As a performance indicator, the department measures the average time spend on the phone per travel 
agent. This is called the average handling time (AHT). At present the AHT is about 6 minutes. In 
order to decrease the AHT, Agent Support is investigating ways to speed up the search process. 

PROBLEM STATEMENT 
The focus in this research will be on improving search through manuals. This could ultimately 
decrease the time needed to help travel agents and as a result decrease the AHT. The following 
scenario may provide an opportunity to improve the AHT. 
Nowadays if an employee, let’s say John, performs a search through manuals he will most likely enter 
a query in a search bar. A typical search engine will return a set of hopefully relevant manuals ranked 
by some criterion. John will inspect the set of manuals and browse through a couple of them to find 
out which one he needs. In case he finds the right manual he uses a part of it to solve his problem and 
then proceeds with the rest of his work. 
In this scenario the only person that benefits from the search process is John himself. Actually, it 
would have been much more efficient if his search could help other employees with the same problem 
as well. This is particularly useful at the Agent Support department where questions of travel agents 
are about current circumstances and it is not unusual for a certain question to recur multiple times a 
day at different employees. The problem in the current situation can therefore be formulated as 
follows: 

How to use the information about the successful search effort of one employee to help other 
employees in the future? 
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FINDSTER 
This document describes the development and evaluation of a prototype application that aims on 
solving this problem. The application is called FindSter and is targeted for the iPad because of 
previous experience with programming for Apple devices.  
FindSter is a search engine for manuals and returns sections of these documents as search results. Two 
existing information retrieval techniques are integrated in FindSter: full text search and tagging. These 
techniques have proven very useful over time and are therefore chosen to provide the application with 
basic search capabilities. FindSter will add additional functionality to the search engine, which 
hopefully improves the performance. Basically by integrating the full text search and tagging, an 
assessment of the added value of FindSter can be made. The following sections describe 5 aspects, 
which are taken into account by FindSter. The search engine will calculate a score for each of these 
aspects during search. These scores range from 0 to 1. The scores combined form a final score for a 
section and the entered query. 

Full text search (fts) 
Full text search is the name of an information retrieval technique that can be used to determine 
whether in the corpus of manuals there is a match between the words used in the query and the content 
of the sections. The full text search in FindSter is integrated by using an existing library: Locayta.1 
Manuals are composed by any number of sections. Locayta indexes these sections and during search it 
will calculate a score for each section based on the BM25 algorithm. This algorithm has been 
developed between 1970-1980. Robertson, Zaragoza, (2009) elaborate on the influence and the use of 
the algorithm in modern full text search technologies. It takes into account the within section 
frequency of a search term, the inverse section frequency of a term and the section length. This means 
that it does not only consider how often a term occurs in a section, it also considers the uniqueness of a 
term in the entire corpus. 

Tagging (tag) 
Allowing users to add freely chosen text labels to sections incorporates the tagging aspect of FindSter. 
The search engine bases the score for this aspect on the uniqueness of the matching tags by using the 
inverse section frequency: the amount of sections that contain a specific tag. In case a tag is attached to 
all sections in the corpus, this tag can be considered not unique. 

Implicit tagging (im-tag) 
FindSter will subsequently attempt to enhance the search experience by enabling employees to help 
future searchers after their successful search efforts. The idea is to let users implicitly tag sections 
while they search the corpus. This can be achieved by asking them to click a ‘Find relevant’ button 
after they find the answer to their questions in the search results. The application will then 
automatically link the tags in the used query to the section in the results. These tags do not necessarily 
define the section; they define the information-need and what tags are believed to solve it. 
To also weigh the authority of the user that clicks the button, FindSter will keep track of all the users 
that mark a section relevant. In case users agree upon tags in their queries, they both receive an 
increment of their tag agreement score. The idea behind this concept is that in case employees use the 
same words to find a piece of information, it is more likely that these employees are good predictors 
                                                        

1  LOCAYTA SEARCH FOR IOS SDK 3.1. RETRIEVED JULY 17, 2013, FROM HTTP://WWW.LOCAYTA.COM/IOS-SEARCH-
ENGINE/LOCAYTA-SEARCH-MOBILE/ 



 

	   6	  

for what queries people will use in general. The search engine will therefore favor the tags that were 
implicitly added by users with a higher credibility. Because the application links the terms in the 
background, the users will not even notice that by solely using the application they are contributing to 
the quality of the search engine. 

Recency (rec) 
As mentioned earlier, it is likely that information is sought after multiple times a day. FindSter will 
therefore use the date and time of the relevant judgments to calculate a score based on the recency of a 
section. Recently ‘found relevant’ sections are considered better. 

Change management (chn) 
In the given domain information can change very often. Information regarding one subject is often 
spread over multiple sections and in case a section is updated, it is not always guaranteed that the 
update is implemented throughout the entire manual. FindSter will of course return the most recent 
version of a section, however it could be possible that other sections were updated and these could 
influence the context of a search result. Search results that have had a change in context could be out 
of date and therefore FindSter will generate a lower score for these sections. This score will depend on 
the distance of the change to the returned section. Furthermore, based on this ‘context distance’ 
FindSter will warn the user for changes in context by modifying the presentation of the search results. 

Final score 
FindSter combines the five scores for the aspects in the previous sections. Together they form the final 
score for a section and a particular query. Linear combination of the scores will allow for exploration 
of the relative importance of these aspects during ranking. The evaluation will entail a search engine 
shout out where the full text search and tagging will be compared to all possible combinations of the 
five aspects. This will ultimately result in an optimal weighing. 

SCOPE 
The scope of this research is limited by searching a pre-determined set of manuals. This will allow for 
structuring these manuals into separate sections. Some manuals are not complying to this yet, however 
the department is rewriting these so that they can easily be added in a future release.  
The employee can mark information relevant on section level. It was a deliberate choice to not allow 
users to mark for instance a couple of lines. This is done to prevent employees from marking parts of 
sections that are only slightly different, whereas they mean the same. Furthermore, in the domain these 
sections are on average small pieces of text, so this level of detail will suffice. 

RESEARCH QUESTIONS 
The general research question can be defined as follows: 

Does the optimal weighing of the selected aspects in FindSter lead to better ranking of search 
results compared with full text search and tagging in the domain of ticketing and booking? 

The following research sub-questions contribute in answering this research question. 

• How to distinguish between important and less important tags? 
• How to use the mechanism of relevant judgments to implement implicit section tagging? 
• How to measure recency of sections? 
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• How to weigh the factors: full text search, tagging, implicit tagging, recency, and change 
management when ranking sections? 

• How to evaluate the effectiveness of FindSter? 
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LITERATURE REVIEW 
According to Zhang, Zhang, Gao, Guo and Sun (2012), ‘social tagging has already become one of the 
most important ways to organize and index online resources.’  
A social tagging system revolves around three important objects: users, tags and resources according 
to Hotho, Jäschke, Schmitz and Stumme (2006). The definition of the term tag by Zhang, Zhang, Gao, 
Guo and Sun (2012) is used: ‘freely chosen text labels’. 
The result of social tagging is a distributively and collaboratively created taxonomy called a 
folksonomy. Morrison (2008) has defined the term folksonomy. For this research the same definition 
is used: 

• The collection is built from user contributions 
• Users participate in distributed classification or evaluation 
• There is a social networking aspect to the addition, classification, or evaluation of items 

Where earlier research has focused on tagging entire documents or web pages, our system is different 
from existing folksonomies or search engines because it is used to tag specific sections of a document 
allowing for more specific tags. For instance the entire document would be tagged with more general 
tags and a section allows the user to zoom in on a particular subject. 
Morrison (2008) has compared the performance of folksonomies against search engines and subject 
directories and found that documents that were returned by both folksonomies as search engines were 
more often judged relevant than documents retrieved by any IR system type alone. 
Bodoff (2006) studied user strategies for IR on the Web and has indicated that users either browse or 
search. Social bookmarking sites such as Delicious2 focus more on browsing. The proposed system is 
aiming to speed up search. Morrison (2008) has already indicated that existing folksonomies are not 
primarily focusing on search. That is how our system differs from existing folksonomies, because its 
primary goal is search.  
Morrison (2008) claims that studies of IR performance examine systems either with a defined database 
or systems that search the Internet as a whole. In this study the focus is on a defined database because 
the application domain is a small size office department, where employees search through a defined 
set of manuals. 
Examples of web sites that use social tagging or bookmarking are: flickr3, allowing users to upload 
photos and organize and browse through collections using tags. Pinterest4, which is very similar to 
flickr but focuses more on social network aspects, such as: allowing users to follow and browse other 
users’ photos. Delicious lets users upload links and enhance them with tags. This way they can explore 
other users’ links and organize their personal collection for future reference. What discriminates these 
applications from the proposed system is the application area. Where these applications focus on 
entertainment purposes, this research will apply these concepts in a business domain to speed up the 
information seeking process. 
There are examples of social tagging systems that aim on facilitating the information seeking process 
and that can be applied to the business domain. For example there is Coagmento (González-Ibáñez and 

                                                        

2 DELICIOUS. RETRIEVED JULY 17, 2013, FROM HTTP://WWW.DELICIOUS.COM/ 

3 FLICKR. RETRIEVED JULY 17, 2013, FROM HTTP://WWW.FLICKR.COM/ 

4 PINTEREST. RETRIEVED JULY 17, 2013, FROM HTTP://WWW.PINTEREST.COM/ 
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Shah, 2011), which is designed to allow users to recommend snippets to each other and actively 
collaborate during information seeking by chat. Our system differs from Coagmento in that it is less 
obtrusive and the recommendations are integrated by lifting them in the search results instead of 
storing recommendations for future access. 
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RESEARCH DESIGN 

FINDSTER 
As mentioned in the introduction there are 5 aspects that define the final score of a section for a 
particular query: full text search, tagging, implicit tagging, recency and change management. 

FINAL SCORE 
FindSter calculates a score for each aspect that can range from 0 to 1. Some aspects might be 
considered more important than others. To take this into account they are multiplied by a weigh factor 
before they are summed up. The formula for calculating the final score of a section can be described as 
follows: 

𝑤!"#:𝑤𝑒𝑖𝑔ℎ  𝑓𝑎𝑐𝑡𝑜𝑟  𝑜𝑓  𝑓𝑢𝑙𝑙  𝑡𝑒𝑥𝑡  𝑠𝑒𝑎𝑟𝑐ℎ  
𝑤!"#:𝑤𝑒𝑖𝑔ℎ  𝑓𝑎𝑐𝑡𝑜𝑟  𝑜𝑓  𝑡𝑎𝑔𝑔𝑖𝑛𝑔  

𝑤!"!!"#:𝑤𝑒𝑖𝑔ℎ  𝑓𝑎𝑐𝑡𝑜𝑟  𝑜𝑓  𝑖𝑚𝑝𝑙𝑖𝑐𝑖𝑡  𝑡𝑎𝑔𝑔𝑖𝑛𝑔  
𝑤!"#:𝑤𝑒𝑖𝑔ℎ  𝑓𝑎𝑐𝑡𝑜𝑟  𝑜𝑓  𝑟𝑒𝑐𝑒𝑛𝑐𝑦  

𝑤!!!:𝑤𝑒𝑖𝑔ℎ  𝑓𝑎𝑐𝑡𝑜𝑟  𝑜𝑓  𝑐ℎ𝑎𝑛𝑔𝑒  𝑚𝑎𝑛𝑎𝑔𝑒𝑚𝑒𝑛𝑡 

  
score!"#$% = (score!"# ∗ w!"#) + (score!"# ∗ w!"#) + (score!"!!"# ∗ w!"!!"#) + (score!"# ∗ w!"#)

+ (score!"# ∗ w!"#)   

 
The separate weigh factors are percentages and accumulate to exactly 100%. The final score therefore 
ranges from 0 to 1. This score is then used for ranking search results. The following sections describe 
the computation of the scores for each of these aspects. 
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FULL TEXT SEARCH 
Much attention has already gone to research in the field of full text search. That’s why the focus in this 
research will not be as much on this aspect as it is on the other aspects. To incorporate full text search 
in the prototype application an existing library is used. 
The amount of possible libraries was limited to the fact that they need to operate on the test device: the 
iPad. Mobile devices are still increasing in computing power and in general the indexation of content 
is often too heavy for the available resources on the device. Even though there were plenty of options 
for full text search functionality without indexing content, these were not suitable for fast search 
through larger corpuses of documents. 
Finally, Locayta was chosen for the full text search because of the sophisticated ranking algorithm it 
uses. It is derived from the powerful BM25 ranking algorithm, which produces a relevance score for 
each result as follows5: 

𝑡: 𝑒𝑎𝑐ℎ  𝑡𝑒𝑟𝑚  𝑖𝑛  𝑡ℎ𝑒  𝑞𝑢𝑒𝑟𝑦 

𝑓!:𝑤𝑖𝑡ℎ𝑖𝑛  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦  𝑜𝑓  𝑡𝑒𝑟𝑚  𝑡 

𝑘, 𝑏: 𝑐𝑢𝑠𝑡𝑜𝑚  𝑝𝑎𝑟𝑎𝑚𝑒𝑡𝑒𝑟𝑠  𝑝𝑒𝑟  𝑠𝑒𝑎𝑟𝑐ℎ 

𝐿: 𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑠𝑒𝑑  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑙𝑒𝑛𝑔𝑡ℎ   𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑙𝑒𝑛𝑔𝑡ℎ  𝑑𝑖𝑣𝑖𝑑𝑒𝑑  𝑏𝑦  𝑎𝑣𝑒𝑟𝑎𝑔𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑙𝑒𝑛𝑔𝑡ℎ  

𝑁: 𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠  𝑖𝑛  𝑡ℎ𝑒  𝑖𝑛𝑑𝑒𝑥 

𝑛!: 𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠  𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑖𝑛𝑔  𝑡𝑒𝑟𝑚  𝑡 

 

𝑠𝑐𝑜𝑟𝑒!"# = 𝑠𝑐𝑜𝑟𝑒!"#$%&$ =
𝑓!(𝑘 + 1)

𝑓! + 𝑘(𝑏𝐿 − 𝑏 + 1)!
∙ 𝑙𝑜𝑔

𝑚𝑎𝑥 𝑁 − 𝑛! , 0 + 0.5
𝑛! + 0.5

 

 

This formula produces scores that range from 0 to 1. In short, the left part of the formula will take into 
account for each term in the query how often it occurs in a section and how common the term is in the 
section. The right part focuses on how often the term is used in the entire corpus of manuals. Terms 
that occur in just a few sections are more specific and a section containing that search term will be 
prioritized. 
Furthermore, Locayta uses stemming and spell correction to enhance the performance.  
Stemming means that the index only contains words reduced to their stem form. For instance, all 
conjugations of a verb, map to the same stem. This means that in case the user types in a conjugated 
verb, the search engine will retrieve all sections that contain a conjugation of the verb. This means that 
more sections are retrieved, which could be just as relevant as sections with an exact match to the 
query of the user. 
The spell correction will allow the user to make small mistakes when entering queries. The search 
engine will tolerate these spelling errors and will also return sections that contain the word that was 

                                                        

5  LOCAYTA. RETRIEVED JULY 17 2013, FROM HTTP://WWW.LOCAYTA.COM/SEARCH-ENGINE/SEARCH-RANKING-
ALGORITHM.PUBLISHA 



 

	   12	  

probably meant. For instance, in case the user accidentally types in: animul in the search bar, the 
search engine will start by looking for an exact match, but will also return sections that contain the 
word that was probably meant by the user: animal. 
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TAGGING 
This aspect uses the tags that were explicitly added to sections by employees. A tag can be added to a 
section exactly once. Tagging takes into account the matching tags in the query and the section, and 
more specifically the uniqueness of each matching tag. For the calculation of the uniqueness of 
matching tags, a similar measure is used as for the inverse document frequency in tf-idf. 
Tf-idf is the product of two things: term frequency and inverse document frequency. Term frequency 
is the amount of times a term occurs in a document. The inverse document frequency describes how 
common a term is in the entire corpus of documents. For example, in case a document contains a 
search term very often but the term is very common, the high term frequency value is offset against 
the low inverse document frequency. The latter therefore tempers the tf-idf value. Ramos (2003) has 
proven that by using this simple algorithm, more unique search terms can be determined. 
The tagging aspect does differ from tf-idf because it does not use term frequency. In FindSter this 
would apply to the tags attached to a section. However, a tag is added to a section exactly once. It is 
useless to multiply by factor 1, since it would not differentiate the result. To calculate a score for a 
section and a particular query the following formula is used: 

𝑡𝑎𝑔𝑠!"#$%: 𝑡ℎ𝑒  𝑡𝑎𝑔𝑠  𝑖𝑛  𝑡ℎ𝑒  𝑞𝑢𝑒𝑟𝑦 

𝑡𝑎g𝑠!"#$%&': 𝑡ℎ𝑒  𝑡𝑎𝑔𝑠  𝑖𝑛  𝑡ℎ𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛 

𝑡𝑎𝑔𝑠!"#$!!"#: 𝑡𝑎𝑔𝑠!"#$%   ∩ 𝑡𝑎𝑔𝑠!"#$%&'   

 

For each tag t in 𝑡𝑎𝑔𝑠!"#$!!"#, the uniqueness of the tag is calculated. Ramos (2003) has provided 
evidence that tf-idf is capable of categorizing relevant search terms and that it can enhance query 
retrieval. Therefore it was decided to use the inverse document frequency of tf-idf, but then applied on 
section level instead of applying it on document level. Because of this fact, it is called the inverse 
section frequency: 

𝑁: 𝑡ℎ𝑒  𝑡𝑜𝑡𝑎𝑙  𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠  𝑖𝑛  𝑡ℎ𝑒  𝑐𝑜𝑟𝑝𝑢𝑠 

𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦!: 𝑡ℎ𝑒  𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑠𝑒𝑐𝑡𝑖𝑜𝑛𝑠  𝑡ℎ𝑎𝑡  𝑐𝑜𝑛𝑡𝑎𝑖𝑛  𝑡𝑎𝑔  𝑡 

 

𝑖𝑛𝑣𝑒𝑟𝑠𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦! = 𝑙𝑜𝑔!"
𝑁

𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦!
 

 

The non-normalized score for the section and a particular query can then be defined as follows: 

𝑛𝑜𝑛  𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑  𝑠𝑐𝑜𝑟𝑒!"# =
∀𝑡 ∈ 𝑡𝑎𝑔𝑠!"#$!!"# 𝑖𝑛𝑣𝑒𝑟𝑠𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦!

#  𝑡𝑎𝑔𝑠!"#$!!"#
  

 

In words, this formula calculates for each matching tag the inverse section frequency, which indicates 
the uniqueness of the tag. The sum of these values is then divided by the amount of matching tags, 
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which ultimately results in the average inverse section frequency of the tags, the non normalized 
scoretag. 
Because the average inverse section frequency is taken, in case a section matches on for instance: 1 
fairly unique tag and 5 less unique tags, it is not necessarily prioritized over a section that matches on 
just 1 tag, because this tag could be extremely unique. 
Another approach could be used here as well: summing the values, instead of taking the average. 
However, in that case the score would not have a maximum, and as a result it would not be possible to 
normalize the score. This is required in order to be able to compare the scores for the different aspects. 
For normalization purposes, the score is therefore divided by its maximum value, so that it ranges 
from 0 to 1. To determine the maximum value, the following approach is used. The value for the 
inverse section frequencyt depends on two variables: N, the total number of sections in the corpus and, 
the section frequency of the matching tags.  

• N is variable, but equal for all sections during ranking time, so this value is known. 
• The section frequency of a tag is at least 1, because the tag needs to be attached to at least 1 

section for it to exist. The section frequency is at most N, because the tag can be attached to at 
most all sections in the corpus. In the latter case the tag is considered not unique and the value 
for the inverse section frequencyt, is at its minimum. 

The maximum value for the inverse section frequency is therefore reached when the section frequency 
is 1. Because N is known during ranking time, the maximum is equal for all sections:  

𝑙𝑜𝑔!"
𝑁
1
= 𝑙𝑜𝑔!"𝑁 

 

The normalized score for the tagging aspect is then calculated by dividing it by the maximum value: 

𝑠𝑐𝑜𝑟𝑒!"# =
𝑛𝑜𝑛  𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑  𝑠𝑐𝑜𝑟𝑒!"#

log!"𝑁
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IMPLICIT TAGGING 
In case employees find their answer in a manual they can mark the section relevant. The purpose of 
this aspect is to implicitly gather the tags for which a particular section is found relevant. FindSter 
does all this in the background. Every time an employee marks a section relevant, FindSter will store: 
the section, the tags that were in the used query and the user that made the relevant judgment. This is 
believed to be valuable information because the tags that are stored, are terms that employees use to 
find what they are looking for. These tags don’t necessarily define the section; they define the 
information need and what terms are believed to solve it. 
For example, if John finds the section containing the answer to his question and he has used the tags: 
pet and booking fee in his query, these tags and John are now linked to the section. Only existing tags 
in the corpus are extracted from the query and linked to the section, in order to discriminate important 
words. The user is also asked to explicitly add tags to the section after he clicks ‘Find relevant’. 
Now if Susan is after the same piece of information and she uses the tag: booking fee in her query, the 
section that was marked relevant by John is prioritized because he has already found it relevant for this 
tag. This section is lifted in the search results and Susan gets to her answer quicker. This is how 
FindSter, uses the successful search effort of one employee to help other employees.  
Susan will probably mark the same section relevant after she finds the answer to her question. Because 
she and John both used the tag: booking fee in their query, they receive an increment of 1 to their tag 
agreement score. The idea behind this concept is that in case employees use the same words to find a 
piece of information, it is more likely that these employees are good predictors for what queries people 
will use in general. The highest tag agreement score is used to normalize all tag agreement scores. The 
result is called the user credibility: 

𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒!: 𝑡ℎ𝑒  𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒  𝑜𝑓  𝑢𝑠𝑒𝑟  𝑢 

𝑚𝑎𝑥  𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒: 𝑡ℎ𝑒  ℎ𝑖𝑔ℎ𝑒𝑠𝑡  𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒  𝑜𝑓  𝑎𝑙𝑙  𝑢𝑠𝑒𝑟𝑠 

 

𝑢𝑠𝑒𝑟  𝑐𝑟𝑒𝑑𝑖𝑏𝑖𝑙𝑖𝑡𝑦! =
𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒!

𝑚𝑎𝑥  𝑡𝑎𝑔  𝑎𝑔𝑟𝑒𝑒𝑚𝑒𝑛𝑡  𝑠𝑐𝑜𝑟𝑒
 

 

Now in the example with John and Susan, FindSter will value the tags in the relevant judgments of 
these users higher because they are believed to be good predictors for what tags employees search for. 
The following formula is used to calculate a score for this aspect for each search result. 

𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡  𝑗𝑢𝑑𝑔𝑚𝑒𝑛𝑡𝑠!"#$: 𝑎𝑙𝑙  𝑡𝑎𝑔𝑠  𝑓𝑜𝑟  𝑤ℎ𝑖𝑐ℎ  𝑡ℎ𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  ℎ𝑎𝑠  𝑏𝑒𝑒𝑛  𝑓𝑜𝑢𝑛𝑑  𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡 

𝑞𝑢𝑒𝑟𝑦!"#$: 𝑎𝑙𝑙  𝑡𝑎𝑔𝑠  𝑖𝑛  𝑡ℎ𝑒  𝑞𝑢𝑒𝑟𝑦 

𝑡𝑎𝑔𝑠!"#$!!"#: 𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡  𝑗𝑢𝑑𝑔𝑚𝑒𝑛𝑡𝑠!"#$ ∩ 𝑞𝑢𝑒𝑟𝑦!"#$ 

𝑢𝑠𝑒𝑟  𝑐𝑟𝑒𝑑𝑖𝑏𝑖𝑙𝑖𝑡𝑦!,!: 𝑢𝑠𝑒𝑟  𝑐𝑟𝑒𝑑𝑖𝑏𝑖𝑙𝑖𝑡𝑦  𝑜𝑓  𝑡ℎ𝑒  𝑢𝑠𝑒𝑟  𝑤ℎ𝑜  ℎ𝑎𝑠  𝑚𝑎𝑟𝑘𝑒𝑑  𝑡ℎ𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡  𝑓𝑜𝑟  𝑡𝑎𝑔  𝑡 
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𝑛𝑜𝑛  𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑  𝑠𝑐𝑜𝑟𝑒!"!!"#

=
∀𝑡 ∈ 𝑡𝑎𝑔𝑠!"#$!!"#    (𝑖𝑛𝑣𝑒𝑟𝑠𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦! ∗ 𝑢𝑠𝑒𝑟  𝑐𝑟𝑒𝑑𝑖𝑏𝑖𝑙𝑖𝑡𝑦!,!)

#𝑡𝑎𝑔𝑠!"#$!!"#
   

 

In words, this formula calculates for each matching tag, the inverse section frequency of the tag and 
then multiplies it by the user credibility of the user who has marked the section relevant for that tag. 
The sum of these values is then divided by the total amount of matching tags. This ultimately results in 
the average inverse section frequencyt * user credibilityu,t, the non normalized scoreim-tag. 
To normalize the score, the same approach is used as in the explicit tagging aspect. This score, 
however, has one additional variable: the user credibility. This value is normalized by dividing it by 
the highest tag agreement score and therefore its maximum is 1. Multiplying the inverse section 
frequency by at most 1, means that the value for the non normalized scoreim-tag is at its maximum when 
the inverse section frequency is at its maximum. This maximum has already been determined for the 
explicit tagging aspect: 

𝑙𝑜𝑔!"
𝑁
1
= 𝑙𝑜𝑔!"𝑁 

The normalized score for the implicit tagging aspect is then calculated by dividing it by the maximum 
value: 

𝑠𝑐𝑜𝑟𝑒!"!!"# =
𝑛𝑜𝑛  𝑛𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑  𝑠𝑐𝑜𝑟𝑒!"!!"#

log!"𝑁
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RECENCY 
Sections that are recently marked relevant are more likely to be sought after by employees. Especially 
in the given domain it is highly likely that the same information is needed multiple times per day. That 
is why sections that are marked relevant very recently are emphasized. Sections that are marked 
relevant today should receive a maximal score and the score for ‘older’ sections should decline fast. 
Therefore it was decided to use a 1/x function, where x presents the number of days since the section 
was last marked relevant. This value is rounded down to an integer number of days and is 0 for all 
time spans below 24 hours. The scores for the recency aspect should also range from 0 to 1. In order to 
do so, the following formula is used: 

#𝑑𝑎𝑦𝑠  𝑠𝑖𝑛𝑐𝑒  𝑙𝑎𝑠𝑡  𝑚𝑎𝑟𝑘𝑒𝑑  𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡:  
𝑖𝑛𝑡𝑒𝑔𝑒𝑟  𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑑𝑎𝑦𝑠  𝑠𝑖𝑛𝑐𝑒  𝑡ℎ𝑒  𝑠𝑒𝑐𝑡𝑖𝑜𝑛  𝑤𝑎𝑠  𝑙𝑎𝑠𝑡  𝑚𝑎𝑟𝑘𝑒𝑑  𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡 

 

𝑠𝑐𝑜𝑟𝑒!"# = 1 #𝑑𝑎𝑦𝑠  𝑠𝑖𝑛𝑐𝑒  𝑙𝑎𝑠𝑡  𝑚𝑎𝑟𝑘𝑒𝑑  𝑟𝑒𝑙𝑒𝑣𝑎𝑛𝑡 + 1    

 

The following figure shows how the scores for this aspect range. The scores drop rapidly as time 
passes. 

  

This score is only calculated if the section has been marked as relevant at least once. Because #days 
since last marked relevant is 0 in case the section has been marked relevant in the past 24 hours, 1 is 
added to avoid dividing by zero. 
The recency aspect does not take into account whether the section was found relevant for certain tags 
in the query of the user. Its main goal is to lift sections that were sought after by other employees very 
recently. The relevance to the query of the user is determined by the full text search, tagging and 
implicit tagging aspects.   
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CHANGE MANAGEMENT 
In the given domain information very often changes, leading to changing contexts for a section. That is 
why the structure of the documents is important. For example, a document can have the following 
structure. Each section has a specific root and order: 

1. Section – Subject 1       root = 1, order = 0 
1.1 Section       root = 1, order = 1 
1.2 Section       root = 1, order = 2 
1.3 Section -> updated      root = 1, order = 3 
 1.3.1. Section      root = 1, order = 4 
 1.3.2. Section      root = 1, order = 5 
  1.3.2.1. Section     root = 1, order = 6 
1.4 Section       root = 1, order = 7 

2. Section – Subject 2       root = 2, order = 8 
2.1 Section       root = 2, order = 9 
2.2 Section       root = 2, order = 10 
 2.2.1. Section      root = 2, order = 11 
2.3 Section       root = 2, order = 12 

 
Furthermore, the manuals are categorized per subject, so sections with different roots are about a 
different topic and updates do not influence the context of sections about a different topic. For 
example, if section 1.3 with root = 1 gets updated, it will not influence the context of sections with 
root = 2. 
Additionally, the assumption is made that sections do not refer back to previous sections. The manuals 
are structured chronologically, which means that sections do not influence the context of previous 
sections but can only influence the context of following sections. For example, if section 1.3 is 
updated it can only influence the context of sections that appear after 1.3 and not the sections that 
appear before 1.3. 
Finally the distance to the updated section determines how big the influence on the context of a section 
is. This distance is called the context distance. The following formula describes the calculation of this 
context distance. s2 is the section that appears after s1: 

𝑐𝑜𝑛𝑡𝑒𝑥𝑡  𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒!!,!! = 𝑜𝑟𝑑𝑒𝑟!! − 𝑜𝑟𝑑𝑒𝑟!! 

 

The search engine calculates a score that will influence ranking of the sections that have had a change 
in context. Furthermore, to inform the employee about these changes, FindSter will adjust the 
presentation of these sections in the search results. Both approaches are described in more detail in the 
following sections. 

Ranking 
Because an update can have an influence on the correctness of a search result, the changes in context 
will also negatively influence the position of the section in the search results. In the example above, 
section 1.3 has been updated. Now let’s say, a user searches the manuals, and section 1.3.1. is returned 
in the search results. FindSter will then decrease the ranking of the search result, because the 
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information could have become incorrect. The score for this aspect is initialized at 1. In this case there 
has been a change that could have influenced the context of the search result, and therefore the score 
will be decreased. The impact of the change on the context is determined by the distance to the update. 
In the example the context distance is: 

𝑐𝑜𝑛𝑡𝑒𝑥𝑡  𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒!.!,      !.!.! = 𝑜𝑟𝑑𝑒𝑟!.!.! − 𝑜𝑟𝑑𝑒𝑟!.! = 1 

The score for the section is then decreased to the values in the following table. The assumption is 
made that only in case the context distance is < 2, the update influences the context of a search result. 
As mentioned earlier, in case an update has a different root, the score for the search result does not 
change, remains 1. 

score!"# = lookup  in  table 

Context distance Context Scorechn 

Context distance > 0 Requires checking 0 

Context distance ˃ 1  Checking is advised 0,5 

Context distance > 2 Probably unchanged 1 

 

The context distance is > 0, but not > 1, this means that the context requires checking. The score is 
therefore decreased to 0, for this aspect. 

Presentation 
FindSter, also adjusts the presentation of the search result. Again, only if the update and the search 
result have the same root.  
Search results that have had no change in context are displayed with a green tint, indicating that the 
user does not need to worry about updates in the manual that might have influenced the correctness of 
the information. 
However, search results that might have had a change in context are displayed with an orange tint, to 
warn the user that the document was updated. 
Finally sections that are highly likely to have had a change in context are displayed with a red tint. 
Again the context distance determines the presentation as described in the following table: 

Context distance Context Presentation 

Context distance > 0 Requires checking Section is displayed slightly red  

Context distance ˃ 1  Checking is advised Section is displayed slightly orange 

Context distance > 2 Probably unchanged Section is displayed normally 
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EVALUATION 
The evaluation will entail both a quantitative analysis as a qualitative analysis of the performance of 
FindSter. 

QUANTITATIVE ANALYSIS 
The quantitative analysis of FindSter is needed to investigate whether it is possible to improve the 
ranking of search results based on the information that is stored during successful search efforts. The 
ranking will be compared to the traditional information retrieval techniques: full text search and 
tagging. 
The overall approach is to let participants formulate queries for multiple information-needs. These 
information-needs need to be solvable by using the manuals that are available in the prototype 
application. Moreover for each information-need a group of experts will appoint one section, which is 
the designated section for solving the information-need. This section is called the golden standard. 
The formulated queries are then used to compare the performance of the different information retrieval 
techniques by adjusting the weighings of the five aspects. 

Participants 
The participants in the quantitative analysis are all KLM Agent Support employees. The department 
distinguishes the following functions: manager, supervisor, expert, front office agent and back office 
agent.  
A total of twenty employees are available for the research. Each function will be equally represented, 
which means that amongst the participants there are 5 supervisors, 5 experts, 5 front office agents and 
5 back office agents. The manager is considered a supervisor in this case. 

Weight optimization 
FindSter can emphasize aspects by varying the weigh factors of the aspects. In order to figure out 
which division of weigh-factors delivers the best results, all possible combinations are to be 
determined. 
To decrease the amount of possible combinations the term ‘step size’ is introduced. The step size 
indicates which increments of the weigh factors are possible. For instance step size 20% indicates that 
a weigh factor can take values: 0%, 20%, 40%, 60%, 80% and 100%. 
The total amount of combinations is not easily calculated because of the limitation that these values 
combined need to sum to exactly 100%. Therefore for step size 20% the amount of combinations lies 
below 55=3125. 

Initialization of FindSter 
FindSter needs to be initialized before the evaluation starts. This means that the prototype application 
will need to be in controlled use for a certain period of time so that people can mark sections relevant 
and add tags to them. 
However, in a real world situation not all sections are marked relevant or tagged. Therefore 20% of the 
information-needs will remain unsolved. This means that the sections containing the answer to these 
questions will not be marked relevant and no tags will be added to these sections. 20% was chosen to 
ensure that untagged sections are taken into account during optimization. The remaining 80% will be 
solved, which means that the sections containing the answers to these questions will be marked 
relevant and the participants will be asked to complement them with tags if needed. 
For each information-need, four participants will formulate queries so that the success of the ranking 
algorithm does not depend on the quality of the search query. Also the four different functions are 
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taken into consideration so that a supervisor, an expert, a front office agent and a back office agent 
formulate queries for a particular question. 

Optimization of FindSter 
After the initialization, FindSter will be optimized by training the algorithm on a training-set of 
questions. The optimal weighing obtained from the training will then be used on a test-set of questions 
so that the performance can be compared to several other weight combinations and also to reduce the 
risk of over fitting. The training-set will contain 60% of the questions and the test-set will contain the 
remaining 40% of the questions. In both sets of questions the sections that contain the answers to the 
questions are known, which are the golden standard sections. 4 possible queries are formulated for 
each of these questions. 20% of the golden standard sections in the sets of questions remain untagged. 

Training 
The training-set of questions contains 60% of the total of 63 questions, which amounts to 38 questions. 
As mentioned earlier, 80% of these questions will point to sections that are already marked relevant in 
the initialization phase. This means that 30 questions in the training-set are already answered by four 
employees. The remaining 8 questions can be considered as new questions for which no one has found 
the answer yet. 
For all of the questions in the training-set, 4 queries were formulated during the initialization. The 
amount of queries in the training-set is therefore 4×38=152, mapping to 38 sections. 
The first step in this phase of training FindSter is to run all 152 queries through the ranking algorithm 
for all possible weighings. The following information will be recorded: 

• The root mean square, the root that is taken for the average squared position of the golden 
standard section 

• The average position, this means the average position of the golden standard section in the 
search results for all of the 152 queries. 

• The amount of number 1 listings, this means the total amount of times the golden standard 
section is at position 1 in the search results for all of the 152 queries. 

• The amount of number 2 listings, this means the total amount of times the golden standard 
section is at position 2 in the search results for all of the 152 queries. 

• The amount of number 3 listings, this means the total amount of times the golden standard 
section is at position 3 in the search results for all of the 152 queries. 

The weights will be ranked by the root mean square of the position of the golden standard section. The 
weighing with the lowest root mean square value is the optimal weighing. The root mean square is the 
best indicator for performance because it punishes bad listings. In case a section is listed at high 
positions this value will get squared. High listings are rewarded, because these position values will not 
cause the average squared position to increase dramatically. 

Test 
The test-set of questions contains the remaining 40% of the total amount of 63 questions. This 
amounts to 25 questions. Four queries are formulated per question, so there are 100 queries in the test-
set. 
Again, 80% of these 25 questions; 20 questions will point to sections that are already marked and 
tagged. The remaining 20%: 5 questions represent new questions and sections that have not been 
marked or tagged in the past. During this phase the following weighings will be compared: 
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• Standard weighing (STAN), this means that every aspect will be treated equally important and 
will account for 20% to the final score. 

• Optimal weighing (OPT), this is the optimal weighing that was derived from the training-set. 
• Full text search (FTS), this is the weighing that relies solely on the full text search score 

calculated by Locayta. 
• Tagging (TAG), this is the weighing that relies solely on the relevance score calculated by 

FindSter for the tagging aspect. 

Again, the root mean square will be used to compare these weighings. By comparing these weighings 
it will be possible to answer the main research question: 

Does the optimal weighing of the selected aspects in FindSter lead to better ranking of search 
results compared with full text search and tagging in the domain of ticketing and booking? 

QUALITATIVE ANALYSIS 
Finally the optimal weighing will be used to perform a qualitative analysis of the perceived 
successfulness of FindSter. The same group of 20 employees will be asked to work with FindSter and 
they will be asked to fill in an evaluation form containing five short questions regarding the usefulness 
of the application. The following 4 questions will be asked. 

Questionnaire 
The questions are to be answered on a 5 point Likert scale. 

• How easy was it to find the answers to your questions with FindSter? 
very difficult / difficult / neutral / easy / very easy 
 

• In comparison with the current search functionality present on the portal how easy was it to find 
the answers to your questions with FindSter? 
very difficult / difficult / neutral / easy / very easy 

 
• Would you favor working with an iPad in the office in the future? 

strongly oppose / somewhat oppose / neutral / somewhat favor / strongly favor 
 

• How often did you mark the section relevant after you found the answer to your question? 
never / almost never / sometimes / almost every time / every time 
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RESEARCH RESULTS 
The following sections describe the results of both the quantitative as the qualitative analysis.  

QUANTITATIVE ANALYSIS RESULTS 
The quantitative analysis consisted of two parts, the training and the test part.  
Because it was very difficult to simulate changes in context during the experiment, the change 
management aspect was not taken into consideration. This means that all search results had a scorechn 
of 1. 
Furthermore, the recency aspect was taken into consideration by using the most recent date on which 
the search result was found relevant during the initialization phase. 
The training was finished in approximately 15 minutes for step size 20%. 2 hours were needed to 
complete the training for step size 10%. For step size 5% there were 10 times as many combinations as 
for step size 10%, so training would last approximately 20 hours. The training was not completed for 
step size 5%, because step size 10% sufficed for the purpose of this research, which is to determine 
whether the optimal weighing leads to better results compared to the full text search and tagging. 

Training results 
The training with step size 10% resulted in 3 optimal weighings with the lowest root mean square 
value. The following figures show the top 20 performing weighings. The results are sorted by their 
root mean square values, smallest to largest. Because the scorechn was 1 for all search results, the 
weighings that consider this aspect, actually base ranking on the other aspects: 

Weighing 1:      Weighing 2: 
Root mean square: 10,83397    Root mean square: 10,83397 
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Weighing 3:      Weighing 4: 
Root mean square: 10,83397    Root mean square: 10,83580 

    

Weighing 5:      Weighing 6: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

Weighing 7:      Weighing 8: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

 

 

 

FTS	  
80%	  

TAG	  
10%	  

REC	  
10%	  

FTS	  
60%	  

REC	  
10%	  

CHN	  
30%	  

FTS	  
60%	  

IM-‐TAG	  
10%	  

REC	  
10%	  

CHN	  
20%	  

FTS	  
60%	  

IM-‐TAG	  
20%	  

REC	  
10%	  

CHN	  
10%	  

FTS	  
60%	  

IM-‐TAG	  
30%	  

REC	  
10%	  

FTS	  
60%	  

TAG	  
10%	  

REC	  
10%	  

CHN	  
20%	  



 

	   25	  

Weighing 9:      Weighing 10: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

Weighing 11:      Weighing 12: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

Weighing 13:      Weighing 14: 
Root mean square: 10,83580    Root mean square: 10,83580 
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Weighing 15:      Weighing 16: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

Weighing 17:      Weighing 18: 
Root mean square: 10,83580    Root mean square: 10,83580 

    

Weighing 19:      Weighing 20: 
Root mean square: 10,83580    Root mean square: 10,83701 

    

It is very clear from these results that the FTS aspect is the best predictor for the relevancy of a 
section. All top 20 weighings have the FTS aspect account for at least 60%. The advanced algorithm, 
the stemming and the spell correction of Locayta prove to perform very well on the training set. 
Furthermore, all top 20 weighings have the REC aspect account for 10%. In this experiment, for the 
REC, the date and time is used of the last relevant marking during the initialization phase. Because the 
initialization and the optimization phase took place in two succeeding weeks, the values for this aspect 
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for the 80% tagged golden standard sections are higher and very close to each other; approximately 
0,07 and smaller, which can be seen in the scorerec chart on page 17. This is probably the reason why 
all of the top 20 weighings, value this aspect at 10%. By doing so the weighings perform well on the 
80% tagged golden standard sections, which in return leads to a lower root mean square. In order to 
determine whether lifting sections that are found relevant more recently, can really improve ranking, a 
longer time span for the experiment should be used. 
The TAG and IM-TAG aspects are the only aspects that account for more than 10%, besides the FTS 
aspect. (The CHN aspect is ignored, because the score for this aspect is equal for all search results) 
This indicates that both explicitly tagging sections as well as implicitly tagging sections, by using the 
relevant judgments, can improve ranking. 
Concluding from the training results, three weighings perform equally well, based on the root mean 
square value. Weighing 1 included for 10% the CHN aspect, however this weighing actually bases its 
ranking on the other aspects: FTS at 80% and REC at 10%, because the CHN aspect was not taken 
into consideration during this experiment. The other two weighings are those with FTS at 80%, REC 
at 10% and either RJUC or TAG at 10%.  

The following figure shows how the top 20 weighings score on root mean square values. 

 

All of the top 20 weighings score with a root mean square value around: 10,83559. The worst scoring 
weighing, of all 1001 weighings, has a root mean square value of: 13,83502. From the top 20 
weighings, weighing number 1 to 3 perform slightly better than the others with a root mean square 
value of: 10,83397. The way the experiment was set up, does not allow for proving whether this value 
is significantly better than the others. However, it does lead us to believe that varying the weigh 
factors can improve performance.  
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The following figure shows how the top 20 weighings score on average position of the designated 
section. 

 

Weighing number 1-19 score equally well with an average position of: 3,664. The worst scoring 
weighing, of all 1001 weighings, has an average position of: 6,105. It is interesting to see here that the 
average position of the top 19 weighings do not differentiate, whereas the root mean square does show 
a difference in performance. This can only be ascribed to the fact that some of the weighings have had 
very bad position listings of the golden standard section, which causes the root mean square to 
differentiate. 
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The following figure shows how the top 20 weighings score on the listings of the golden standard 
section in the search results. 

 

Weighings number 1-3 and 20 have the lowest amount of #1 listings, however perform slightly better 
on #2 listings than the other weighings. The training-set consisted of 152 queries; so the top 19 
weighings were able to show the designated section in the top 3 of the search results in 76% of the 
cases. Weighing number 20 achieved this in 75% of the cases. There is no evidence for whether this 
performance is significantly worse. 
Finally, we see here that all top 19 weighings have the same amount of lower listings, however on the 
root mean square values we have seen that weighings 1-3 perform slightly better. This can only be 
ascribed to the fact that weighings 4-19 have had a few very bad listings, which has caused the root 
mean square value to rise.   
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Test results 
During testing the performance of the STAN, FTS, TAG, OPT 1, 2 and 3 were compared. The 
following figure shows how the weighings score on root mean square values. The weighings are sorted 
by their root mean square values, from left to right: smallest to largest. 

 

The FTS and TAG weighings perform equally well and share the lowest root mean square value of: 
11,67048. The OPT weighings score slightly worse than that, which indicates that the optimal 
weighings have probably been adapted to the training-set too much. Based on this data, it seems that 
the combination of the aspects does not lead to better ranking of search results. However, we were 
unable to test whether the performance is significantly worse. Furthermore, it is to be said that the test 
set of questions contained 25 questions, corresponding to a total of just 100 queries. A bigger set of 
questions would probably provide us with more insights about how well the optimal weighings really 
perform. 
The STAN weighing seems to score worse. We consider it probable that the standard division of 
weigh-factors was too random. Although there is statistical evidence, it does indicate that it is worth 
emphasizing more important aspects, and that this can enhance the performance. 
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The following figure shows how the weighings score on average position of the golden standard 
section. 

 

The OPT weighings share the lowest average position: 3,61. The FTS and STAN weighings follow 
with very similar average positions of: 3,62 and 3,75 respectively. Basing the ranking solely on the 
tagging aspect seems to worsen the results as the average position rises to: 7,64. This can be ascribed 
to fact that 20% of the golden standard sections were untagged. For this percentage of sections the 
ranking based solely on the tagging aspect delivers bad results, which causes the average position to 
rise.  
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The following figure shows how the weighings score on the listings of the golden standard section in 
the search results. 

 

The STAN weighing has the greatest amount of #1 listings, however the OPT weighings have the least 
amount of lower listings and therefore have the best chance of putting the designated section in the top 
3 search results. There were 100 queries in the test-set. This means that the OPT weighings are able to 
place the designated section in the top 3 search results in 83% of the cases. The FTS and TAG 
weighing do this in 80% of the cases. The STAN weighing performs slightly better than the FTS and 
TAG with an 81%. Again, there is no statistical evidence for the significance of these differences in 
performance, however this does lead us to believe that optimizing the weighings can result in better 
results. So, although the root mean square values of the FTS and TAG weighings were slightly better, 
the OPT weighings are able to get the golden standard section in the top 3 search results slightly more 
often. In the end this is what matters to the employees, because it can save them time scrolling through 
the search results. This is why we believe that the OPT weighings can improve ranking. 

Finally, during research the following interesting fact came to light. Employees used the same words 
in their queries as for explicitly tagging sections. Because the tags in the query are used by FindSter to 
implicitly tag sections, we decided to compare the performance of explicitly added tags with the 
performance of implicitly added tags. 
The results have shown that the weighing that bases ranking solely on implicitly added tags performs 
equally well as the weighing that bases ranking solely on explicitly added tags. The performance on 
the test set was equal for both weighings on root mean square values, average position and listings. 
Based on both these numerical results as the observation of how explicit tags are formed, this means 
that explicitly tagging sections in this domain is of no more added value as implicitly tagging sections. 
Of course the latter approach is preferred, because it saves employees time, namely the time they 
would normally spent on labeling sections. 
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More research is needed to determine whether the principle of implicitly tagging sections can also be 
applied in other domains. 
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QUALITATIVE ANALYSIS RESULTS  
The following diagrams show the results of the qualitative analysis. 

 
 

As can be seen in the diagram, there were no participants who found it difficult to find the answers to 
their questions with FindSter. The majority of the participants even found it very easy. 
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Again we see that there were no participants who found it difficult to get to their answers in 
comparison to the search functionality on the portal. The division of the answers to the questions leads 
us to believe that FindSter is judged equally easy for finding information by the participants. 

 
 

On this question 1 participant answered that he or she strongly opposes to the use of the iPad in the 
office. The majority of the participants, however, favor the use of the iPad. About half of the 
participants even strongly favor the use of the iPad. 
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Because the success of FindSter depends strongly on the input of the user through the relevant 
judgments, it is good to see that while using the system, participants often mark sections when they 
find the answer to their questions. Although they do not always mark it, the results from this short 
questionnaire do lead us to believe that FindSter would have enough input to base ranking on. 
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CONCLUSION AND DISCUSSION 
The results have shown that the application benefits greatly from the full text search algorithm from 
Locayta. All top 20 weighings in the training set mixed in this aspect of the ranking for at least 60%. 
Furthermore, it was interesting to see that all of the weighings used the recency aspect for 10%. This 
leads us to believe that in the given domain using the date at which sections were last found relevant 
can improve ranking of search results. 
It had been expected that implicit tagging aspect was of more value to the ranking, however this did 
not turn out to be the case. The results from the training set showed that this aspects was added to the 
ranking for at most 30%.  
However, this research did prove a different interesting fact. When the employees were asked to add 
tags to the designated sections, almost all participants added words, which they had just used to search 
the corpus. This means that the tags that they used in their queries were later on added to the tags of 
the section as well. Both the implicitly added tags by the relevant judgments as the tags attached to the 
section were therefore almost equivalent. During the evaluation, the performance of implicitly added 
tags was compared to the performance of explicitly added tags. The results showed that on all 
indicators, performance was equal. The data suggests that implicitly gathering tags from the used 
query can be just as useful as allowing users to explicitly add tags to sections. The latter of course 
imposes more work on the employee, work that could perhaps be made redundant in the future. 
Although in this research we used a relatively small set of questions and there were no tests on 
whether the performance of the optimal weighings was significantly better, it has provided us with 
some interesting insights and has indicated that the performance of 1 information retrieval technique 
can be enhanced by adding additional functionality.  

The general research question:  

Does the optimal weighing in FindSter lead to better ranking of search results compared with 
full text search and tagging in the domain of ticketing and booking?  

can now be answered. The optimal weighings have a slightly higher root mean square value than the 
full text search and tagging. However, the optimal weighings result in a higher average position than 
the full text search and especially in comparison with the tagging. Furthermore, the optimal weighings 
in the test phase were able to get the designated section in the top 3 of the search results in 83% of the 
cases. It performs slightly better than the full text search and the tagging on this aspect because they 
score 80%. Although there is no statistical evidence for the significance of this difference, this does 
suggest that optimizing weighings can differentiate the quality of the results and therefore the optimal 
weighings should be preferred over the full text search and the tagging. 
Finally, based on the results of the qualitative analysis it can be determined that users find FindSter 
just as easy as using the search functionality, currently present in the portal. Furthermore, it was 
reassuring that employees marked sections relevant in most of the cases. This is important because the 
success of FindSter depends on this input from the user. Although there was 1 employee that was 
strongly opposed to using the iPad in the office environment, the majority of the employees favored 
the iPad.  
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FUTURE WORK 
The prototype was evaluated on a test set of five manuals, in the future this test set should be expanded 
to include all documentation available at the department. In that case a larger test could be conducted 
as well because in this experiment the set of available questions was relatively small.  
Furthermore, using freely chosen text labels without any added semantics now incorporated the 
tagging aspect. Perhaps in a production version of the application this aspect could be redesigned in 
such a way that a more hierarchical tag structure can exist. This kind of semantic tagging could 
increase the performance of the application and perhaps the optimal weighing would then be 
consisting of this aspect as well. 
The prototype application is now running on the iPad, the same functionality should be integrated in 
the portal for it to become really useful for the KLM Agent Support department. 
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