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Abstract 
Between Geographical Information Systems and Linked Data available on the Semantic Web yaws a 

gap which hinders combined reasoning over both spatial data and semantic data. We perform three 

experiments which measure the performance and functionality of different approaches to close this 

gap. For the first experiment, we modify D2RQ, a database wrapper that threats relational databases as 

Resource Description Framework graph to handle spatial datatypes and functions according to the 

proposed OGC GeoSPARQL standard. This experiment aims at closing the gap between spatial data 

stored in a relational database and the Semantic Web. For the second experiment we use the USeekM 

Indexing Sail to wrap a Sesame triple store to query spatial data semantically, to perform spatial 

analysis on Resource Description Framework graphs.  We also use SWI Prolog’s space package, 

which can be used to close the gap between spatial data available in the XML-like spatial file formats 

Geographical Markup Language and Keyhole Markup Language. We use a set of testqueries which 

consists of queries with and without spatial elements.  The average execution times of the queries are 

compared to the execution time of queries formulated for PostGIS, the de facto open source standard 

spatial database, which offers good performance and spatial functionality.  

It shows that our modified D2RQ version can be used for basic spatial reasoning of live and static 

data. Sesame/USeekM is perfect for spatial querying of spatial RDF graphs, but is not able to work 

with non-semantic data. SWI Prolog is very flexible concerning spatial input formats and offers the 

best performance for our dataset of around 1 Million entities. It is able to close the gap between 

GML/KML and the semantic web. A combined approach between D2RQ and Sesame/USeekM seems 

to be able to close the gap for static data stored in spatial databases.  

1. Introduction 
Space and Semantics are two different fields. As for Space, Geographical Information Systems (GIS) 

have been used since nearly 50 years to analyze and display spatial data. The exchange of spatial data 

between different kinds of GIS is standardized within different standards. Common standards based on 

the Exchange Markup Language (XML) file format are the Geographical Markup Language (GML) 

and the Keyhole Markup Language (KML), both standardized by the “Open Geospatial Consortium 

Inc.” Standards within web feeds, which can be used for web-services, are GeoRSS and GeoRSS 

Simple, both open and evolving standards maintained by the GeoRSS community. Additional to 

standards for data exchange, the OGC standardized geometries (e.g. points, polygons, lines) and 

spatial functions (i.e. simple-feature functions like contains or within). The semantic field on the other 

hand is relative new. By creating a semantic web, also called a web of data, Linked Data is displayed 

using Resource Description Framework (RDF) graphs. These graphs can be queried using SPARQL, 

which is similar to SQL for relational databases. While the exchange of data between different GIS 

and the data types itself are standardized, there are no standards that deals with the exchange of spatial 

data on the semantic web yet. Most semantic applications are not straightforward able to perform 

analyses of the spatial data, for example data analysis of distributed sensor networks. To solve spatial 

problems with data from different sources on the linked web, software and standards are required to 

close this gap between spatial functions and linked data.  
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This article provides the reader with an overview of different approaches to close the semantic gap 

between GIS functionality and data stored on the linked web. We use a set of combined spatial and 

semantic queries to test and measure three different approaches: Wrapping a spatial database using 

D2RQ which treats data as virtual RDF graph (Bizer & Seaborne, 2004); using a Sesame triple store to 

store spatial RDF triples, making use of the “OpenSahara USeekM Sail” for spatial indexing; and 

using SWI prolog for spatial reasoning by logic programming. (van Hage, Wielemaker, & Schreiber, 

2010) The queries are also executed within a PostGIS database to compare the performance of the 

approaches.  

Section 2 outlines the problem statement and the hypotheses ínvestigated this article, Section 3 covers 

the motivation and backgrounds related to this article, Section 3 introduces related work which is not 

covered by this article. Section 4 gives an overview over the datasets used during this research; 

Section 5 describes the approaches taken to close the gap between space and semantics; Section 6 

presents the results of the tested approaches. The conclusion and future work is presented in Section 7. 

2. Problem: The gap between Space and Semantics 
Spatial databases are able to perform spatial functions of stored data, i.e. geometries, but are not able 

to publish them on the semantic web. On the other hand, most semantic RDF triple stores are not able 

to perform spatial functions, but can publish stored data to the semantic web. There exists a semantic 

gap between space and semantics. Different approaches exist to bring together semantic data and 

spatial functionality. We compare the functionality and performance of D2RQ, Sesame/USeekM and 

SWI Prolog’s Space package with PostGIS. D2RQ wraps a PostGIS database and treats it like a virtual 

RDF graph, Sesame is a triple store, wrapped into an USeekM Indexing sail which provides the triple 

store with spatial indexing and functionality. Prolog is a logical programming language which uses the 

Space package for spatial functions and indexing. With this comparable study, we hope to answer the 

following research question: “What are the advantages and disadvantages of existing solutions to 

close the gap between Space and Semantics?”  To answer this question, we try to prove the following 

hypotheses:  

- The approaches can be used to perform spatial operations as provided by PostGIS. 

- The approaches perform at least as fast as the spatial database PostGIS. 

For this work we have to perform changes on some of the programs to make them able to query spatial 

data. Not all test queries used to measure the performance of the different approaches were supported. 

Using own functions to manipulate the queries’ results can be used to extend the spatial functionality 

of the different approaches. However, we do not develop functions that perform further analysis of the 

results once the query is performed. Also out of scope of this work is an extended analysis of the 

different datasets used. 

3. Related Work 
Other solutions exist to access spatial data semantically, which are not handled within this article. 

Virtuoso Universal Server
1
 is a hybrid Relational Database Management System (RDBMS) and 

middleware system, which supports RDF and XML. It offers a SPARQL endpoint with limited spatial 

support. Only geometries of the type point are supported. Spatial Simple Feature Functions supported 

are intersects and contains/within. The distance between two points can also be measured. Another 

solution is AllegroGraph
2
, an RDF triple store which also offers limited spatial functionality: 

Geometries of the type point and the functions range and contains are supported.  

                                                      
1
 http://virtuoso.openlinksw.com 

2
 http://www.franz.com/agraph/allegrograph/ 
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4. Backgrounds 
Geospatial information analysis and the semantic web are two very different fields. While the well 

established geospatial field offers much spatial functionality and many standards, the semantic web is 

relative new. Semantic data storage, file formats and query languages are standardized, but there is no 

standardized way to add specific domain-functionality (i.e. spatial) to existing technologies. The 

following section gives an overview over Techniques and standards within the semantic web, different 

datasets available on the WWW and factors that influence query performance. 

4.1. Techniques and standards within the Semantic Web 

While the world-wide-web (WWW) is a web of documents, which has mainly the purpose to be used 

and understood by human users, the vision of the semantic web is a web of data, which is mainly used 

by applications and application agents (Shadbold, Bernes-Lee, & Hall, 2006). The main challenge to 

bring the vision of the semantic web to life is to find a way to not only link the data to each other, but 

also to find a way for applications to understand what the data describes.  

Within the semantic web, the RDF is used to store and describe data. It is an official recommendation 

of the World Wide Web Consortium (W3C). It describes data by making statements over web-

resources. The information is stored by using subject-predicate-object triples. RDF-S can be used to 

describe the data in a consistent way. An Uniform Resource Identifiers (URI) is used to describe the 

subject and the predicate of a RDF triple. Multiple triples are forming a RDF-graph. RDF-graphs can 

be stored as plain text (n-tripe or turtle file format) or within a XML file. SPARQL (Prud'hommeaux 

& Seaborne, 2008) is used to query RDF graphs. It is comparable to the SQL query language for 

relational databases. There are some limitations to SPARQL when it comes to spatial applications; for 

example, a count function or sub-queries are not supported within SPARQL 1.0. SPARQL 1.1 

however supports sub-queries, which allow for more sophisticated queries without manipulating the 

results using high-level programming languages. Triple stores are used to store RDF graphs. There are 

two kinds of systems available to store RDF graphs. The first kind of systems is the specialized triple 

store, which offers semantic endpoints that can used to perform semantic queries on stored data. The 

second kind of systems is the relational database. Some spatial databases can be used to store RDF 

graphs in the XML format. The advantage of those systems is usually better indexing techniques 

provided by the database system. To access spatial information semantically, database wrappers like 

Triplify or D2RQ, which treat the content of the database as RDF graph and translate semantic queries 

to SQL queries, can be used. 

4.2. Datasets 

There are several datasets available, which offer different amounts of spatial and semantic data. We 

work with three of them for this article to test how well the approaches can handle different data 

sources.  

Open Street Maps (OSM)
3
 provides the users of the Internet with free geographic data, which is used 

to create an extensive spatial view on the world. Behind OSM stands a large community with currently 

375000 registered users, which uploaded around 225,000 different tracking points as in May 2011 

(Open Street Map, 2011). The data is stored using a simple data model that makes use of nodes, ways 

and relations. Every element within the data model can be identified with an unique identifier. There 

are several ways to access the data. OSM provides an API which provides users with HTTP, GET, 

PUT and DELETE functions. Results are given back as XML documents. Once a week, the current 

database dump is published on the OSM website. Additional to this large dump file, change sets are 

uploaded on a regular basis to synchronize with the dump file. While these forms of distribution allow 

users to work with the data or build own applications which use the OSM data, the data cannot be 

accessed semantically. 

                                                      
3
 http://www.openstreetmaps.org/  
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Linked Geo Data (LGD)
4 
provides spatial data from several data sources semantically. The main data 

source is the data provided by OSM. To use the data provided by OSM in the XML form, this data 

was transformed to the RDF Data model. It is not effective to store the more than 2 billion RDF triples 

in existing triple stores due to large response times. LGD claims that a relational database is able to 

handle longitude/latitude information better due to provided indexing techniques. (Auer, Lehmann, & 

Hellmann, 2009) A mixed approach was chosen by LGD to store the data. Part of it is stored in 

relations; another part of it is stored according to the RDF data model. Data is stored in a relational 

database. To close the gap between the relational database and the semantic web, the database wrapper 

Triplify is used to give back information in the RDF form. OSM is not the only data source for Linked 

Geo Data. Using the ontologies behind LGD and DBpedia, which are used to categorize different 

entities in both data collections, the OSM data is enriched with information using the “sameAs” links 

between LGD and DBpedia (Auer, Lehmann, & Hellmann, 2009). Simple search requests like “Find a 

pub near the city center of Amsterdam” can be formulated and displayed using the LGD Browser or a 

REST interface. LGD also provides users with a big part of the dataset in RDF form, which allows 

them to build solutions to query for more sophisticated queries.  

The Ravensburg Dataset
5
 provides data about 700 businesses, tourist attractions and health services in 

the city of Ravensburg. The data is kept up to date regularly and gives information about the 

businesses but there is no spatial information related to it. Ravensburg RDF is built on the 

GoodRelations ontology. (Hepp, 2008)  The dataset is available in the RDF/XML format and can be 

queried via SPARQL Endpoints.   

The richness of the datasets varies from dataset to dataset. Criteria for datasets are: Quality of 

geographic information (How complete is the dataset, e.g., streets, areas) and quality of Meta 

Information (additional information over entities, also called tags). Table 1 gives an overview over the 

characteristics of the 3 raw datasets used during this work. 

 

Dataset / Quality Spatial 

Information 

Meta Data 

Open Street Maps 

(XML / GML) 

Very High Medium 

Linked Geo Data 

(RDF) 

Medium Medium 

Ravensburg (RDF) None Very High 

Tabel 1 – Datasets and its attributes Spatial Information (i.e. points, polygons and lines) and Meta 

Information (e.g. additional information about points, polygons and lines like Openings hours or names of the 

entities) 

4.3. Factors influencing Search Queries 

A common query request queries data from a database or a triple store and delivers results. The 

performance of this workflow (Figure 1) is influenced by several factors.  

 

 
Figure 1 - Search query workflow 

 

The main factors that influence the performance of spatial queries are: 

                                                      
4
 http://linkedgeodata.org/  

5
 http://www.lieber-ravensburg.de/developer/  
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- Bandwidth between client and server (A, E); 

- Computing power of the system (B,C,D); 

- Formulation and handling of queries (B, C);  

- Indexing techniques used by the database or triple store (C). 

 

The bandwidth influences the performance if the server and client is not the same physical machine. 

Sending the queries and receiving the results can cause a bottleneck if there are big amounts of data 

and just limited bandwidth. 

The computing power influences the speed in which queries can be transformed and the execution of 

queries is performed. Slower machines need more time to execute queries then faster ones. 

Formulation of queries is also important: The use of nested queries or the use of joins within a query 

can influence the performance of the execution. Database Systems have build in query optimizers 

which optimize the queries before they are executed, most SPARQL endpoints do not have such 

mechanisms yet. However, the more specific part of a query should be put first in order to increase the 

performance of the query (Harting & Heese, 2007). 

Another important factor that influences performance is the indexing of stored data. Indexes are used 

to find information within data stores faster, making use of storing algorithms. Three different kind of 

indexes are interesting for the problem at hand: The B-Tree index, which can be used to index one-line 

values like numbers or strings, the R-Tree for indexing multi-dimensional information like polygons, 

rectangles or coordinates, and the Generalized Search Tree (GiST), which works like the R-Tree but is 

null-safe and just stores the important outer shape of geometries. The execution time of a query can be 

reduced drastically using indexes. For example, if there is a database with n entries that are not 

overlapping and one specific entry has to be retrieved, every entry has to be checked by the database, 

resulting in O(n) operations for the worst case until the entry is found. If an index is used which makes 

use of a GiST-Index, the worst case to find a specific entry would be O(log n) operations (Hellerstein, 

Naughton, & Pfeffer, 1995). 

5. Experiment Setup 
This section describes the experiment setup. All software, data and queries can be found at the project-

website
6
.  

5.1. PostGIS 

For this experiment, a PostGIS 1.5 database is loaded with OSM data. Using this PostGIS module 

provided by PostgreSQL, several spatial functions can be used. PostGIS offers fast spatial indexing 

using a generalized search tree index (Martinez, Coll, & Irigoyen, 2005). Non-spatial data fields are 

indexed using a B-Tree. While the performance of this approach is expected to be high due to the 

indexing techniques provided by PostGIS, it comes with the disadvantage that the queries have to be 

formulated using SQL, which is not compatible with the semantic web approach. 

5.2. D2RQ 

D2RQ (Bizer & Seaborne, 2004) is a tool which wraps an existing PostgreSQL database and treats it 

as a virtual RDF graph. Using the very flexible D2R mapping language (Bizer C. , 2003), the database 

can be queried using SPARQL, which makes the data stored in the database semantically accessible. 

D2RQ uses the same indexes which are created for the wrapped database. Unfortunately, D2RQ 0.7 is 

not designed to perform spatial functions to the virtual RDF graph. It also does not support spatial data 

types like polygons, points or lines. Therefore, D2RQ need to be modified. Support for spatial data 

types is added by treating geometry shapes as String, which can be manipulated by D2RQ. Also, the 

                                                      
6
 https://sourceforge.net/projects/geo-semantics 
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D2RQ query engine needs to be modified to call spatial database functions properly. The modified 

version of D2RQ is able to translate spatial simple feature functions as proposed by the OGC’s 

candidate GeoSPARQL standard
7
. Parameters for these functions can be variables and geometry- 

values in the Well Known Text (WKT) format. An example for possible applications using this 

approach is given by (Green, Dolbear, Hart, Engelbrecht, & Goodwin, 2008) and (Della Emanuelle, 

Qasima, & Celino, 2010). A byproduct of the modified D2RQ engine, which is not used during this 

work, is the ability to create dumps of geometries as RDF Graph. 

5.3. Sesame/USeekM 

Another possible way to close the gap between space and semantics is the storage of spatial RDF data 

using the Sesame Framework
8
 2.5. Wrapping the data store using an USeekM Sail allows for spatial 

indexing using a GiST indexer. Spatial data types and functions
9
 can be used within SPARQL queries. 

The USeekM 1.5 Sail does not only work with Sesame, data stores like the BigDataStore, which have 

a Sesame Sail layer can use the indexer as well. Sesame supports the simultaneous use of multiple 

datasets. This makes it possible to enrich the LinkedGeoData dataset with the data from the 

Ravensburg Good Relations Dataset. 

5.5. SWI Prolog Space 

The final approach which is covered in this work is logic programming combined with spatial 

functionality. SWI Prolog
10

 is an open source environment of the programming language Prolog. 

Using Prolog’s RDF DB and the Space package makes is possible to store and query spatial data 

available as RDF graphs. The space package makes use of the external C-Libraries GEOS and 

spatialindex through SWI Prologs foreign language interface. Non-semantic spatial data in the form of 

KML or GML can also be added to the spatial index. 

5.6. Testqueries 
To test the functionality and the performance of the different approaches, we design several test cases 

which cover non-spatial, spatial and mixed queries. The single test cases are translated into the query 

language supported by the software solutions. Figure 2 gives an example of the same test case 

formulated in different query languages. 

 

 
Figure 2 – Use Case 6 as SQL, SPARQL, Prolog Code 

 

                                                      
7
 http://www.opengeospatial.org/standards/requests/80  

8
 http://www.openrdf.org/  

9
 https://dev.opensahara.com/projects/useekm/wiki/GeoReference  

10
 http://www.swi-prolog.org/  
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PostGIS is queried using PL/pgSQL, D2RQ and Sesame/USeekM are queried using SPARQL. 

Prolog’s RDF database is queried using logical statements. Table 2 gives an overview over the test-

cases used. The first four queries are used to compare the performance of standard queries without 

spatial elements. Queries 5-8 are used to test the performance of queries, which make use of Simple 

Feature Functions. The other queries are used to increase the difficulty for the system. Queries 7 and 9 

query over two different datasets. Query 10-13 have to calculate the distance between different 

elements, query 14 has to sort this distance in order to calculate a K-Nearest-Neighbour Algorithm 

situation.  

All experiments are loaded with around 1 million triples to get fair, comparable performance results.   

 

ID Query Spatial Meta 

1 Find the first random entry in the database  No No 

2 Find Ravensburg station No Yes 

3 Find all restaurants  No Yes 

4 Find all Italian restaurants No Yes 

5 Find all areas that are crossed by the “Wagener Strasse” Yes Yes 

6 Find all points within the residential area “Ravensburger 

Weststadt” 

Yes Partly 

7 Find all schools within the residential area “Ravensburger 

Weststadt” 

Yes Yes 

8 Find all Italian restaurants within a residential area Yes Yes 

9 Find all restaurants that accept Ravensburg gift vouchers No Yes 

10 Find all restaurants which are within 1000 meters from 

Ravensburg station 

Yes  Yes 

11 Find all Restaurants that accept Ravensburg gift vouchers and 

are within 1000 meters of Ravensburg Station 

Yes Yes 

12 Find all Italian restaurants which are within 1000 meters of 

Ravensburg station 

Yes Yes 

13 Find all Italian restaurants, within 1000 meters away from the 

nearest parking spot which is closest to Ravensburg station 

Yes Yes 

14 Find the three closest restaurants around Ravensburg station Yes Yes 
Tabel 2 – Test queries used to query spatial data (i.e. points, polygons and lines) and metadata (e.g. additional 

information about points, polygons and lines like openings hours or names of the entities) 

5 Test results 
PostGIS and D2RQ have to access the hard drive more often than Sesame or Prolog for datasets with 

around 1 Million triples. This makes proper indexing very important for PostGIS. Not only do indexes 

order the geometries, they also allow the system to load the external shapes of geometries into the fast 

main memory. Not only GiST indexes are important for PostGIS’ performance. Query 7 needs around 

2000 milliseconds to execute if the fields “name” and “landuse” are not indexed. Using B-Tree 

indexes on both fields improves the performance significantly. PostGIS performs better on spatial 

queries when the metadata is specified. For query 10, PostGIS has to run through all restaurants to 

check if they are within 1000 meters of Ravensburg station. Query 12 only has to perform this 

expensive spatial operation on Italian restaurants, which results in a smaller execution time. 

Compared to PostGIS, D2RQ has some limitations. It is not possible to use other RDF graphs than the 

virtual graph created by D2RQ. This makes query 9 and query 11 incompatible to D2RQ. Even after 

the implementation of spatial support for geometries and spatial simple feature functions, D2RQ is not 

able to execute sophisticated queries. D2RQ’s underlying Jena and ARQ versions, which are 

responsible for translating SPARQL to SQL are outdated. This means that the newer SPARQL 1.1 

standard, which supports sub-queries, is not supported. Another limitation of D2RQ is the handling of 

LIMIT, FILTER and ORDER clauses. Non-boolean return values of functions are not taken into 

consideration by ORDER and FILTER clauses, this makes it impossible for Query 10 – 14 to be 
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executed. There are also two problems that influence the performance of D2RQ. In most cases, the 

LIMIT clause is not given through to the database. This makes it necessary for D2RQ to fetch the 

whole resultset of the query and then limiting the output of results to the value specified in the LIMIT 

clause. This is the reason for the high execution time for query 1. Query 8 performs badly compared to 

PostGIS. Since the pure spatial query 6 performs well on both platforms, the problem could be 

D2RQ’s query optimizer. While PostGIS filters data rows that do not fit the non-spatial criteria before 

performing the expensive spatial functions, D2RQ’s query optimizer does not do so and checks every 

data row for every filter, which results in unacceptable response times. Although D2RQ does some 

query optimization, it is in most case slower than PostGIS, since queries have to be translated from 

SQL to SPARQL and the resultset from PostGIS Results to semantic RDF. The only query, which is 

executed faster is query 5, where D2RQ’s optimizer is able to optimize the SQL query very well. 

The Sesame framework supports all test queries due to SPARQL 1.1 support. Query 5 could not be 

tested because only some major roads were included in the LGD dataset. Sesame just indexes 

geometries which are formatted using the Well Known Text Format (WKT), using Spatial Reference 

System Identifier (SRID) 4326. While Sesame is very inflexible when it comes to the way geometry 

datatype formulation, different semantic file formats are supported. The overall performance of 

Sesame is better than PostGIS’s. In average, non-spatial queries performed around ten times faster 

with Sesame, while spatial queries performed slower. The difference in execution time between query 

6 and 7 proves, that Sesame needs longer to run all existing RDF triples through the spatial function 

than PostGIS. Sesame is able to get the meta-data faster than PostGIS, as queries 1-4 and 7 shows.  

However, PostGIS scored better for nested queries, Query 13 needed five hundred times longer to 

execute on the Sesame platform. The queries which needed to consult both the LGD and the 

Ravensburg dataset are also slower. Query 9 needed a lot of time to get the data in comparison to 

queries 1-4 since all data of both datasets had to be consulted. Query 11 just had to consult the points 

within 1000 meters around Ravensburg station, which makes the difference in query time lower. It 

must be noted that just the simple feature functions use the USeekM indexer. Other spatial functions, 

for example the distance function is calculated within Sesame. The difference on query 12 is not as big 

as on the simple feature queries compared to other non-indexed spatial functions because Sesame can 

compensate the high spatial execution time with faster metadata retrieval. 

SWI Prolog using the RDF DB and the Space package is very flexible when it comes to spatial file 

formats. Geometries can be indexed from RDF graphs, GML and KML files, as long as they are 

described using either the WGS84 or GeoRSS standard. Nearly all geometries are supported. Prolog is 

limited to 3 spatial simple feature functions: within, intersects and nearest. However, using the 

distance function, Prolog is able to perform all queries. Prolog offers the best performance for all 

queries. Queries, which had to consult both the LGD and the Ravensburg data needed longer than 

comparable queries.  

The following tables give an overview over the average response times in milliseconds and the 

significant performance compared to PostGIS. The significance between the average response times 

was measured using a paired two-tailed t-test with a 95% confidence interval. 

 

 PostGIS D2RQ Spatial 

 μμμμ σ μμμμ σ Sig 

Query 1 1827 104,7 48055 3584 Slower 

Query 2 12 0,8 71 66 Slower 

Query 3  269 20,6 825 172 Slower 

Query 4 105 6,1 953 181 Slower 

Query 5 8820 - 7489 645 Faster 

Query 6 26 3,5 42 4 Slower 

Query 7 16 2,2 28 15 Slower 

Query 8 1846 133,0 14473 1702 Slower 

Query 9 - - - - - 
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Query 10 21704 3680,5 - - - 

Query 11 - - - - - 

Query 12 2500 137,5 - - - 

Query 13 292 9,3 - - - 

Query 14 13 1,6 - - - 

Tabel 3 – PostGIS / D2RQ average execution time in ms, σ and significance compared to PostGIS  

 

 

 Sesame/USeekM Prolog 

 μμμμ σ Sig μμμμ σ Sig 

Query 1 13 4,7 faster 1 0,0 faster 

Query 2 10 61,7 equals 2 0,6 faster 

Query 3  26 10,2 faster 1 0,0 faster 

Query 4 7 1,6 faster 1 0,0 faster 

Query 5 - - - - - - 

Query 6 1062 369,5 faster 1 0,0 faster 

Query 7 43 3,9 faster 2 0,8 faster 

Query 8 36 2,3 faster 8 0,7 faster 

Query 9 1110 146,9 - 37 1,6 - 

Query 10 76 5,5 faster 35 1,8 faster 

Query 11 4149 175,8 - 92 0,8 - 

Query 12 905 53,9 faster 5 0,6 faster 

Query 13 160870 20056,3 slower 4 0,6 faster 

Query 14 1446 175,0 slower 2 0,5 faster 

Tabel 4 –USeekM / Prolog average execution time in ms, σ and significance compared to PostGIS 

 
The hypotheses can be answered as follow: All approaches, except for D2RQ, are able to execute all 

spatial queries. D2RQ is limited to simple-feature functions, which have to be called within the 

SPARQL filter clause. D2RQ is in most cases slower than PostGIS, since SPARQL queries and results 

must be translated before they are passed on to the processing database. Querying RDF graphs within 

Sesame and Prolog is faster than querying data stored in PostGIS. Sesame performs worse than 

PostGIS for nested queries and for queries where some of the functions, for example ordering or 

distance calculation, are performed by the Sesame Framework instead of the PostGIS indexer.  

7. Conclusion and future work 
We did a comparative study about three different approaches to close the gap between semantic data 

and spatial functionality. We modified a D2RQ engine to make spatial data stored in a relational 

database available to the Semantic Web. We tested an USeekM Indexing Sail, which enriches the 

Sesame triple store with spatial functionality. SWI Prolog’s Space package, which makes use of the 

extern GEOS / spatialindex libraries was tested with spatial information stored in RDF/XML. The 

modified D2RQ engine can be used for basic spatial analysis of fast changing data stored in spatial 

databases, if fast execution times are not required. SWI Prolog is able to close the gap between space 

and semantics by indexing geometries stored as KML, RDF/XML or GML file. SWI Prolog performs 

the fastest for our datasets with 1 Million stored triples. The analysis of live data, for example sensor 

network data, is hard to accomplish with Prolog, since new data must be synchronized with Prolog’s 

intern database. Data that changes sporadically, for example land registration data or country borders 

definitions, can best be analyzed with Prolog if good performance is necessary. Sesame/USeekM has 

the same limitation as Prolog concerning live data. The data must be converted to RDF and then be 

synchronized with the triple store. However, Sesame/USeekM is able to close the gap between space 

and semantics with help of the modified D2RQ engine, which can create RDF dumps from database 

content. This mixed approach is well suited for semi-static data stored in (spatial) databases.  
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For this article, we used a dataset with around 1 Million entries. It would be interesting to see how  

Sesame and Prolog would perform with datasets that cannot be stored entirely in the fast main 

memory. More future work has to be done to develop a standard for SPARQL, which handles spatial 

data types and functions. OGC is currently working on a candidate for such a standard
11

. Requirements 

for such a standard are already described by (Kolas, 2009). Also, Query optimizers for database 

wrappers and triple stores must consider the costs of spatial functions, research towards this field can 

improve the performance of future solutions further.  
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1. Introduction 
This report describes the approaches taken to perform the experiments for the research on semantically 

availability of spatial data using different approaches. The test set used for the research is listed in 

Section 2. The following sections describe the setup of the single experiments, the specific queries 

used for the experiments and the results of the queries. All material described on this document can be 

downloaded from https://sourceforge.net/projects/geo-semantics. 

2. Queries 
To test the performance of the different experiments, several queries were formulated. Not all queries 

can be executed during all experiments, since the system or the used datasets differ qua completeness, 

richness or flexibility.  

 

1 Find the first random Point 

2 Find Ravensburg Station 

3 Find all restaurants  

4 Find all Italian restaurants 

5 Find all areas that are crossed by the “Wagener Straße” 

6 Find all POI’s within the residential area “Ravensburger 

Weststadt” 

7 Find all schools within the residential area “Ravensburger 

Weststadt” 

8 Find all Italian restaurants within a residential area 

9 Find all Restaurants that accept Ravensburg Gift Vouchers 

10 Find all restaurants which are within 1000 Meters from 

Ravensburg Station 

11 Find all Restaurants that accept Ravensburg Gift Vouchers and 

are within 1000 Meters from Ravensburg Station 

12 Find all Italian restaurants which are within 1000 Meters from 

Ravensburg Station 

13 Find all Italian restaurants, within 1000 Units away from the 

nearest parking spot which is closest to Ravensburg Station 

14 Find the closest 3 restaurants around Ravensburg Station 

2. Experiment I: PostGIS 
For this experiment, a PostGIS 1.5 database is loaded with OSM data. Using this PostGIS module 

provided by PostgreSQL, several spatial functions can be used. PostGIS offers fast spatial indexing 

using a generalized search tree (Martinez, Coll, & Irigoyen, 2005). While the performance of this 

approach is expected to be high due to the indexing techniques provided by PostGIS, it comes with the 

disadvantage that the queries have to be formulated using SQL, which is not compatible with the 

semantic web approach. 

2.1. Method of Approach 

The dataset downloaded from Cloudmade
1
 at the 15th of june 2011 was loaded into a PostGIS 9.0 

Database using “osm2pgslq
2
”. To compare the execution time of the other experiments, the data 

loaded into the database was limited to the Baden Wurttemberg  area. The command used was: 
 

                                                           
1
 http://downloads.cloudmade.com/europe/western_europe/germany/baden-wurttemberg/baden-

wurttemberg.osm.bz2 
2
 http://wiki.openstreetmap.org/wiki/Osm2pgsql 
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osm2pgsql faroe_islands.osm.bz2 -d osm -U postgres -P 5432 -S 
default.style --hstore --bbox 47.7611, -47.7968, 9.5706, -
9.6365 
 

This tool created a number of tables (Points, Lines and Polygons), in which the data is stored. Next to 

the Open Street map identifier column, there are a number of others, which describe the kind of 

entinity (i.e. armenity, name, address). Additional tags are stored in the field tags, a hstore.  

 

Indexing is done using Gist-Indexes on the geometry fields and on the tags field.  

 
CREATE INDEX idx_planet_osm_point_way ON planet_osm_point USING 
gist(way); 
CREATE INDEX idx_planet_osm_point_tags ON planet_osm_point USING 
gist(tags); 
CREATE INDEX idx_planet_osm_polygon_way ON planet_osm_polygon USING 
gist(way); 
CREATE INDEX idx_planet_osm_polygon_tags ON planet_osm_polygon USING 
gist(tags); 
CREATE INDEX idx_planet_osm_roads_way ON planet_osm_roads USING 
gist(way); 
CREATE INDEX idx_planet_osm_roads_tags ON planet_osm_roads USING 
gist(tags); 
CREATE INDEX planet_osm_polygon_landuse  ON planet_osm_polygon USING 
btree (landuse); 
CREATE INDEX planet_osm_point_landuse ON planet_osm_point USING 
btree (landuse); 
CREATE INDEX planet_osm_roads_landuse  ON planet_osm_roads USING 
btree (landuse); 
 
Additional to the geometries and the h-store, the fields “name”, “landuse”, “railway” and “amenity” 

were also indexed, using a B-Tree. 

 
CREATE INDEX planet_osm_point_amenity ON planet_osm_point USING 
btree (amenity); 
CREATE INDEX planet_osm_polygon_amenity  ON planet_osm_polygon USING 
btree (amenity); 
CREATE INDEX planet_osm_roads_amenity  ON planet_osm_roads USING 
btree (amenity); 
CREATE INDEX planet_osm_point_name ON planet_osm_point USING btree 
(name); 
CREATE INDEX planet_osm_polygon_name ON planet_osm_polygon USING 
btree (name); 
CREATE INDEX planet_osm_roads_name ON planet_osm_roads USING btree 
(name); 

2.2. Test Queries 

This paragraph lists the queries, which are used for this experiment. The queries are formulated in 

SQL and entered in the PostGIS Shell. 

 

Query 1 
SELECT DISTINCT planet_osm_point.osm_id, name 
FROM planet_osm_point 
LIMIT 1; 
 

Query 2 
SELECT DISTINCT name, railway 
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FROM planet_osm_polygon 
WHERE railway='station' AND name='Ravensburg'; 
 

Query 3 
SELECT DISTINCT planet_osm_point.way, name 
FROM planet_osm_point 
WHERE amenity='restaurant'; 
 

Query 4 
SELECT DISTINCT planet_osm_point.way, name, tags 
FROM planet_osm_point 
WHERE amenity='restaurant' AND tags @> 
'cuisine=>italian'::hstore; 
 

Query 5 
SELECT DISTINCT planet_osm_polygon.osm_id, 
ST_AsText(planet_osm_polygon.way), planet_osm_polygon.tags 
FROM planet_osm_polygon, planet_osm_roads 
WHERE planet_osm_roads.name = 'Wangener Strasse' AND 
ST_intersects(planet_osm_polygon.way, planet_osm_roads.way); 
 

Query 6 
SELECT DISTINCT planet_osm_point.osm_id, 
ST_AsText(planet_osm_point.way), planet_osm_point.tags 
FROM planet_osm_polygon, planet_osm_point 
WHERE planet_osm_polygon.name='Ravensburg Weststadt' AND 
ST_contains(planet_osm_polygon.way, planet_osm_point.way); 
 

Query 7 
SELECT DISTINCT planet_osm_point.osm_id, 
ST_AsText(planet_osm_point.way), planet_osm_point.tags 
FROM planet_osm_polygon, planet_osm_point 
WHERE planet_osm_polygon.name='Ravensburg Weststadt' AND 
planet_osm_point.amenity = 'school' AND 
ST_contains(planet_osm_polygon.way, planet_osm_point.way); 
 

Query 8 
SELECT DISTINCT planet_osm_point.way, planet_osm_point.name, 
planet_osm_point.tags 
FROM planet_osm_point, planet_osm_polygon 
WHERE planet_osm_point.amenity='restaurant' AND 
planet_osm_point.tags @> 'cuisine=>italian'::hstore AND 
planet_osm_polygon.landuse='residential' AND 
ST_Within(planet_osm_point.way, planet_osm_polygon.way); 
 

Query 9 
- 

 

Query 10 
SELECT DISTINCT planet_osm_point.osm_id, planet_osm_point.name, 
planet_osm_point.tags 
FROM planet_osm_point, planet_osm_polygon 
WHERE planet_osm_point.amenity='restaurant' AND 
ST_DWithin((SELECT planet_osm_polygon.way FROM planet_osm_polygon 
WHERE planet_osm_polygon.osm_id='105342554'), 
planet_osm_point.way,1000); 
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Query 11 
- 
 

 

Query 12 
SELECT DISTINCT planet_osm_point.osm_id, planet_osm_point.name, 
planet_osm_point.tags 
FROM planet_osm_point, planet_osm_polygon 
WHERE planet_osm_point.amenity='restaurant' AND 
planet_osm_point.tags @> 'cuisine=>italian'::hstore AND 
ST_DWithin((SELECT planet_osm_polygon.way FROM planet_osm_polygon 
WHERE planet_osm_polygon.osm_id='105342554'), 

planet_osm_point.way,1000); 

 

Query 13 
SELECT DISTINCT  planet_osm_point.osm_id, planet_osm_point.name, 
planet_osm_point.tags  
FROM planet_osm_point 
WHERE  
planet_osm_point.amenity='restaurant' AND 
planet_osm_point.tags @> 'cuisine=>italian'::hstore AND 
ST_DWithin(( 

Select planet_osm_polygon.way From planet_osm_polygon Where  
 planet_osm_polygon.amenity = 'parking'  
 ORDER BY ST_Distance(planet_osm_polygon.way,  

(SELECT planet_osm_polygon.way FROM planet_osm_polygon 
WHERE planet_osm_polygon.osm_id='105342554')) asc  

  LIMIT 1), planet_osm_point.way,1000); 
 

Query 14 
SELECT DISTINCT planet_osm_point.osm_id, planet_osm_point.name, 
planet_osm_point.tags  
FROM planet_osm_point 
WHERE  
planet_osm_point.amenity='restaurant'   
ORDER BY ST_Distance(planet_osm_point.way, (SELECT 
planet_osm_polygon.way FROM planet_osm_polygon WHERE 
planet_osm_polygon.osm_id='105342554'))   
ASC 
LIMIT 3; 
 

2.3. Results 

  σ 

Query 1 1827,4 1697,0 

Query 2 11,7 11,0 

Query 3 268,6 246,0 

Query 4 104,5 95,0 

Query 5 8820,1 8425,0 

Query 6 26,0 19,0 

Query 7 16,1 11,0 

Query 8 1846,3 1574,0 

Query 9 - - 

Query 10 21703,6 3680,5 
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Query 11   

Query 12 2499,8 137,5 

Query 13 291,8 9,3 

Query 14 13,2 1,6 

PostGIS was only provided with OSM data, therefore query 9 and 11 are not supported. 

3. Experiment II: Spatial D2RQ  
D2RQ (Bizer & Seaborne, 2004) is a tool which wraps an existing PostgreSQL database and treats it 

as a virtual RDF graph. Using the very flexible D2R mapping language (Bizer C. , 2003), the database 

can be queried using SPARQL, which makes the data stored in the database semantically accessible. 

Unfortunately, D2RQ 0.7 was not designed to perform spatial functions to the virtual RDF graph, nor 

does it support spatial data types like polygons, points or lines. Therefore, D2RQ needed to be 

modified. Support for spatial data types was added by treating geometry shapes as String, which can 

be manipulated by D2RQ. Also, the D2RQ query engine needed be modified to call (spatial-) database 

functions properly. The modified version of D2RQ is able to translate spatial simple feature functions 

as proposed by the OGC’s candidate GeoSPARQL standard
3
. Parameters for these functions can be 

variables and geometrie values in the Well Known Text (WKT) format. An example for possible 

applications using this approach is given by (Green, Dolbear, Hart, Engelbrecht, & Goodwin, 2008) 

and (Della Emanuelle, Qasima, & Celino, 2010). A byproduct of the modified D2RQ engine, which 

was not used during this work, is the ability to create dumps of geometries as RDF Graph. 

 

3.1. Method of Approach 

The data is stored in PostGIS as described in Section 2. An Entry Point Class is used to call the queries 

for testing.  

 

Step 1 is the creation of a mapping file, which describes how D2RQ is translating the data in the 

database to a virtual graph. Three main classes are defined: Points, Polygons and Lines. The URI-

Pattern had to be defined manually. I chose to use the ID’s of the entities in the relating table, which is 

called osm_id in all 3 relating tables. In preparation for step 2, the spatial objects (Points, Polygons 

and Lines as geometries) are converted into the “Well Known Text” format using the database 

function “ST_AsText()”. The following property bridge converts the geometry object in the 

planet_osm_point table to the wkt-format: 

 
map:planet_osm_point_way a d2rq:PropertyBridge; 
    d2rq:belongsToClassMap map:planet_osm_point; 
    d2rq:property vocab:planet_osm_point_way; 
    d2rq:sqlExpression "ST_AsText(planet_osm_point.way)"; 
 

Step 2 was the modification of a method which shows D2RQ how to handle data types. Since Java is 

unfamiliar with data types that describe geometries, and the data types offered be Java are not 

sufficient to describe geometries properly, I had to work around the data types by letting the database 

convert geometries into the WKT Format first before D2RQ could make the binding to the database. 

However, this was not sufficient, since the data type of the database column was not recognized and 

D2RQ throw an exception, stating that the column code (1111) provided by the database driver was 

not recognized. I could work around this issue by adding the data type “OTHER” to the ” 

columnType(Attribute column)” method and letting it handling this column like a text 

column. Data types are defined by Java in the “java.sql.Types” class. 

 

Step 3 is the implementation of spatial functions provided by PostGIS. The most important functions 

for the GEOSparql Standard suggested by OpenGIS are: ST_Distance, ST_Intersects, ST_Crosses, 

ST_Disjoint, ST_Contains, ST_Overlaps, ST_Touches and ST_Within. These were implemented 

                                                           
3
 http://www.opengeospatial.org/standards/requests/80 
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within the ExprUtility Class. This class translates SPARQL filter statements into SQL expressions. 

The class was enhanced and checks if a spatial function is called within FILTER statements. The 

functions are translated from the GeoSPARQL or the OpenSahara namespace to SQL expressions. 

Parameters can either be geometries formulated as well known text, or SPARQL geometry variables.  

 

Queries are called using the parameter list which is displayed while starting up the program. 

Measurement of the execution time is done using the JENSOR Java Profiler
4
.  

3.2. Test Queries 

This paragraph lists the queries that are used for this experiment. The queries are listed in SPARQL, as 

coded into the test application. 

Query 1: 
SELECT DISTINCT ?resource ?name  
WHERE {  

        ?resource vocab:planet_osm_point_name ?name 
} 
ORDER BY ?resource ?name 
LIMIT 1 
 

Query 2: 
SELECT DISTINCT ?resource ?name ?railway ?geo 
WHERE {  

?resource vocab:planet_osm_point_name ?name FILTER (?name = 
"Ravensburg") 
?resource vocab:planet_osm_point_railway ?railway FILTER 
(?railway = "station") 
?resource vocab:planet_osm_point_way ?geo 

} 
ORDER BY ?resource ?name 
 

Query 3: 
SELECT DISTINCT ?resource ?value ?name 
WHERE { ?resource vocab:planet_osm_point_amenity ?value FILTER 
(?value = "restaurant") 
        ?resource vocab:planet_osm_point_name ?name  
} 
ORDER BY ?resource ?value 
 
Query 4: 

SELECT DISTINCT ?resource ?value ?name ?tags 
WHERE { ?resource vocab:planet_osm_point_amenity ?value  

FILTER (?value = "restaurant") 
     ?resource vocab:planet_osm_point_name ?name. 
     ?resource vocab:planet_osm_point_tags ?tags  
     FILTER regex(?tags, "cuisine-italian") 
} 
ORDER BY ?resource ?value 
 
Query 5: 

SELECT DISTINCT ?resource ?name 
WHERE {  
        ?resource2 vocab:planet_osm_roads_name ?roadname . 

                                                           
4
 http://jensor.sourceforge.net/ 
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        ?resource2 vocab:planet_osm_roads_way ?roadgeo . 
        ?resource vocab:planet_osm_polygon_name ?name . 
        ?resource vocab:planet_osm_polygon_way ?polgeo 
        FILTER (?roadname = "Wangener Strasse"). 
        FILTER (geof:sf-intersects(?polgeo, ?roadgeo))         
} 
 

Query 6 
SELECT DISTINCT ?resource ?name 
WHERE {         
        ?resource vocab:planet_osm_point_name ?name . 
        ?resource vocab:planet_osm_point_way ?poigeo . 
        ?resource2 vocab:planet_osm_polygon_name ?polyname . 
        ?resource2 vocab:planet_osm_polygon_way ?polygeo  
        FILTER (?polyname = "Ravensburg Weststadt"). 
        FILTER (geof:sf-contains(?polygeo, ?poigeo))         
} 
 

Query 7 
SELECT DISTINCT ?resource ?name 
WHERE {         
        ?resource vocab:planet_osm_point_name ?name . 
        ?resource vocab:planet_osm_point_way ?poigeo . 
        ?resource vocab:planet_osm_point_amenity ?amenity . 
        ?resource2 vocab:planet_osm_polygon_name ?polyname . 
        ?resource2 vocab:planet_osm_polygon_way ?polygeo  
        FILTER (?polyname = "Ravensburg Weststadt"). 
        FILTER (?amenity = "school"). 
        FILTER (geof:sf-contains(?polygeo, ?poigeo))         
} 
 

Query 8 
SELECT DISTINCT ?resource ?name 
WHERE {         

      ?resource vocab:planet_osm_point_name ?name . 
      ?resource vocab:planet_osm_point_way ?poigeo . 
      ?resource vocab:planet_osm_point_amenity ?amenity . 
      ?resource vocab:planet_osm_point_tags ?tags.  
      ?resource2 vocab:planet_osm_polygon_landuse ?landuse . 
      ?resource2 vocab:planet_osm_polygon_name ?polyname . 
      ?resource2 vocab:planet_osm_polygon_way ?polygeo . 
      FILTER (?landuse = "residential"). 
      FILTER (?amenity = "restaurant"). 
      FILTER regex(?tags, "cuisine-italian"). 
      FILTER (geof:sf-within(?poigeo, ?polygeo))         

} 

3.3. Results 

  σ Sig 

Query 1* 48055 3584 slower 

Query 2 71 66 slower 

Query 3 825 172 slower 

Query 4 953 181 slower 

Query 5 7489 645 faster 

Query 6 42 4 slower 
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Query 7 28 15 slower 

Query 8 14473 1702 slower 

Query 9 - - - 

Query 10 - - - 

Query 11 - - - 

Query 12 - - - 

Query 13 - - - 

Query 14 - - - 

* All results had to be fetched due to missing LIMIT support. 

Only queries using Simple Feature Functions are supported. Only one RDF Graph is supported, 

therefore query 9-14 could not be executed using D2RQ. 

4. Experiment III: the Sesame / Indexing Sail framework 
Another possible way to close the gap between space and semantics is the storage of spatial RDF data 

using the Sesame Framework
5
 2.5. Wrapping the data store using an USeekM Sail allows for spatial 

indexing using a GiST indexer. Spatial data types and functions
6
 can be used within SPARQL queries. 

The USeekM 1.5 Sail does not only work with Sesame, data stores like the BigDataStore, which have 

a Sesame Sail layer can use the indexer as well. Sesame supports the simultaneous use of multiple 

datasets. This makes it possible to enrich the LinkedGeoData dataset with the data from the 

Ravensburg Good Relations Dataset. 

 

4.1. Method of Approach 

Wrapping a Sesame MemoryStore using an Indexing Sail enables for spatial, indexed search queries 

using SPARQL. Indexing is done by a PostGIS database.  

The first step is to get the data to fill up the MemoryStore. The relevant data of the Ravensburg Area 

was downloaded and added to the repository. Linked Geo Data does not provide geometry information 

using the WKT format, which is necessary to index the geometries. Therefore, the geometries 

downloaded using the LinkedGeoData REST interface had to be converted from GeoRSS to WKT. 

This is done by a small java program, which loads a file, converts the geometries from geoRSS to 

WKT and saves it locally on the hard drive.  

The Ravensburg Data was downloaded via a SPARQL Endpoint and saves in the NTriple format. It 

was then added to the MemoryStore. In order to get fair response time, around 1 million triples were 

added to the Memory Store, this is the same amount of entries which is used by Experiment 1 and 2.  

Queries are called using the parameter list which is displayed while starting up the program. 

Measurement of the execution time is done using the JENSOR Java Profiler.  

4.2. Test Queries 

This paragraph lists the SPARQL Queries which are coded within the test application. 

Query 1 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 

SELECT DISTINCT ?result ?label  WHERE { 

                                                           
5
 http://www.openrdf.org/  

6
 https://dev.opensahara.com/projects/useekm/wiki/GeoReference  
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 ?result rdf:label ?label. 
 } 
 LIMIT 1 

 

Query 2 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 

SELECT DISTINCT ?result ?label WHERE { 
?result a lgdo:RailwayStation . 
?result rdf:label ?label . 
FILTER(?label = \"Ravensburg\")   
} 
 

Query 3 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 

 SELECT DISTINCT ?result ?label WHERE { 
?result a lgdo:Restaurant . 

 ?result rdf:label ?label. 
 } 
 

Query 4 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 

SELECT DISTINCT ?result ?label WHERE {" 
?result a lgdo:Restaurant . 
?result rdf:label ?label. 
?result <http://linkedgeodata.org/property/cuisine> ?cuisine. 
FILTER(?cuisine = \"italian\") 
} 

 

Query 5 
- 

 

Query 6 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdf: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdfs:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX geo: <http://rdf.opensahara.com/type/geo#> 

SELECT DISTINCT ?point ?label ?geometry WHERE { 
?point rdfs:label ?label . 
?point http://rdf.opensahara.com/type/geo/wkt ?geometry.  
?area a lgdo:LanduseResidential . 
?area <http://rdf.opensahara.com/type/geo/wkt> ?areageo. 
?area rdfs:label ?areaname . 
FILTER(search:contains(?areageo, ?geometry)) 
FILTER(?areaname = \"Ravensburg Weststadt\") 
} 
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Query 7 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdf: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdfs:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX geo: <http://rdf.opensahara.com/type/geo#> 
 SELECT DISTINCT ?point ?label ?geometry WHERE { 
 ?point a lgdo:School . 
 ?point rdfs:label ?label . 
 ?point <http://rdf.opensahara.com/type/geo/wkt> ?geometry .
 ?area a lgdo:LanduseResidential . 
 ?area <http://rdf.opensahara.com/type/geo/wkt> ?areageo . 
 ?area rdfs:label ?areaname .  
 FILTER(search:contains(?areageo, ?geometry)) 
 FILTER(?areaname = \"Ravensburg Weststadt\") 
 } 

 

Query 8 
PREFIX search: <http://rdf.opensahara.com/search#> 

PREFIX rdf: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdfs:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX geo: <http://rdf.opensahara.com/type/geo#> 

SELECT DISTINCT ?point ?label ?geometry ?cuisine WHERE { 
 ?point a lgdo:Restaurant . 
 ?point rdfs:label ?label . 
 ?point <http://linkedgeodata.org/property/cuisine> ?cuisine. 
 ?point <http://rdf.opensahara.com/type/geo/wkt> ?geometry .  

?area a lgdo:LanduseResidential . 
 ?area <http://rdf.opensahara.com/type/geo/wkt> ?areageo . 
 ?area rdfs:label ?areaname . 
 FILTER(?cuisine = \"italian\"). 
 FILTER(search:contains(?areageo, ?geometry)) 
   } 
 

Query 9 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 
SELECT DISTINCT ?result ?rvlabel ?voucher WHERE { 

 ?result a lgdo:Restaurant . 
 ?result rdf:label ?label. 
 ?ravensburg a gr:LocationOfSalesOrServiceProvisioning . 
 ?ravensburg rdf:label ?rvlabel. 
 ?ravensburg rv:rv_geschenkgutschein ?voucher . 
 FILTER(?label = ?rvlabel). 
 FILTER(?voucher = 
\"true\"^^<http://www.w3.org/2001/XMLSchema#boolean>) 
     } 
 

Query 10 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
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PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 
 SELECT DISTINCT  ?result ?label ?geometry WHERE { 
 ?result a lgdo:Restaurant . 
 ?result rdf:label ?label. 
 ?result <http://rdf.opensahara.com/type/geo/wkt> ?geometry. 
 ?station a lgdo:RailwayStation . 
 ?station rdf:label ?stationlabel . 
     ?station <http://rdf.opensahara.com/type/geo/wkt>   
?stationgeometry . 
 FILTER(?stationlabel = \"Ravensburg\") 
 FILTER(search:distance(?stationgeometry, ?geometry) < 0.01) 
 } 
 

Query 11 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 
SELECT DISTINCT  ?result ?label ?geometry WHERE { 
 ?result a lgdo:Restaurant . 
 ?result rdf:label ?label. 
 ?result <http://rdf.opensahara.com/type/geo/wkt> ?geometry. 
 ?station a lgdo:RailwayStation . 
 ?station rdf:label ?stationlabel . 
 ?station <http://rdf.opensahara.com/type/geo/wkt> 
?stationgeometry. 
 ?ravensburg a gr:LocationOfSalesOrServiceProvisioning . 
 ?ravensburg rdf:label ?rvlabel. 
 ?ravensburg rv:rv_geschenkgutschein ?voucher . 
 FILTER(?label = ?rvlabel) 
 FILTER(?voucher=   
\"true\"^^<http://www.w3.org/2001/XMLSchema#boolean>). 
 FILTER(?stationlabel = \"Ravensburg\") 
 FILTER(search:distance(?stationgeometry, ?geometry) < 0.01)
 } 

 

Query 12 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 

SELECT DISTINCT  ?result ?label ?geometry WHERE { 
 ?result a lgdo:Restaurant . 
 ?result rdf:label ?label. 
 ?result <http://rdf.opensahara.com/type/geo/wkt> ?geometry. 
 ?result <http://linkedgeodata.org/property/cuisine> ?cuisine.
 ?station a lgdo:RailwayStation . 
 ?station rdf:label ?stationlabel . 
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 ?station <http://rdf.opensahara.com/type/geo/wkt> 
?stationgeometry. 
 FILTER(?stationlabel = \"Ravensburg\")"+  
      FILTER(?cuisine = \"italian\")" + 
 FILTER(search:distance(?stationgeometry, ?geometry) < 0.01) 

} 

    

Query 13 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 

SELECT DISTINCT  ?result ?label ?geometry WHERE { 
?result a lgdo:Restaurant . 
?result rdf:label ?label. 
?result <http://rdf.opensahara.com/type/geo/wkt> ?geometry. 
?result <http://linkedgeodata.org/property/cuisine> ?cuisine. 
?station a lgdo:RailwayStation . 
?station rdf:label ?stationlabel . 
?station <http://rdf.opensahara.com/type/geo/wkt> 
?stationgeometry. 
{  

SELECT ?parkinggeometry WHERE { 
?parking a lgdo:Parking . 
?parking <http://rdf.opensahara.com/type/geo/wkt> 

?parkinggeometry. 
}  
ORDER BY search:distance(?stationgeometry, ?parkinggeometry) 
LIMIT 1 

} 
FILTER(?stationlabel = \"Ravensburg\") 
FILTER(?cuisine = \"italian\") 
FILTER(search:distance(?parkinggeometry, ?geometry) < 0.01) 
} 
 

Query 14 
PREFIX rv:<http://www.wifo-ravensburg.de/rdf/semanticweb.rdf#> 
PREFIX search: <http://rdf.opensahara.com/search#> 
PREFIX rdfs: <http://www.w3.org/2000/01/22-rdf-syntax-ns#> 
PREFIX rdf:<http://www.w3.org/2000/01/rdf-schema#> 
PREFIX lgdo: <http://linkedgeodata.org/ontology/> 
PREFIX gr: <http://purl.org/goodrelations/v1#> 

SELECT DISTINCT  ?result ?geometry WHERE {            
?station a lgdo:RailwayStation . 
?station rdf:label ?stationlabel . 
?station <http://rdf.opensahara.com/type/geo/wkt> 

?stationgeometry.    
?result a lgdo:Parking . 
?result <http://rdf.opensahara.com/type/geo/wkt> ?geometry. 
FILTER(?stationlabel = \"Ravensburg\") 
} 
ORDER BY search:distance(?stationgeometry, ?geometry) 
LIMIT 3 
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4.3. Results 

  σ Sig 

Query 1 13 4,7 faster 

Query 2 10 61,7 equals 

Query 3 26 10,2 faster 

Query 4 7 1,6 faster 

Query 5 - -  

Query 6 1062 369,5 faster 

Query 7 43 3,9 faster 

Query 8 36 2,3 faster 

Query 9 1110 146,9  

Query 10 76 5,5 faster 

Query 11 4149 175,8  

Query 12 905 53,9 faster 

Query 13 160870 20056,3 slower 

Query 14 1446 175,0 slower 

Query 5 was not supported, since roads are excluded from the LGD dataset. 

5. Experiment IV:  SWI Prolog/space 

SWI Prolog7 is an open source environment of the programming language Prolog. It is possible to 

store and query data as RDF graphs using Prolog. The space package, which makes use of the spatial 

indexing library and GEOS allows querying spatial data using 3 spatial functions: contains, intersects 

and nearest neighbor.  Aside the support for spatial indexing and some spatial functions, Prolog should 

offer great performance for querying spatial data.  

5.1. Method of Approach 

Installing SWI Prolog and the Space package on a Windows Operating system caused no probles. 

After downloading and installing both the SWI Prolog and the space packages executables, GEOS and 

the spatialindex libraries had to be installed. This was done using OSGeo4W
8
, a collection of spatial 

libraries available for the Windows Operating System.  

The Prolog rdf_db module is used to store the triples. After loading the triples, they are indexed by 

space_index_all/0. The following commands were used to load the RDF_DB Package, the Space 

Package and the Data prior to query the data: 

rdf_load('C:/Thesis/Artifacts/Experiment 4/ravensburgreal.rdf'), 

rdf_load('C:/Thesis/Artifacts/Experiment 4/goodrelationRV.rdf'), 

rdf_load('C:/Thesis/Artifacts/Experiment 4/fakedata1.rdf'), 

rdf_load('C:/Thesis/Artifacts/Experiment 4/fakedata4.rdf'), 

space_index_all, 

rdf_register_ns(ontology,'http://linkedgeodata.org/ontology/'). 

 

5.2. Test Queries 

This paragraph lists the Prolog Queries. The queries were stored as functions in a module and tested 

using the test/1 function. 

Query 1 
rdf(S, P, O). 

                                                           
7
 http://www.swi-prolog.org/ 

8
 http://trac.osgeo.org/osgeo4w/ 
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Query 2 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', L)). 

 

Query 3 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', L). 

 

Query 4 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type',   
ontology:'Restaurant'), 
rdf(S, 'http://linkedgeodata.org/property/cuisine', 
literal('italian')), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', L). 
 

Query 5 
- 

 

Query 6 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'LanduseResidential'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg Weststadt')), 
uri_shape(S, Weststadt), 
space_contains(Weststadt, Cont). 

   

Query 7 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'LanduseResidential'), 
uri_shape(S, Residential), 
space_contains(Residential, Cont), 
rdf(Cont, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'School'). 

 

Query 8 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'LanduseResidential'), 
uri_shape(S, Residential), 
space_contains(Residential, Cont), 
rdf(Cont, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(Cont, 'http://linkedgeodata.org/property/cuisine', 
literal('italian')). 

 

Query 9 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', L), 
rdf(R, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
'http://purl.org/goodrelations/v1#LocationOfSalesOrServiceProvisi
oning'),  
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rdf(R, 'http://www.w3.org/2000/01/rdf-schema#label', L), 
rdf(R, 'http://www.wifo-
ravensburg.de/rdf/semanticweb.rdf#rv_geschenkgutschein', 
literal(type('http://www.w3.org/2001/XMLSchema#boolean', 
'true'))). 
 

Query 10 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')), 
uri_shape(S, RVStation), 
space_nearest(RVStation, Restaurant), 
rdf(Restaurant, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(Restaurant, 'http://www.w3.org/2000/01/rdf-schema#label', Name), 
space_distance_greatcircle(S, Restaurant, Distance, km), 
Distance < 1. 
 

Query 11 
query11(Restaurant, Name, Distance) :- 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')), 
uri_shape(S, RVStation), 
space_nearest(RVStation, Restaurant), 
rdf(Restaurant, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(Restaurant, 'http://www.w3.org/2000/01/rdf-schema#label', Name), 
space_distance_greatcircle(S, Restaurant, Distance, km), 
rdf(R, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
'http://purl.org/goodrelations/v1#LocationOfSalesOrServiceProvisioni
ng'),  
rdf(R, 'http://www.w3.org/2000/01/rdf-schema#label', Name), 
rdf(R, 'http://www.wifo-
ravensburg.de/rdf/semanticweb.rdf#rv_geschenkgutschein', 
literal(type('http://www.w3.org/2001/XMLSchema#boolean', 'true'))), 
Distance < 1. 

 

Query 12 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')),  
uri_shape(S, RVStation), 
space_nearest(RVStation, Restaurant), 
rdf(Restaurant, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Restaurant'), 
rdf(Restaurant, 'http://www.w3.org/2000/01/rdf-schema#label', Name), 
rdf(Restaurant, 'http://linkedgeodata.org/property/cuisine', 
literal('italian')), 
space_distance_greatcircle(S, Restaurant, Distance, km), 
Distance < 1. 

    

Query 13 
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rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')), 
uri_shape(S, RVStation), 
space_nearest(RVStation, Parking), 
rdf(Parking, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'Parking'), 
uri_shape(Parking, ParkingGeo), 
space_nearest(ParkingGeo, Restaurant), 
rdf(Restaurant, 'http://www.w3.org/1999/02/22-rdf-syntax-
ns#type', ontology:'Restaurant'), 
rdf(Restaurant, 'http://linkedgeodata.org/property/cuisine', 
literal('italian')), 
rdf(Restaurant, 'http://www.w3.org/2000/01/rdf-schema#label', 
Name). 

 

Query 14 
rdf(S, 'http://www.w3.org/1999/02/22-rdf-syntax-ns#type', 
ontology:'RailwayStation'), 
rdf(S, 'http://www.w3.org/2000/01/rdf-schema#label', 
literal('Ravensburg')), 
uri_shape(S, RVStation), 
space_nearest(RVStation, Restaurant), 
uri_shape(Restaurant, RestaurantGeo), 
rdf(Restaurant, 'http://www.w3.org/1999/02/22-rdf-syntax-
ns#type', ontology:'Restaurant'), 
rdf(Restaurant, 'http://www.w3.org/2000/01/rdf-schema#label', 
Name). 

 

5.3. Results 

  σ Sig 

Query 1 1 0,0 faster 

Query 2 2 0,6 faster 

Query 3 1 0,0 faster 

Query 4 1 0,0 faster 

Query 5 - -  

Query 6 1 0,0 faster 

Query 7 2 0,8 faster 

Query 8 8 0,7 faster 

Query 9 37 1,6  

Query 10 35 1,8 faster 

Query 11 92 0,8  

Query 12 5 0,6 faster 

Query 13 4 0,6 faster 

Query 14 2 0,5 faster 

Query 5 was not supported, since roads are excluded from the LGD dataset. 
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Statistical Reasoning 

We used a two tailed t-test for comparing the average means of PostGIS and D2RQ / Prolog / 

Sesame. We chose an error interval of 95% - for an two tailed t-test that means that the null 

hypothesis h0 is dismissed if  t = +- 2.042. 

 

We tested the following hypothesis for every query:  

 

h0: PostGIS has the same average response time as D2RQ / Prolog / Sesame. 

h1: PostGIS average response time is slower or faster as for D2RQ / Prolog / Sesame. 

        

 

 

Figure 1 – Two Tailed T-Test for all result data 
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Compact Disc 1 – Experiment Setups including datasets and results 

 


